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Abstract
In this thesis I take a modular approach to cortical function.
I investigate how the cerebral cortex may realise a number
of basic computational tasks, within the framework of its
generic architecture. I present novel mechanisms for cer-
tain assumed computational capabilities of the cerebral cor-
tex, building on the established notions of attractor mem-
ory and sparse coding. A sparse binary coding network for
generating efficient representations of sensory input is pre-
sented. It is demonstrated that this network model well
reproduces the simple cell receptive field shapes seen in the
primary visual cortex and that its representations are effi-
cient with respect to storage in associative memory. I show
how an autoassociative memory, augmented with dynami-
cal synapses, can function as a general sequence learning
network. I demonstrate how an abstract attractor memory
system may be realised on the microcircuit level – and how
it may be analysed using tools similar to those used exper-
imentally. I outline some predictions from the hypothesis
that the macroscopic connectivity of the cortex is optimised
for attractor memory function. I also discuss methodologi-
cal aspects of modelling in computational neuroscience.

Keywords: Cerebral cortex, neural networks, attractor memory, sequence
learning, biological vision, generative models, serial order, computational neu-
roscience, dynamical synapses.
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Sammanfattning
Denna avhandling i datalogi föreslår modeller för hur vis-
sa beräkningsmässiga uppgifter kan utföras av hjärnbar-
ken. Utgångspunkten är dels kända fakta om hur en area
i hjärnbarken är uppbyggd och fungerar, dels etablerade
modellklasser inom beräkningsneurobiologi, såsom attrak-
torminnen och system för gles kodning. Ett neuralt nätverk
som producerar en effektiv gles kod i binär mening för sen-
soriska, särskilt visuella, intryck presenteras. Jag visar att
detta nätverk, när det har tränats med naturliga bilder, re-
producerar vissa egenskaper (receptiva fält) hos nervceller
i lager IV i den primära synbarken och att de koder som
det producerar är lämpliga för lagring i associativa min-
nesmodeller. Vidare visar jag hur ett enkelt autoassocia-
tivt minne kan modifieras till att fungera som ett generellt
sekvenslärande system genom att utrustas med synapsdy-
namik. Jag undersöker hur ett abstrakt attraktorminnes-
system kan implementeras i en detaljerad modell baserad
på data om hjärnbarken. Denna modell kan sedan analy-
seras med verktyg som simulerar experiment som kan ut-
föras på en riktig hjärnbark. Hypotesen att hjärnbarken
till avsevärd del fungerar som ett attraktorminne under-
söks och visar sig leda till prediktioner för dess kopplings-
struktur. Jag diskuterar också metodologiska aspekter på
beräkningsneurobiologin idag.
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Chapter 1

Introduction

The human brain bears witness to a long evolutionary history. Like treerings
in an old trunk, more recent parts of the brain mostly appear on top of ancient
ones. The youngest part of the human brain, the cerebral cortex, thus forms
the outermost part of the organ. The cortex is in fact larger than all of the
older parts combined. In contrast to many of the structures encased in the
cortex, some of which contain highly specialised circuits, the cerebral cortex is
very uniform in structure. Despite this, it performs tasks that are apparently
quite diverse. Some parts of the cortex, located in the back of the brain, pro-
cess visual impressions and visual imagery. Just forwards of the midline of the
brain are the primary motor areas, which control movement. Some neurones
here even steer individual muscles, particularly when it comes to fine control,
such as of finger movements and facial muscles. In between the sensory and
motor areas, in both the anatomical and the functional sense, are the associa-
tion cortices. Not tied to any particular modality of senses nor actions, these
areas are likely dedicated to integrating our experiences and storing them so
that they can be drawn upon whenever needed.

If one were to look at the cortical microcircuitry through a microscope, the
cells and neural wiring that perform all of these and other tasks, all the cor-
tical areas would look very much alike. Throughout, one would see at the
surface of the brain the same six-layered structure of grey matter, consist-
ing of neural cell bodies together with their local extensions and connections.
Underneath, one would find massive bundles of wiring, white matter, that con-
nect neurones in far-away areas of the cortex and the cortex to the rest of the
brain. (Throughout, one would also see huge numbers of glia cells supporting
the neurones.)

Based on what we know about the evolution of the brain, it should not
come as a surprise that the human cortex is a uniform structure. The mam-
malian cortex has increased many times in size over a short period of time
on the evolutionary time scale. It is likely that such rapid growth is due to
the replication of one building block over and over again. One might compare
this to how a centipede is made up of many almost identical body segments
(figure 1.1). While the cortex seems anatomically homogeneous, it is an open
question whether it also functions in the same way across its different areas.
If it indeed turns out to be the case that the cortex is also in a functional sense
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2 CHAPTER 1. INTRODUCTION

Figure 1.1: The body of a centipede is made up of many, almost identical segments. Dif-
ferent species of centipedes have widely varying numbers of segments, so it seems like
the embryological mechanisms of the centipede allow for adding more segments with
only minor changes in the genetic program. Curiously, only odd numbers of leg-bearing
segments are allowed by the developmental program (Arthur and Farrow, 1999). The
large "dragging-legs" seen on the posterior segment in the picture are counted as legs.

made up from one self-repeating structure, rather than each little part being
uniquely crafted to perform a specialised function, then this will be very for-
tunate for our prospects of understanding the vast cortical network. Namely,
if we could understand how one modular building block works, in terms of its
function and underlying mechanisms, then that knowledge would apply to the
entire cerebral cortex.

1.1 Structure of the thesis
The thesis begins with a review of some of the biological aspects of the cere-
bral cortex in chapter 2. I highlight key mechanisms that may underlie the
computational operations of the models presented in the following chapters.
Specifically, the operations proposed in those models are that the cortical layer
IV performs sparse coding and competitive feature extraction and that the cor-
tical layers II/III may implement an associative memory system and sequence
memory.

In chapters 3–5, I present the models that form the core of the thesis. I
introduce a model for encoding sensory inputs into efficient sparse represen-
tations in chapter 3. Attractor memory and its underlying mechanisms on
the network level are treated in chapter 4. This chapter also discusses a non-
cortical example of a recurrent excitatory network. Issues arising from having
associative memory co-exist with and be extended into sequence memory are
treated in chapter 5, along with a network model that allows for this. All
the three main themes of the thesis; sparse coding, associative memory and
sequence processing are combined in chapter 6, where a network model that
performs both encoding and storage of sensory information is presented. Next,
in chapter 7, I describe a biophysically detailed cortical model that follows the
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ideas from the preceding chapters. I highlight its differences and similarities
to the abstract models. Finally, chapter 8 describes global aspects of cortical
function, with particular attention to cortex as an associative memory. I deal
with scaling such a model over several orders of magnitude, to the size of the
human brain, and discuss what constraints this imposes on the topology of the
system.

Following the main chapters of the thesis, I proceed to take a critical look at
some of the methodology employed in the field of computational neuroscience
in chapter 9. In particular, I compare realistic models to phenomenological
ones and I discuss the common case in the field, where models are severely
underconstrained by empirical data. The thesis concludes in chapter 10 with
a summary and discussion of the results and an outlook on their implications
for further work.

1.2 Contributions
• I present the sparse-set coding network (SSC); a novel principle for rep-

resentational learning in a cortical region. (Section 3.2, paper I.)

• I show that the SSC network is more efficient in generating a binary
sparse code than a pruned version of a previous graded model. (Sec-
tion 3.4.1, paper I.)

• I demonstrate that receptive fields produced by the SSC network match
experimental observations in layer IV of the cortical area V1 better than
previous models. (Section 3.4.2, paper I.)

• I show that the SSC network generates a code that is efficiently pro-
cessed by an associative memory. I show how a combination of sparse
coding, associative memory and sequence memory can rapidly process,
store and retrieve natural images. (Section 6.2, paper V.)

• I propose a more efficient form of rank coding: collaborative rank coding.
(Section 6.1, paper V.)

• I show that pre-processing sensory data by the sparse coding methods,
such as the SSC, can improve the performance of neural classifiers in a
real-world task. (Section 3.5, paper II.)

• I present an excitatory core model of spinal locomotor circuits and pro-
pose that effects due to synaptic dynamics may be the simplest expla-
nation for its different modes of activation in vitro. (Section 4.6.2, pa-
per III.)

• I highlight the interference problem between autoassociative memory
and sequence production and indicate how it may be resolved. (Sec-
tions 5.3.2 and 5.3.4, paper IV.)

• I present a model for sequence learning (SL), based on attractor memory.
(Section 5.3.3, paper IV.)
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1.3.1 Contributions per paper
I. I made major contributions to the design of the study. I contributed the

simulation experiments, including the code, and made major contribu-
tions to the analysis and conclusions. I made major contributions to the
graphs and the text of the paper.

II. I made major contributions to the design of the study. I contributed to
the experiments in the role of adviser. I made major contributions to the
analysis. I made major contributions to the graphs and contributed to
the text of the paper.

III. I contributed to the design of the study. I made minor contributions to
the description of the biological background of the model. I contributed
the code for the simulation experiments. I made major contributions to
the experiments. I contributed the particular way synaptic dynamics was
used. I made major contributions to the analysis and visualisation of the
results. I made major contributions to the graphs and the text of the
paper.

IV. I contributed the design of the work and the simulation experiments,
including the code. I contributed the comparison to psychological exper-
iments. I made major contributions to the analysis. I contributed the
graphs of the paper and made major contributions to the text.

V. I made major contributions to the design of the study. I contributed the
simulation work. I contributed the particular way associative memory
and sensory coding are combined in the model. I made major contribu-
tions to the analysis. I made major contributions to the graphs and the
text of the paper.

VI. I contributed to the design of the experiments. I contributed to the
modelling and simulation work. I contributed the analysis of model be-
haviour; e.g. of temporal structure, local field potential, attentional blink,
and up states etc. I made major contributions to the graphs and con-
tributed to the text of the paper.

VII. See paper VI.

VIII. I made major contributions to the design of the study. I made major
contribution to parts of the simulation work and analysis. I made major
contributions to the mathematical analysis. I made major contributions
to the graphs and the text of the paper.
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Chapter 2

The cerebral cortex

In this chapter I review some fairly well established knowledge about the sub-
ject of study in this thesis; the cerebral cortex. The aim of the chapter is to
introduce fundamental facts about neural cell types, physical structure and
connectivity which later chapters will draw upon. For perspective and addi-
tional insights into these themes, details on the embryological development
and the evolutionary history of the cortex are also included.

2.1 Development
To properly understand the anatomy of the cortex and its relation to the other
brain regions (such as the thalamus) a good starting point is the development
of the brain in the embryo. In this section I will also introduce a small amount
of fundamental anatomical terminology: a coordinate system useful for refer-
ring to positions and relations in the nervous system.

The first precursor of the nervous system appears in one of the earliest
steps in the development of the vertebrate embryo, namely the gastrula phase,
so called because what is to become the digestive tract is then first appar-
ent (Larsen et al., 2001). During this phase, a bulge is formed in the ectoderm,
the outermost of just three cell layers in the embryo at this stage. Other parts
of this cell layer later become the skin. From this bulge, known as the neu-
ral plate, located in the back of the embryo, the neural system in its entirety
is formed (Streit and Stern, 1999; Xanthos et al., 2002). As the cells in the
neural plate divide, its centre begins to protrude inwards, forming the neural
groove and finally it closes in on itself to become the neural tube (O’Rahilly
and Muller, 1994). The part of the neural tube towards the tail (the caudal
part) will develop into the spinal cord, a relatively homogeneous structure,
differentiated primarily along an axis running from the back side to the belly
side. Along this axis, neurones receiving and processing sensory information
are located dorsally (towards the back) and motor processing located ventrally
(towards the belly) (Kandel et al., 2000, Figure 17–3, p. 319). A simple model
of motor functions in the spinal cord is treated in paper III and in section 4.6.2.

The part of the neural tube towards the nose (the rostral part) is on the
other hand destined for greater glory. It undergoes a series of differentia-
tions. First it develops into three clearly distinguishable, rounded cavities:

7



8 CHAPTER 2. THE CEREBRAL CORTEX

the forebrain, midbrain and hindbrain (Larsen et al., 2001). Towards the fore-
brain, the dorsoventral division between sensory and motor regions, promi-
nent in the spinal cord, becomes less distinct and moves ventrally, meaning
that the forebrain is likely developed entirely from the dorsal, sensory side.
Following this first differentiation, the forebrain and hindbrain cavities are
further divided into two parts each, whereas the midbrain is not. The fore-
brain’s anterior part is now called the telencephalon and the posterior part
the diencephalon. The rostral part of the hindbrain forms the metencephalon,
the caudal part the myelencephalon. At this point in development we there-
fore have six anatomically separate parts in the nervous system; the spinal
cord, the myelencephalon (which will develop into the lower part of the brain
stem), the metencephalon (the upper brain stem and the cerebellum), the mid-
brain or mesencephalon (e.g. the tectum), the diencephalon (the thalamus and
the hypothalamus) and finally the telencephalon (the basal ganglia, the hip-
pocampus and the cerebral cortex). Now the cerebral cortex and other struc-
tures begin to grow rapidly outwards. The cerebral hemispheres emerge as
two prominent bulges, that eventually, in the human brain, encase and cover
all of the midbrain structures.

While this thesis is directly concerned only with the cerebral cortex, some
more of the above structures will be of tangential interest. The thalamus is
the input gate to the cortex. As far as the cortex is concerned, it is the source
of the visual signals the processing of which is treated in paper I and V and in
chapter 3. The hippocampus is sometimes regarded as a part of the cerebral
cortex, though it has a different structure. It contains circuitry that is likely
to operate as an associative memory similar to the models treated in paper VI
and VII and in chapters 4 and 7. The abstract models dealt with in the former
chapter applies equally to the hippocampus, whereas the detailed ones in the
latter are specific to the cortex.

2.2 Anatomy and function
The cerebral cortex forms the surface of the cerebral hemispheres, the largest
structure in the human brain. Each hemisphere in the cerebral cortex is di-
vided into four lobes; occipital, parietal, temporal and frontal. These lobes,
which form the externally visible area of the cortex, are clearly separated by
deep grooves, or sulci. But there is also a hidden part; in particular the lateral
sulcus, separating the temporal lobe from the parietal and frontal lobes, hides
a substantial cortical surface area, called the insular cortex. Also hidden is
the cingulate cortex, located between the two hemispheres. The partitioning
into lobes have some relation to functional divisions; early visual processing
(paper I, section 7.4) takes place exclusively in the occipital lobe.

Underneath the cortex proper, the outermost sheet where cell bodies, sy-
napses and short range connections are located, is the white matter, contain-
ing long range axons (Kandel et al., 2000, p. 322). Most of these connect
different parts of the cortical surface; when referring to the cortex as a func-
tional system, these corticocortical connections through the white matter are
often implicitly included. One specific set of white matter, the corpus callosum,
link the two cortical hemispheres. The white matter also connects the cortex
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to its input filter, the thalamus, and links cortical outputs to the basal ganglia,
the brain stem and the spinal cord. As the number of neurones grow in the
cortex, progressively more white matter is needed to properly connect them
together. This problem is specifically addressed in paper VIII and is reflected
in the network structure advocated in paper VII.

The cerebral hemispheres are dominated by a cortical surface that every-
where has the structure that will be described in section 2.4.1, the isocortex.
They also contain the hippocampus, the basal ganglia and the amygdala. The
hippocampus is located ventrally of a prominent cavity in the brain, the lat-
eral ventricle, and medially (on the inside) of the temporal lobe. It is some-
times thought of as an unusually agile version of the cortex; it is in some way
involved with intermediate storage of memories, before they are committed
to long term memory (Treves and Rolls, 1992, 1994; Rolls and Treves, 1997).
The basal ganglia are located in the centre of the cerebral hemispheres, near
the lateral ventricle. They play an important role in executive function; it is
believed that decision on initiating and stopping movements take place here.
The basal ganglia are most likely also involved with cognitive decisions (Mink,
1996). The amygdala is a set of nuclei in the temporal lobe that is involved
with innate and learnt responses related to fear and other emotions (Gallagher
and Chiba, 1996).

The first thing to note about the large scale connectivity of the cortex is
that it mostly listens to itself. The majority of the long range connections
arriving at any cortical area originate in other areas of the cortex (Abeles,
1991). (A cortical area is a local part of the cortical surface distinguished by
microanatomy.) This is true even for the primary sensory cortices, which may
otherwise be thought of as the input areas of the cortex (Lamme et al., 1998;
Salin and Bullier, 1995). As was already mentioned, sensory inputs from all
modalities but olfaction arrive at the primary sensory areas via nuclei in the
thalamus. But like the primary sensory cortices to which it projects, the tha-
lamus is not a pure input processor either; it receives most of its input from
the cortex (Kandel et al., 2000; Guillery and Sherman, 2002a, pp. 341–343).
The thalamocortical system thus forms a loop, where information is passed
from the thalamus to the cortex, processed by the cortex and then passed back
to another nucleus in the thalamus. At least part of the cortico-thalamic pro-
jections are axon collaterals (branches) from cortical motor signals destined
for the brain stem or the spinal cord. While anatomically it is part of the di-
encephalon (rather than the telencephalon) the thalamus is therefore, from a
functional perspective, tightly integrated with the cortex.

2.3 Evolution
The form which the cortex takes in higher mammals, where it is the dominant
feature of the brain, is quite young in an evolutionary perspective. On the
other hand, there are analogues already in the amphibian brain to the differ-
ent parts of the human telencephalon; the hippocampus, the pyriform olfactory
cortex and the isocortex (Northcutt and Kaas, 1995). The likely precursor to
the latter is known as the pallium. Like the isocortex, it receives inputs from
different sensory modalities and it displays ”reentrant” connectivity, in that



10 CHAPTER 2. THE CEREBRAL CORTEX

connections are often reciprocal rather than feed forward. Unlike the isocor-
tex, the pallium does not have specific areas for different modalities and it
lacks any trace of the homogeneous, layered structure of the isocortex (Her-
rick, 1948). Its structure is even ”inside-out” compared to the mammalian
cortex; in the pallium the cell bodies are on the inside, near the ventricles,
while axons are on the surface (Super and Uylings, 2001). Moving forward
to the reptilian brain, we find the pallium much enlarged, but still lacking
layered structure (Aboitiz et al., 2002, 2003). In contrast, the reptilian pyri-
form cortex, which is involved with olfactory processing, has already formed
the three-layered structure seen in mammals.

In all living mammals, the isocortex displays a homogeneous, layered struc-
ture across its surface area; hence the name. The similarity across different
groups of mammals indicates that already the earliest mammals had a cor-
tex of this type (Northcutt and Kaas, 1995). What is remarkable about the
evolution of the cortex since it first appeared in that form is then not innova-
tion, but the lack of it. A great growth of the cortical surface area has taken
place without changing the fundamental design—and with little additional
differentiation between cortical areas. It thus seems that the cortical design
was exceptionally well suited for scaling it up to the huge size it has in the
primate. This scaling of the cortex has taken place by increasing the size of
individual areas, but even more so by adding to the number of areas. One
interpretation that has been put forth is that new areas have been added to
perform higher order processing, in addition to that being carried out in the old
areas. Speaking for that interpretation is the fact that in the primate cortex,
the prefrontal areas, associated with abstract planning activities and there-
fore being in some sense the highest order areas, have seen the most rapid
expansion (Fuster, 2002).

2.4 Microcircuitry
Any theory on the function of the cerebral cortex must be rooted in its circuitry.
Some of the large scale circuitry has already been described; so far we have
seen that a cortical area receives input from other cortical areas and from the
thalamus, processes it somehow and passes the results on to other cortical
areas and back to the thalamus. The cortex has an extensive interconnectivity
between cortical areas, the structure of which has been mapped in some cases
and found to be rather dense (Felleman and Van Essen, 1991; Carmichael and
Price, 1996). Feedback is ubiquitous; a cortical area which receives input from
another cortical area usually also projects outputs back to that area. But the
large scale connectivity offers few hints as to what goes on inside a cortical
area. Fortunately, also the small scale structure and connectivity of the cortex
have been extensively studied, answering questions such as: What cell types
are there, what are their properties and in which proportions do they occur?
How are the different cells types connected? How do the different layers in
the cortex differ in terms of cell types and connectivity? How is the large
scale connectivity related to the microstructure; are certain types of long-range
connections destined for a particular cell type, layer or both? We use this type
of data directly for setting up a model of a local cortical area in paper VII.
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2.4.1 Local circuit

There are two main classes of neurones in the cortex; pyramidal cells and
interneurones. The pyramidal cells, whose cell bodies are shaped like sharp
little pyramids, pointing outwards, are responsible for all communication that
goes farther than a millimetre or so. Any information that leaves a local corti-
cal circuit is thus passed through the axon of a pyramidal cell. The pyramidal
cells are excitatory cells, communicating mainly by the neurotransmitter glu-
tamate. Depending on the layer to which they belong, pyramidals either tend
to project laterally within the cortex or send their axons into the white matter,
projecting to other cortical areas or subcortically to other parts of the nervous
system. Both is often the case; axons typically branch and project to more than
one destination. Pyramidal cells receive their input through two sets of den-
drites. The apical dendrite extends like an antenna tower from the top (the
apex) of the pyramid, ascending to the cortical surface. The basal dendrites
are found near the base of the pyramid and extend horizontally.

There are numerous types of interneurones. The spiny stellate cells are
glutamatergic and also share other properties with pyramidal cells Staiger
et al. (2004). They are prominent in layer IV of primary sensory cortices,
where thalamic input is received. Most interneurones on the other hand are
inhibitory, their main emitted transmitter substance being GABA. They are
collectively known as non-spiny stellate or granule cells; small, locally project-
ing, inhibitory cells that come in an assortment of shapes. One major class are
the basket cells, so named because their axons tend to encase the cell bodies
of the pyramidal cells on which they synapse. Most basket cell dendrites are
local, some extending about 100 μm, whereas their axons can reach upwards
of 1 mm (Wang et al., 2002). Another class is the double bouquet cell. They
project to dendrites of pyramidal cells inside a narrow (<100 μm) vertical col-
umn (Markram et al., 2004). Chandelier cells project to the axons of pyramidal
cells; they have been found to reliably fire when the overall activity in a local
circuit is high and have therefore been hypothesised to moderate excitatory
signals in that condition (Zhu et al., 2004). Detailed data of this sort is the
foundation for the models discussed in paper VII. When enumerating cells
types, an honourable mention should also go to the most numerous cells in the
nervous system, the glia cells, that support the neurones mechanically and
physiologically.

The isocortex is organised in six anatomical layers. Of particular interest
to us when modelling memory systems will be the cortical layers II/III. The
pyramidal cells in these layers project mostly locally, within the cortex. In the
rat visual cortex, it has been calculated that about 70% of the projections ter-
minate within 300 μm of the cell body, but there are also lateral connections of
longer range (Nicoll and Blakemore, 1993). Thus the pyramidal cells in these
layers form a local, highly recurrent network that may form a substrate for
attractor memory, as discussed in papers IV and VII. Also the other cortical
layers have specialised connectivity in the sense that each cell type in a par-
ticular layer is very selective in its projections, in terms of target layer and
cell type. For instance, just as an example, layer III pyramidal cells contact
only inhibitory interneurones in layer IV, but hardly any of the spiny stellate
or pyramidal cells in the same layer (Thomson and Morris, 2002). The func-
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tional significance of such specificity is for the most part not yet understood,
but could perhaps be elucidated by further layer-specific modelling.

2.4.2 Projections
Having already mentioned the local circuitry of layer II/III, I will now relate
details of the connectivity of the other cortical layers and some functional im-
plications of that connectivity. Layer IV may be thought of as the feed forward
input layer in a cortical area. It receives input from the thalamus and from
”earlier” or ”lower” cortical areas. In paper I we suggest what could be part of
the computational objective for the recoding of signals that occurs in layer IV.
By the same hierarchical ordering of cortical areas, layers I and VI are seen to
be the receivers of feedback from ”later” or ”higher” cortical areas. By a lower
area is understood one that is closer to a primary sensory input stream; a sig-
nal pathway that enters the thalamocortical loop for the first time. Because
cortical areas are interconnected in an intricate web and most connections are
reciprocal, the notion of a hierarchy could not be extended much beyond the
first few steps, if it were not for the different roles of the cortical layers. As
it turns out, one can construct a fairly consistent hierarchy of cortical areas
using the rule that projections to layer IV are forward connections and connec-
tions to layers I and VI are backward projections (Felleman and Van Essen,
1991).

Layers I-III are the source of feedforward corticocortical connections, those
that terminate in layer IV. The feedback connections originate in layers V
and VI. Layer v is the output layer of cortex. In the primary motor areas
the cortical output is also the output of the nervous system as a whole; here
large pyramidal cells send off axons that control movement, either directly
(corticospinal fibres) or through motor centres in the brain stem (corticobul-
bar) (Kandel et al., 2000, p. 671f). In the case of distal muscles, the former
class of pyramidal cells are just one synapse away from directly controlling
the muscles; they project to the large ”alpha” motor neurones in the spinal
cord, that in turn innervate muscle fibres (de Noordhout et al., 1999; Ziemann
et al., 2004). With regard to the hierarchical terminology, the dual role of layer
V as a source of feedback and motor output may seem to be a paradox; should
not the motor output be in the forward direction? But the primary motor
cortex, where the motor output is produced, is at the bottom of the motor hi-
erarchy. It contains the lowest abstraction level, just like the bottom rungs of
the sensory hierarchy, because it must operate on a concrete representation of
motor actions, in terms of simple motor programs and individual muscle move-
ments (though the primary motor cortex also processes more complex informa-
tion) (Scott, 2003). Noting this, one can also label the forward projections, from
the superficial layers to layer IV, a sensory stream and the backwards projec-
tions, from layer V to layers I and VI, a motor stream. The thalamus is not only
the sensory gateway to the cortex; also the cortical motor output impinges on
the thalamus, which receives branches of outgoing motor axons originating in
layer V, together with modulatory input from layer VI (Guillery and Sherman,
2002b). While this thesis will not deal with more than one level of the cor-
tical hierarchy at a time, I have elaborated on the concept of hierarchy here
because some of the models described in the thesis are based on observations
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from primary sensory areas of the cortex (papers I, V). If the cortex is indeed
a hierarchical structure with distinct up- and down streams of information,
the computations required by higher-order cortical areas should be similar to
those of sensory areas, increasing the reach of this analysis.

2.4.3 Columnar structure
A standard technique for investigating the brain is to cut it into thin slices
and observe them under a microscope. To do this, the preparation must be
stained with an agent that colours just one component of the slice. For in-
stance, the Nissl stain colours the ”Nissl substance”, related to protein syn-
thesis, therefore selectively staining neural cell bodies (Simmons and Swan-
son, 1993). When this staining was applied to vertical slices of the cortex,
cell bodies were found to be localised in narrow columns, 35–60 μm wide in
the human cortex. Each such column contains about 80–100 neurones; both
pyramidal cells and interneurones (Buxhoeveden and Casanova, 2002). It has
been suggested, based on vertical connectivity within the minicolumn, that
the columns act as functional units, meaning that all neurones in the column
receive much the same input (Peters and Yilmaz, 1993). In primary sensory
cortices it indeed has been found that neurones within a minicolumn share
receptive field properties; i.e. they respond to the same stimuli (Hubel and
Wiesel, 1977; Favorov and Kelly, 1994; Sugimoto et al., 1997; Kohn et al.,
1997). Still, the functional minicolumn hypothesis in its more radical form
is far from universally accepted. The different response characteristics in the
cortical layers shows that the minicolumn at least cannot be an atomic entity.

Columnar structures on a larger scale have been found in several cortical
areas. The term ”hypercolumn” was originally used to describe the finding of
localised areas in visual cortex that include representations of the full range of
a visual variable; ocular dominance or orientation preference. It was neverthe-
less proposed as a general organisational principle for the cortex and indeed
similar structure has since been found elsewhere (Mountcastle, 1997). In the-
oretical work, hypercolumns have been suggested to serve the role of imposing
a cap on local activity (paper VIII). Such normalisation may be useful from a
metabolic perspective, but also given a statistical interpretation: If one hyper-
column covers the full range of some variable, and if the activity distribution
over the constituent minicolumns code for the brain’s estimate of that vari-
able, then the total activity should sum to one, or rather to some measure of
confidence in the estimate (Carandini et al., 1997).
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Chapter 3

Feature extraction

In this chapter we will deal with rather abstract models that transform inputs
to a cortical area from one form to another. The proposition is that this is the
type of coding that takes place in the cortical input structure, layer IV. As was
described in the last chapter (section 2.4.1), neurones in layer IV, specifically
spiny stellate cells, receive inputs from the thalamus. These inputs are then
processed in layer IV before being communicated to more superficial cortical
layers (see also section 7.4). Primarily we will compare the models developed
in this chapter to layer IV of the primary visual cortex, V1. Layer IV in the
primary visual cortex receives inputs from a part of the thalamus called the
lateral geniculate nucleus, or the LGN. In layer IV a representation of the
visual input is formed in terms of edge-like and blob-like shapes. The neurones
that respond in these ways are called ”simple cells”, because of the relative
simplicity of the features that they represent when compared to the features
extracted later on in the cortical visual processing. We will here investigate
whether computational requirements can explain why the simple cells behave
in the way they do.

In ordinary computation, it is usually the case that there is more than one
way to represent the same information. A graph, for instance, consisting of
vertices and edges, may be represented either as an adjacency matrix or as an
adjacency list. While the two representations are equivalent, one or the other
may be more suitable for a specific algorithm that operates on the graph. Like-
wise, the cortex has its preferences regarding data representation. Both em-
pirical and theoretical results indicate that the ”cortical algorithm”, whatever
it might be, prefers to operate on sparse representations. There is more than
one way to define sparseness, but generally speaking a sparse representation
is one where a fairly small part of the available computational elements (e.g.
neurones) are active to a significant degree at any one time. Under natural
conditions the empirically observed neural responses in the visual cortex di-
rectly indicate a sparse code (Vinje and Gallant, 2000). On the theoretical side,
associative memory models, which we will deal with a great deal starting in
the next chapter, indicate a sparse code (Földiák and Young, 1995). These mod-
els are suggested to mirror how the cortex goes about storing and retrieving
information about different kinds of behaviourally relevant entities; sensory
impressions, words and concepts as well as spatiotemporal patterns, such as

15
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motor programs.
But the external world; its shapes, colours and sounds, does not present it-

self in a suitable sparsely encoded form. If the above arguments hold, sensory
impressions must be pre-processed into a digestible form. We can set forth two
additional, conflicting requirements for such a code. Firstly, the code produced
by the pre-processing system should preserve relevant similarity of inputs, in
order that the cortex may generalise between similar situations. Secondly, dis-
similar inputs should be mapped to as dissimilar codes as possible, so that the
cortex can make efficient use of the available code space. Specifically, if the
code is to be processed by an associative memory system, this second require-
ment is important for maximising storage capacity.

Efficient coding has previously been proposed as a computational objec-
tive for sensory regions of the cortex (Barlow, 1983), but in this chapter the
objective will be more specific; the representation should be efficient in the
sense that it may be efficiently processed by an associative memory. The criti-
cal resource for associative memory is plastic synapses, as in the intracortical
pyramidal–pyramidal connections present in layer II/III that were mentioned
in the previous chapter. Each synaptic modification required for storing a
memory amounts to expending some of this finite resource (compare to pa-
pers IV and VIII). Making efficient use of Hebbian synaptic memory has been
shown to require a set of active units that is a small fraction of the whole
network (Zetsche, 1990; Willshaw et al., 1969; Palm, 1980; Palm and Sommer,
1995). It has recently also been emphasised that another critical resource in
the brain is metabolic energy consumption, effectively limiting the number of
permissible spikes (Laughlin and Sejnowski, 2003; Levy and Baxter, 1996) per
time unit. A large amount of metabolic energy is expended by ion pumps that
maintain different ion concentrations across the cell membranes of neurones.
Emitting a spike amounts to opening ion channels that partially equalise the
ion concentrations, requiring further activity by the ion pumps. This metabolic
cost is fairly evenly divided between the pre- and postsynaptic sides. The firing
activity that can be sustained by the circulatory system has been estimated to
be a few action potentials per neurone per second (Lennie, 2003). This argu-
ment also hints to the efficient sensory code being sparse and binary (Földiák,
1990).

3.1 Generative models
A generative model is a semi-reversible way to code sensory input. This means
that an approximation to the input itself can be retrieved, or ”generated” from
the code. More formally, a generative model tries to find underlying causes
explaining the sensory input. Generally, one strives for parsimony in the un-
derlying causes. A model that can explain information-rich sensory input us-
ing just a few causes would also be likely to have other desirable properties,
such as noise tolerance, robustness and generalisation ability. Consider how
a more compact description of a visual scene, e.g. a verbal one (figure 3.1) is
insensitive to minor changes in that scene.

Setting the objective of reconstructing the sensory input from its code gives
a local performance measure, allowing for unsupervised learning. A very suc-
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Figure 3.1: Visual input. A description in terms of a few underlying causes, in this case
the objects making up the scene and their spatial relations, is much more compact than
the original pixel-by-pixel representation of the image.

cessful approach to understanding cortical sensory coding is based on a simple
type of generative models, where the input is reconstructed as a linear su-
perposition of feature vectors (Olshausen and Field, 1996; Bell and Sejnowski,
1997). When such linear models are used together with additional constraints,
e.g. in independent component analysis (ICA), the receptive fields become lo-
calised, as seen experimentally in primary visual areas; though the actual
receptive field shapes generated by these models are unlike those seen in V1
simple cells. In this chapter, I introduce a generative model that yields sparse
population patterns, or small neural assemblies, as sensory representations.
As it turns out, the model may formally be expressed as an attractor memory
network. The chapter is based on paper I, which parallels the description here
to some extent, but puts more emphasis on the comparison of receptive field
shapes between biology and model.

3.2 The sparse-set coding model
The focus of this chapter will be a generative model where a piece of data
x ∈ IRn, e.g. an image patch, is approximately reconstructed (x̂ ≈ x) in terms
of a non-orthogonal and overcomplete set of basis vectors {Ψji : i = 1, . . . , n; j =

1, . . . ,m;m > n} as

x̂i =

m∑
l=1

alylΨli; x̂ ∈ IRn. (3.1)

In this sparse-set coding model, one factor in the bi-linear expansion is a binary
gating variable yl, the other a real-valued coefficient al. I will refer to y ∈
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{0, 1}m as the gating vector, since it determines what set of basis vectors is
used. The vector a ∈ IRm is referred to as the coefficient vector. What the
model does, in other words, is to encode an input image in the form of one
analogue and one digital vector, in such a way that the original image can
approximately be reconstructed from this code. As was already mentioned, by
performing this computation, we gain a representation that is more suitable
for efficient processing, e.g. in associative memory systems. Starting from the
thalamic input x the computation performed in the cortical layer IV would be
to arrive at y and a.

The model is further described by an objective function or, borrowing ter-
minology from physics, an energy function, to be minimised:

E(x,y,a) = Erec(x,y,a) + Esp (y) , (3.2)

where Erec is an error term measuring the deviation of the reconstruction x̂
from the original data vector x. We will take it to be one-half the sum of
squares of the deviation. The binary sparseness term Esp penalises one-entries
in the gating vector as

Esp(y) = θ

m∑
l=1

yl, (3.3)

where θ is a threshold parameter weighing the two terms against each other.
To be precise, it determines how much the benefit to reconstruction quality
must be for a nonzero yl to be included in the gating vector. The gating vector
y can also be expressed as a projection matrix in coefficient space

P
y
lm := δlmyl; Py ∈ IRm × IRm. (3.4)

Thus, we can rewrite (3.1) in matrix notation, x̂ = (PyΨ)Ta, and write the
objective function as

E(x, y, a) =
1

2

n∑
i=1

(xi − x̂i)
2

+ θ 〈y,y〉 (3.5)

=
1

2
〈a, PyCPya〉 − 〈a, Pyc〉 +

〈x, x〉
2

+ θ 〈y,y〉 . (3.6)

where 〈φ,ψ〉 :=
∑

i φiψi is the inner product between the vectors φ and ψ. We
may now move from the image coordinate space to the inner product space,
writing the overlaps between basis vectors C := ΨΨT ∈ IRm×IRm and the filter
outputs c := Ψx ∈ IRm. The term 1

2
〈x, x〉 is constant for a given x and will

further on be omitted. Note that for fixed y the model becomes an ordinary
linear generative model. However, we will here be interested in the dynamics
of the gating vector, which will ultimately be the sparse binary representation
of an input which we believe is ideal for further processing, such as by an
associative memory.

3.2.1 Optimising the coefficients
So far we have only rewritten the original coding problem posed to the layer IV
circuitry. Now we will investigate how to solve it. For every fixed y the optimal
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coefficient vector a∗ has to minimise the objective function (3.6), so

a∗ = argmina [E(y, c)] = argmina

[
1

2
〈a, PyCPya〉 − 〈a, Pyc〉

]
. (3.7)

If the operator CPy
:= PyCPy were invertible, we could solve for a∗ by taking

the derivative of the objective function with respect to a. This would then lead
to an expression for a involving the inverse of that operator. Since this inverse
does generally not exist, we must settle for the pseudoinverse solution:

a∗ = [CPy

]+Pyc ∈ IRm. (3.8)

This leaves the {a∗i : yi = 0} undetermined; we may arbitrarily set them to
zero. To optimise the gating vector, a∗ from (3.8) is inserted into the applicable
part of (3.6);

Erec(y, c) = −
1

2

〈
Pyc, [CPy

]+Pyc
〉

= −
1

2

〈
c, [CPy

]+c
〉

. (3.9)

The above equation allows for direct optimisation of the y variables. A local
search method to optimise y is to use (3.9) in a sequential update scheme;
given a y vector the single bit flip is chosen that yields the maximum decrease
in the objective function or energy,

ΔE(y→ ȳ) =
1

2

〈
c, ([CPy

]+ − [CPy

]+)c
〉

+ θ (〈ȳ, ȳ〉 − 〈y,y〉), (3.10)

where ȳ is one of the m vectors that can be obtained from y by a single bit flip.
However, finding the optimal component to change is in general computation-
ally expensive, because of the calculation of a matrix pseudoinverse required
for every candidate bit. One way to greatly speed up this computation by an
approximate method follows (section 3.3).

3.2.2 Learning the basis vectors

To learn the set of basis vectors, we allow for the basis vectors to be modi-
fied, in order to further minimise the energy 3.9. This minimisation must be
considered over the entire distribution of input images. In practise, for each
input image, we first determine the a and y vectors using the current set of
basis functions. Then we follow the gradient of the energy function (3.2) with
respect to the basis vector components, which yields a local ”delta” learning
rule. The fact that the learning rule is local means that it could plausibly be
carried out by neural circuitry.

∂E

∂Ψij
= (x̂i − xi)ajyj. (3.11)

At every update step the normalisation of the basis vectors is maintained by
re-normalising each affected vector. A mechanism that redistributes synaptic
efficacies to prevent
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3.3 The sparse-set coding network
The matrix inversion in the objective function (3.9) is computationally burden-
some. It also prevents a direct neural network implementation for finding the
optimal gating vector y. To derive an approximate solutions to this optimisa-
tion problem, the operator CPy is written as a product of an operator that is,
in most cases, full rank and a rank-deficient projection operator:

CPy

= PyCPy = [Py(C− 1)Py + 1]Py =: CyPy (3.12)

Substituting the newly introduced Cy into the energy equation (3.9) yields:

Erec(y) = −
1

2

〈
c, Py[Cy]+Pyc

〉
(3.13)

The operator Cy is full rank if the set of basis vectors selected by the nonzero yi

are linearly independent. It can then be inverted using the ordinary inverse,
rather than the pseudoinverse. We express the inverse using the power series
expansion

[Cy]−1 = 1− Py(C− 1)Py + [Py(C− 1)Py]2 − . . . (3.14)

which converges as long as ||Py(C−1)Py|| < 1. This condition can be ensured by
a) making the y sparse through an appropriate sparseness term in the energy
function and b) by ensuring that y does not contain basis vectors with mutual
Cij close to one.

Using the expansion (3.14) up to the first order yields the first-order ap-
proximation to equation (3.2)

EFO(c,y) = −
1

2
〈c, Pyc〉 +

1

2
〈c, Py(C− 1)Pyc〉 + Esp(y) (3.15)

=
1

2
〈c, Py(C− 2)Pyc〉 + Esp(y). (3.16)

The interpretation of EFO is most obvious in the form (3.15), where the first
term describes the support of basis vectors by filter inputs c and the second
term accounts for ”explaining away", competition between basis vectors with
high overlap. At the same time the second term directs the choice of y towards
regions where the first-order approximation is valid. Equation (3.16) is the
energy function of a recurrent neural network;

EFO(y) =
1

2

∑
l,m

Tlmylym + θ
∑

l

yl. (3.17)

This is formally the energy function of a Hopfield associative memory net-
work, but with the unusual property that the connection matrix depends on
the stimulus;

Tij := ciCijcj − 2δijc
2
i . (3.18)

In the first order approximation, the continuous variables, aFO = [1 − Py(C −

1)]Pyc, are then computed as

ai = yi

⎛
⎝ci −

∑
j�=i

Cijcjyj

⎞
⎠ , (3.19)

which completes the description of the sparse-set coding network (SSC).
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Figure 3.2: Image, reconstruction and map indicating the usage in individual patches.
This particular image part was chosen because there is some interesting structure in
it. As a consequence, the SSC network has assigned a higher average usage number
than the overall 〈y〉 ≈ 4.8, which is of course taken also over the more or less empty
parts of the natural scenes.

3.4 Results from simulation experiments
The SSC network was first tested on patches of natural scene images. The
images had undergone a ”whitening” pre processing to equalise the spatial
frequency distribution (Olshausen and Field, 1996). The number of basis vec-
tors was three times overcomplete, with m = 192. Unless stated otherwise,
the patch size used was 8 × 8 = 64 pixels.

The SSC network at a given sparseness level – as adjusted by choosing θ
in equation (3.3) – is compared with a graded sparse generative model. In that
model, the reconstruction map is of the same form as in the SSC network; x̂i =∑m

l=1 alΨli (Olshausen and Field, 1997). However, in that model a different
energy function is used, aiming for a graded form of sparseness. Using one
such graded sparseness function, L1 sparseness, we have:

E(x,a) = Erec(x,a) + β
∑

i

|ai|. (3.20)

Sparseness is varied in the graded model by changing the parameter β. To
make the models comparable, the output of the graded model is optimally
pruned, keeping just the largest of the coefficients, such that the energy func-
tion 3.2 is optimised.

3.4.1 Reconstruction quality
An example of an original image and its reconstruction is shown in Fig. 3.2,
in the left and right panels respectively. The choice θ = 5.6 · 10−2 in equation
(3.17) sets the sparseness such that an average of 〈y〉 ≈ 4.8 non-zero coeffi-
cients appear in the representation of each patch, for our set of natural im-
ages. The number of basis vectors used to reconstruct each of the 8×8 patches
in the example is displayed in the grid on the middle panel.

By systematically varying θ in equation (3.17) we may investigate how dif-
ferent requirements on binary sparseness affect reconstruction. Fig. 3.3 (left)
shows that with growing sparseness (decreasing mean usage) the reconstruc-
tion error increases, as is to be expected. Approaching a mean usage 〈y〉 = 1
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Figure 3.3: Reconstruction error as a function of mean usage. The curve of the pruned
linear model ends at about 〈y〉 = 10 because even when setting β = 0 in the linear
coding model, this is the maximum usage that survives the pruning process described
above.

means to enter the regime of vector quantisation, where the reconstruction
quality is limited by our fixed number of basis vectors (corresponding to a
small dictionary size). Comparing reconstruction achieved with the SSC net-
work and with the pruned graded sparseness model, the residual errors of the
former are found to be significantly lower.

3.4.2 Comparison to biological receptive fields
To explore the shapes of the basis vectors learnt from natural scenes, using
either coding method more quantitatively, they are fitted with model functions.
It is found that in the sparse regime, the resulting basis functions from both
methods can be well fitted with two-dimensional Gabor functions in the image
coordinates u, v;

h(u ′, v ′) = A exp

[
−

(
u ′

√
2σu′

)2

−

(
v ′√
2σv′

)2
]

cos (2πfu ′ +Φ) , (3.21)

where u ′ and v ′ are translated and rotated image coordinates, σu′ and σv′

represent the widths of the Gaussian envelope, and f and Φ are the spatial
frequency and phase of the sinusoidal grating.

Stating the parameters of the Gabor fits rather than showing the 8 × 8 ba-
sis functions themselves is a much more compact description of the shapes of
basis vectors. In figure 3.4 (left), a two dimensional visualisation of the Gabor
parameters is used, that has previously been employed for experimentally de-
termined receptive fields (Ringach, 2002). On the horizontal and vertical axes
are mapped respectively nu = σuf and nv = σvf. The two expressions measure
the length and width of the Gaussian envelope in units of the period of the si-
nusoidal grating. Centre surround geometries are located near the origin, slim
edge-detector type geometries are at large nu and small nv values, geometries
with multiple subfields are at large nu and nv values. The bottom diagram in
the figure relates a measure of the asymmetry of the Gabors to their width.
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Figure 3.4: This figure displays shape properties of the basis vectors and compares
them to receptive fields of layer IV neurones in V1 of monkey (Ringach, 2002). In the
top diagram the length (nu in the text) and width (nv) of the Gabor envelopes are in
relation to the spatial oscillatory period. The middle diagram relates the asymmetry
of basis functions/receptive fields. Asymmetry is defined as the normalised difference
between the integrals over the areas h+ and h−, as shown in the bottom diagram.

In the figure, the properties of the basis vectors of each generative model; bi-
nary and graded, are compared to receptive fields recorded in layer IV of the
primary visual cortex of monkeys (Ringach, 2002).

As can be assessed in figure 3.4, the basis vectors of the SSC network mimic
the spatial structure of biological receptive fields much more closely than those
of the linear coding model.

3.5 A classification task
Sparse coding reduces redundancy in sensory information, and conserves metabolic
energy. Ultimately, of course, the real test of any sensory coding scheme is that
it is useful for performing real-world tasks. This is a difficult metric to apply,
because it requires the coding system to be paired with an additional system,
that uses the sensory code to perform e.g. a classification task. When study-
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ing the combination of two systems, rather than one system in isolation, it
becomes difficult to assign credit to one particular subsystem. Thus, I have so
far used image reconstruction as the metric for visual codes. The prevailing
choice in the literature, this allows for the independent study of the coding
mechanism.

In this section we will nevertheless explore sparse coding as a part of a
system that performs a complete and useful task; classification of handwrit-
ten digits. The presentation is based upon paper II. The setup will be a two-
module system, with a clean separation between a coding layer and a classi-
fication layer. Since the aim is to shed further light on sensory coding in the
cortex, the classifier is chosen from a set of rather simple, but biologically plau-
sible mechanisms. The methods used for classification were Hebbian learning,
gradient descent learning (Mitchell, 1997), a Bayesian confidence propagation
neural network (Holst, 1997) and centroid learning. All of these methods use
simple local update rules for learning, and some form of inner product compu-
tation followed by winner-takes-all thresholding for classification.

The coding methods were independent component analysis (Bell and Se-
jnowski, 1995), a graded sparse model using the Sparsenet (Olshausen and
Field, 1997), binary sparse coding using the SSC network (paper I) and com-
petitive selective learning, a method that tries to divide the feature space
into partitions of equal variance (Ueda and Nakano, 1993). Images were pre-
processed by whitening as above, the variance tuned for each coding method to
work optimally. As a reference method we used the identity coding, where no
transformation is applied to the images, but they are passed on unchanged to
the classification layer. We also used a second reference method, where images
were only whitened, but not re-encoded.

Each combination of encoder and classifier was evaluated based on classi-
fication of a test set of digits, unseen during training. We found that for all of
the classifiers, sparse coding did improve classification performance, compared
to both our reference methods. Also, both the graded and binary sparse cod-
ing methods gave increasingly better performance as the sparseness level was
increased. In both cases this trend held up to fairly high sparseness levels. A
very interesting result of the present study was that each classifier preferred
a specific type of sparse coding. Thus, the gradient descent classifier and the
BCPNN strongly preferred the competitive selective learning codes, whereas
the Hebbian and centroid classifiers worked best with the other three encoding
methods. While the results from this particular series of experiments are ten-
tative, the firm indication that these particular computational elements need
to be matched is likely to stand. It is also likely to generalise to other parts
of the cortical computational network. In other words, finding of one type
of code being used or one computational structure being present constrains
other parts of the network, ruling out at least some types of computation. In
our study, we can discriminate clearly in terms of computational compatibil-
ity between the competitive selective learning and the ICA-type sparse coding
methods, but not in between the latter methods.
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3.6 Conclusions
The SSC network works by ”explaining away” parts of the input in terms of
a set of basis vectors. It tries to explain the data using as few basis vectors
as possible, the trade off being determined by a sparseness parameter. The
interaction between basis vectors is mediated by the lateral weights C, similar
to those that appear in linear generative models (Olshausen and Field, 1996;
Lee and Seung, 1997) and in a heuristically derived binary sparse coding net-
work (Földiák, 1990). The network computation in the SSC differs from these
models; the SSC units receive a product of the bottom-up input times the dif-
ference between bottom-up input and the input over the lateral connections,
in a Hopfield type model. The representations produced are sparse and bi-
nary, metabolically efficient suitable for storage in an attractor memory and
for use in biologically plausible classifiers (Zetsche, 1990). When compared to
the pruned linear model the SSC network finds more parsimonious represen-
tations; better reconstruction by same number of basis vectors. The SSC net-
work also uses only local computations which means it could be implemented
in biology with few complication (see section 7.4).

It may be noted that generative models are motivated partially by the ben-
efits of producing a compact representation, partially by the virtue of having
a local performance measure, namely, the quality of reconstruction. From an
evolutionary standpoint, the quality of reconstruction is not an obvious choice
for measuring performance. After all, only the higher-level description of a
scene, such as the verbal description of figure 3.1, seems behaviourally use-
ful. The primary reason why we deal with reconstruction quality here, as a
partial objective, is that the full optimisation of behaviour, which for a sensory
area would imply finding the representations that are the most useful for be-
haviour, is intractable. A local goal is required, though it may be different from
the one that was used here, namely the optimisation of image reconstruction
in the L2 sense. Interesting results may come from experiments that vary the
metric for reconstruction, as we have the sparseness measure.

Probing the nonlinear properties of visual computation in the brain is a dif-
ficult problem Zetzsche and Nuding (2005b). Other models, which like the SSC
network include highly nonlinear interactions among feature detectors, have
previously been proposed (Zetzsche and Nuding, 2005a). We take the novel
route of quantitatively comparing the receptive field shapes of the model to
empirically determined receptive fields. This comparison reveals an interest-
ing difference between graded sparse models and the binary sparseness of the
SSC network. In the latter, the basis vectors develop more diverse profiles,
there are not only oriented shapes as found in the linear model, but also cen-
tre surround shapes (Olshausen and Field, 1996), as is also the case in vivo.
More generally, our proposed coding method adds to the evidence for nonlin-
ear processing being an essential part of visual processing, already at the early
stage of layer IV simple cells.
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Chapter 4

Associative memory and
excitatory cores

In 1949, Donald O. Hebb proposed the following rule for how the connection
between two neurones should be modified, depending on activity (Hebb, 1949):

When an axon of cell A is near enough to excite a cell B and re-
peatedly or persistently takes part in firing it, some growth process
or metabolic change takes place in one or both cells such that A’s
efficiency, as one of the cells firing B, is increased.

Hebb then pointed out that no such mechanism was known at the time; only
much later it was found that such machinery does indeed exist. It was found
that synaptic transmission, under certain conditions, could become more ef-
ficient after repeated stimulation. Long term potentiation (LTP), as the phe-
nomenon was called, was first found in the hippocampus, not surprisingly,
since that is probably one of the most plastic parts of the brain (Lomo, 1968,
1971).

4.1 Attractor memory
The term ”attractor memory” denotes a fairly large class of abstract neural
network models. What they have in common is that they provide a means of
embedding information as attractors in a dynamical system. It is a special
case of associative memory, in that each memory is actually identified with
an attractor state of the system. Further clarifying the involved terms, one
example of a dynamical system is just an interconnected network of neurones;
the ”dynamics” being the equations describing how the state of neurones and
synapses evolve in time. As the word implies, an attractor is something that
will tend to attract the evolution of such a system, loosely speaking if the
system state comes sufficiently close. In fact, for a deterministic system, the
initial condition alone determines the attractor in which it will end up, and
once there the system will then never again depart. The attractor itself may be
a point in state space, a limit cycle or an irregular-looking ”strange” attractor.

27
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In other words, a stable state in this sense does not imply the cessation of
activity.

4.2 The sparse Hopfield network
The autoassociative Hopfield network is a very pure and simple attractor
memory. The network consists of just a single pool containing N artificial neu-
rones, all interconnected through N2 artificial synapses, collected in a matrix
Jij. The network is capable of storing static patterns taking the form of bi-
nary vectors ξ = [ξ1, ξ2, . . . , ξN] where ξi ∈ {0, 1}. The network operates, in its
learning phase, by a version of Hebb’s rule; the reciprocal synaptic connection
between a pair of neurones is strengthened when they are both active at the
same time. More precisely, for storing sparse patterns, where units are inac-
tive most of the time, the optimal form of the learning rule is based on the de-
viation of unit activity from its mean (Okada, 1996; Frolov et al., 1997). When
storing a set of p patterns

{
ξ1 . . .ξp

}
the learnt synaptic weights become, by

this rule:

Jij =
1

N

p∑
μ=1

(
ξ

μ
i − 〈ξi〉

) (
ξ

μ
j − 〈ξj〉

)
. (4.1)

Once the network has been trained in this way (the Jij matrix filled in) the net-
work may be used to retrieve the stored patterns. To do this, the network is
cued with a partial, noisy or otherwise distorted version of one of the patterns;
x0 = ξ̃μ. This means that the state vector of the network neurones [x1 . . . xN]

is initialised to the cue. The current state is then propagated through the
synaptic matrix. Either the activity state of one neurone is updated at a time,
as was the case in the original Hopfield model, or the whole network is up-
dated in parallel (Hopfield, 1982). In the latter case, the network dynamical
equations become:

xt+1
i = Θ

⎛
⎝ N∑

j�=i

Jijx
t
j − θ

⎞
⎠ . (4.2)

Here Θ(·) is the Heaviside step function and θ is an activity threshold. If the
cue x0 is sufficiently close to one of the patterns ξμ, and not too many patterns
have been stored, the new state x1 will be closer still to ξμ and after a few iter-
ations the full pattern will be retrieved. Because the retrieved pattern is the
same as the one that generated the cue, this Hopfield type network is referred
to as autoassociative; it associates a pattern with itself. It is an attractor
network since successful retrieval leads to an attractor state for the network;
in this case a fixpoint attractor, where the activity state never changes once
retrieval is complete.

4.3 Learning paradigm
In the above presentation of the Hopfield network, we saw a learning paradigm
that is in fact the most common way to use an autoassociative memory system.
The pattern completion paradigm consists of three phases:
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1. Store
A number of patterns are presented to the learning system. Internal
variables are updated, leading to the system learning the presented pat-
terns.

2. Cue
A fragment of one pattern is input to the system. The cue may be dis-
torted in two ways; parts of the pattern may be missing and parts of the
information may be incorrect.

3. Recall
The autoassociative memory fills in and corrects the cue, converging on
the full and undistorted cued pattern.

The usefulness of this paradigm is that patterns may be retrieved using con-
tent addressing; there is no need to specify an index number or any other
special key to find a particular pattern, we only need to present a part of the
pattern itself—whatever is known about the information that one wants to re-
trieve. When it comes to testing the performance of an attractor memory, the
pattern completion paradigm is also suitable, because there are straightfor-
ward performance measures for it.

4.4 Performance measures
When a partial or noisy pattern is processed by an autoassociative network,
the desired effect is that some or all of the missing information is filled in. The
network operation can be regarded as a mapping from the cue to an output
pattern; a natural performance measure is then how much closer the latter is
to the original pattern. One measure of how close a distorted pattern is to the
original is the amount of information needed to correct the errors. Depending
on context, there may be arbitrarily clever ways of encoding that informa-
tion, but we will here settle for a simple code: First the indices of the units
that should be switched on are listed, then the indices of those that should
be turned off (Schwenker et al., 1996). Also, we confine ourselves to the case
of random patterns where each unit has an equal and independent probabil-
ity of being switched on. If we are dealing with sparse patterns, meaning
there is a low probability of a given unit being active, the former corrections
will be more expensive in terms of information, because there are more ze-
ros than ones to choose from. Let as before N be the pattern length and
let aμ be the number of active units in pattern ξμ. In the distorted pattern
ξ̃μ there are eμ

− =
∑N

j=1Θ(ξμ − ξ̃μ) inactive units that should be active and
e

μ
+ =

∑N
j=1Θ(ξ̃μ −ξμ) active units that should in fact be inactive. (This implies

that the activity level of the distorted pattern ξμ is âμ = aμ + e
μ
+ − e

μ
−.) The

information needed to correct the distorted pattern becomes:

r(ξ̃μ,ξμ) =

eμ
−−1∑
j=0

log(N− ξ̃μ − j) +

eμ
+−1∑
j=0

log(ãμ − j). (4.3)
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For small distortions, this becomes approximately r(ξ̃μ,ξμ) ≈ e
μ
− log(N − aμ) +

e
μ
+ log(aμ). For sparse activity, the measure may be further approximated as
r(ξ̃μ,ξμ) ≈ eμ

− log(N) + eμ
+ log(aμ).

We may now describe the information gain from operating on a noisy pat-
terns by the associative network as the decrease in missing information. If the
network transforms the pattern according to ξ̃μ → ξ̂μ, the information gain is
r(ξ̃μ,ξμ) − r(ξ̂μ,ξμ). We can take the total decrease in missing information
(over all the stored patterns) as a measure of the useful information content
in the associative memory:

Ic =

p∑
μ=1

(
r(ξ̃μ,ξμ) − r(ξ̂μ,ξμ)

)
. (4.4)

The information content divided by the number of synapses is a measure of
the efficiency of the network, as it relates the useful information to the total
information embedded in the system. Naturally, this efficiency measure is con-
ditional on the distortion applied to the patterns; the mapping ξμ → ξ̂μ. If no
distortion at all is applied, that is ξ̂μ = ξμ, then of course r(ξ̂μ,ξμ) will already
be zero and the best we could hope for would be zero information gain, mean-
ing that the stored patterns are stable under the dynamics of the associative
memory. Conversely, if too severe distortions are applied, making the patterns
indistinguishable or otherwise irretrievable, any associative memory will fail
to produce a noticeable information gain. The type of distortion to apply for a
fair test should therefore be reasonable in severity and its type chosen accord-
ing to the intended application of the associative memory. In other words, it
should ideally be modelled on the distortion process that the network would
face in the wild. See paper V for examples of different distortions.

4.5 Realising Hebb’s idea
It took a while after the discovery of LTP, but mechanistic explanations of sev-
eral forms of plasticity followed (Fox and Lloyd, 2002). I will here relate one
of these mechanisms, even though the full picture is more complicated than
the one that I sketch out below. The mechanism builds on the NMDA receptor,
which has turned out to be one important component of learning and synaptic
plasticity (Newcomer and Krystal, 2001). These receptors, found postsynap-
tically, are gated by glutamate, directly regulating membrane ion channels.1
NMDA receptors are special when compared to other glutamate gated recep-
tors, in two respects. Firstly, the ion channels they gate are normally blocked
by magnesium ions; only when the cell membrane is depolarised is the block-
ing removed and the channel becomes effective. Secondly, the channels are
permeable to calcium ions, which are known to trigger and regulate a large
number of intracellular functions. Specifically, calcium levels in dendrites
have been shown to correlate with LTP (Ismailov et al., 2004). To become
active, the receptor requires simultaneously a presynaptic spike (to provide
glutamate gating) and postsynaptic depolarisation (to remove the magnesium

1The receptors are named for a substance, N-methyl-D-aspartate, that is used to selectively
activate them in the laboratory.
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Figure 4.1: Hebb’s original diagram of a cell assembly. The assembly includes paths
along which reverberating activity may be sustained. Neurones correspond to nodes in
the graph, available synaptic connections to directed edges. The numbers in the graph
illustrate a possible temporal flow of activity along the edges.

blocking). When both conditions are met, there is a calcium influx that lead
to potentiation of the synapse. The NMDA receptor therefore serves as a co-
incidence detector between pre- and postsynaptic activity, triggering synaptic
plasticity and realising Hebb’s learning rule (Colbert, 2001).

4.6 Dynamics
When Hebb first proposed his idea about the cell assembly, he illustrated it
by the graph shown in figure 4.1. The assembly should be thought of as a
subgraph of a larger network, so many assemblies may enlist the same neu-
rones. The important feature is that every neurone that takes part in the
assembly receives excitatory input from other neurones and at the same time
contributes to the excitation of yet more participant neurones in the assembly.
Once activity in the assembly has been started, the network should be able to
maintain its activity indefinitely. But will it really?

4.6.1 Rate code model
A first model of a cell assembly might be based on rate coding. In rate coding,
only the mean firing rate of a neurone or a population of neurones is consid-
ered important, ignoring any temporal structure. It also refers to network
models where the model neurones operate on firing rates in their inputs. Such
a neurone performs a mapping from a weighted sum of its inputs to a firing
rate. For a population of neurones interconnected by a synaptic matrix W we
may write for the firing rate vector r

τṙ = f(Wr) − r. (4.5)
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Figure 4.2: A two-cell rate code neural assembly. The evolution of firing rates for the
two neurones, when started from different states are shown, along with the fix points
of the system where all the trajectories end (stars near the origin and at the upper
right). The system is described in section 4.6.1; here the parameter α = 1.2.

Here f(·) is composed of the I �→ f functions f(·) of the neurones, mapping input
currents to firing frequency. (This is usually referred to as the f–I curve.) If
the I �→ f function is sufficiently steep, and the synaptic weights are rather
evenly distributed within the assembly, this setup will generally result in a
dynamical system that has two fixpoints; one corresponding to high activity
and one where all firing rates are at or close to zero.

As an example, let’s look a family of systems; W = α

[
0 1

2 0

]
, f(x) =

1

1+e− x−d
s

, d = 1, s = 0.1, where α is a bifurcation parameter. For small values of
α the system has only one stable state; r = [0, 0]T corresponding to no activity.
For stronger synaptic coupling (larger values of α) there are two fixpoints, one
at zero as before and one near full activity r ≈ [1, 1]T . This is typical for a recur-
rent excitatory neural system. All neurones that are coupled strongly enough
behave as one; they form a neural assembly. The assembly in turn has but two
states, active and inactive. See figure 4.2 for an example of this behaviour. Of
course, this description is incomplete. For instance, it does not explain how
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neurones can take part in more than one assembly. A solid foundation to ad-
dress that and other issues has been worked out starting from mathematical
formalisms borrowed from statistical mechanics (Hopfield, 1982; Amit et al.,
1985).

4.6.2 Excitatory core model
Let’s now move to a more realistic setting, where the units are spiking and
modelled after real neurones. The approach and model will be that of pa-
per III. A cortical cell assembly is embedded in a much larger network of ex-
citatory and inhibitory neurones that cannot simply be ignored. Even though
the neurones taking part in the assembly will have an elevated firing rate,
the larger number of non-members synapsing on any participating pyramidal
cell will have a significant influence. Therefore, unless we can get a handle on
the statistics of firing of those many neurones that necessarily have to be ex-
cluded from the model we cannot construct a truly faithful model of a cortical
cell assembly. At this stage, we would like to build a base model that requires
few assumptions apart from what is known from biology. To do this, a simpler
biological prototype should be our reference.

Fortunately, the nervous system does indeed provide a prototypical model
of the cell assembly. It has recently been pointed out that neocortical cir-
cuits are analogous to central pattern generators (CPGs) in e.g. the spinal
cord (Yuste et al., 2005). According to this analogy, the Hebbian cell assembly
corresponds to a part of the CPG known as the excitatory core. The excitatory
core is nothing but a collection of excitatory interneurones that are tightly
and recurrently interconnected. In the case of the lamprey swimming pattern
generator, one of the best studied CPGs and the simplest vertebrate example,
these neurones are located in close proximity to each other in a hemisegment
of the spinal cord (Cangiano and Grillner, 2005; Grillner, 2003). This partic-
ular excitatory core is capable of sustaining activity within itself in vitro for
minutes, without any external input. This is known as a ”bout”. Interestingly,
it turns out to be possible to experimentally isolate just the excitatory core of
the lamprey swimming pattern generator. This is because the external inputs
to the core are all either inhibitory (glycinergic) or longitudinal to the spinal
cord. Hence, by cutting out a segment of the spinal cord and disabling all
glycinergic transmission one is left with just the excitatory core.

The CPG excitatory core can be modelled quite faithfully, since it con-
sists of only one cell type, one that has been previously studied and mod-
elled (Buchanan and Grillner, 1987; Buchanan et al., 1989; Kozlov et al., 2001).
A generic cell model, the Izhikevich neurone, was fitted to the f–I curve of the
lamprey CPG excitatory interneurone. Fifty such simulated neurones, of vary-
ing sizes, were wired together to form a hemisegmental network model. This
model was then tested against observations from the aforementioned experi-
mental hemisegment preparations. First, we required that the model should
be able to reproduce locomotor bouts. This means that a transient electrical
stimulus applied to the network should trigger sustained activity, that initially
has a frequency of about 15 Hz and that continues for a long time. Second, the
model should display a graded response, in the range of about 2 to 10 Hz,
to a persistent (but weaker) chemical stimulation, namely when adding the
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signalling substance glutamate to the bath of the slice preparation.
The initial outcome of the simulation experiment was a partial success in

modelling the two modes of the core network. It turned out that either the bout
mode or the graded response mode could be replicated, depending on model
parameters, but no single network could harbour them both. Some additional
complication had to be added to the, at this stage, very simple model. The
missing component turned out to be synaptic dynamics. Synaptic dynamics is
a collective term for a number of short-term plasticity properties that are very
prominent in both spinal and cortical neurones. The most important forms of
synaptic dynamics are facilitation and depression. Synaptic facilitation has
been shown to increase the probability of synaptic transmission by as much
as an order of magnitude when spikes arrive in close succession. Synaptic de-
pression is subtler; it is actually a family of effects that can be accounted for
by synaptic fatigue on several time scales (Thomson, 2000). Synaptic depres-
sion will turn out to be a crucial mechanism in the sequence learning model
presented in section 5.3.3.

Intuitively, facilitating synapses could be expected to stabilise the self-
driven high-frequency bout mode, while leaving a tonic low-frequency mode
intact. We found a range of facilitation parameters where the bout as well as
the tonic firing modes were present. But with facilitation as the only dynamic
mechanism of the model synapses, firing frequencies in the bout mode were in
excess of what has been observed experimentally. Incorporating also synaptic
saturation into the model, bout frequencies were found to be reduced, while
the tonic firing mode was essentially unaffected. See figure 4.3 for the result-
ing behaviour. In the end, it turned out that incorporating synaptic dynamics
allowed for the explanation of phenomena quite a bit more complex than the
two-state dynamics of the rate code network in the previous section, using a
model not all that much more complicated.
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Figure 4.3: Co-existence of bout- and tonic activity in an excitatory core model. The
network here incorporates synaptic dynamics. Black points are stable steady state
firing rates. The grey areas correspond to firing rates where the network has a tendency
to decrease its firing, white areas to increasing rates. Note that there are two modes
in the network, corresponding to the two curves of stable firing rates; the lower curve,
starting at zero, is the tonic mode, the higher, starting at about 23 Hz, is the bout mode.
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Chapter 5

Sequence memory

Abstract models of attractor memory, such as the Hopfield network, were orig-
inally thought of as static systems. Using terms borrowed from psychology, as
far as these networks are concerned the concepts of timing and serial order
have no meaning. This means, among other things, that it does not matter to
the memory system if a millisecond or century passes between two operations,
such as pattern presentations. Also, what is stored in the memory is nothing
but a set of snapshots, with no internal ordering.

5.1 Timing and serial order

The brain of any living organism, or for that matter a computer that interacts
with its environment, can in the most general case be thought of as performing
a mapping from sensory perceptions and time, to motor commands; (x, t) → y.
We will here initially be concerned with learning and reproduction of stereo-
typical spatiotemporal patterns, in which case we may drop the input part
and be left with a mapping t→ y. Furthermore, my primary interest will be in
spatiotemporal patterns that change only at a finite number of points in time.
That is, there are no gradual changes, only discrete transitions between spa-
tial patterns. I will refer to this class of spatiotemporal patterns as sequences.

A sequence can be decomposed into two parts; the points in time when tran-
sitions take place and the ordered list of patterns making it up. The two parts
are known in the psychological literature respectively as timing and serial or-
der. It has been demonstrated that the two concepts are learnt and processed
rather independently (Ullén et al., 2003). If a subject has first learnt either
component (timing or serial order) of a sequence, learning the full sequence
(including both aspects) then proceeds faster. Furthermore, as shown by Ullén
et al., separate brain areas are involved in processing timing and serial order.
This separation hints that if we would like to faithfully model the brain, the
two should be kept separate also in the model. I will here deal with serial
order, mentioning timing only in passing.

37



38 CHAPTER 5. SEQUENCE MEMORY

5.2 Sequences and the nervous system

A single cell organism that swims in the direction of a nutrient, but away from
harmful substances, exhibits a behaviour that can be considered a static map-
ping from input to output. No history of past experience, and no learning,
is required to produce the behaviour. More complex behaviours, on the other
hand, are based not just on the sensory input, but also on the internal state of
the organism. The motor commands for walking, generated in the spinal cord,
involve a stateful system, incorporating (among other components) internal
oscillators, pacing the movements. In the case of walking it has been proposed
that the internal state of the system is essential for the serial order of move-
ments, whereas external stimuli are mostly responsible for timing (Wadden
and Ekeberg, 1998).

Associative memories certainly have internal state. When cued with a
”stimulus”, their response – the completed pattern – will depend entirely on
which patterns have been previously stored in the memory. In their basic form
however, such as the sparse Hopfield network described in the previous chap-
ter, they don’t have the capability of performing such a fundamental task as
walking. Two things are again missing: timing and serial order.

Moving straight from the ancient circuitry in the spinal cord, to the highest
level of neocortex, let me next define cognitive sequences. A cognitive sequence
is a series of events taking place on the highest levels in the information pro-
cessing hierarchy of the nervous system. These levels are where processing of
abstract concepts, such as words, numbers or other symbolic constructs takes
place. In contrast to many lower level tasks, such as visual processing, this
level seemingly operates under directly conscious control. Simple examples of
cognitive sequences are the acts of counting or singing. The acts of planning,
or even ”thinking” in general may be speculated to be more sophisticated forms
of the same thing; more on that in the conclusion of this chapter (section 5.4). I
have described motor acts and cognitive sequences, although seemingly vastly
different, in the same context, for a reason. Experiments have demonstrated
that motor acts are truly sequences, in the sense defined above. That is, they
are based on a high level plan that is discrete in nature, consisting of a num-
ber of well-defined intermediate steps. Actual movement seems to be a form of
interpolation based on the discrete plan (Johansson et al., 2001).

The cerebral cortex is not alone in producing sequence output. Some re-
ports indicate that the basal ganglia may be even more important for serial
order production (Cromwell and Berridge, 1996). The other component, tim-
ing, seems to be largely dependent on the cerebellum; a structure which is
much smaller in size than the cerebral cortex, but which contains more neu-
rones than all the other parts of the brain combined. Motor tasks can be per-
formed without a cerebellum, but the fine structure and timing is lost (Sakai
et al., 2002; Diener et al., 1993). This anatomical separation of timing from
serial order again motivates treating the two aspects separately.
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5.3 Sequence processors
Let us now return to the simplest case of sequence processing, that of repro-
ducing a learnt sequence. While the ability to sing a song or to count may
not be as impressive as the skills of an advanced chess player, I will argue
that more advanced skills emerge from a combination of a basic sequence ma-
chinery, combined with associative memory. The requirement that an asso-
ciative memory structure be maintained will then be an important constraint.
Hopfield, one of the pioneers of associative memory, discovered that this is a
nontrivial requirement. He experimented with adding a sequence producing
term, Jij =

∑P
μ=1 ξ

μ
i ξ

μ+1
j to his autoassociative memory. This synaptic matrix

term stores a series of patterns by chaining them together; each pattern in the
sequence being linked to its successor by Hebbian association.1 This does not
work well in the asynchronously updated Hopfield network, but it does work
in a synchronously updated version, provided the autoassociative part of the
memory matrix is dropped (Hopfield, 1982; Düring et al., 1998). The resulting
heteroassociative network has only one recall attractor state2; an endless re-
production of the learnt sequence; this model will be incapable of dwelling in
any of the pattern states, but will rather always march steadily on. This runs
counter to the introspective experience of cognition processing, where one item
can be kept in mind for at least several seconds.

5.3.1 Learning paradigm
For evaluating sequence learning networks, we slightly modify the pattern
completion paradigm from section 4.3, to read as follows:

1. Store
A sequence of patterns are presented to the learning system.

2. Cue
A fragment of one sequence is input to the system.

3. Recall
The system continues sequence recall from the cue onwards.

The fragment presented in the cue phase may be a sub-sequence of the original
sequence; consisting of a few patterns. The distortion of the cue may take ad-
ditional forms, compared to the static case: apart from distortion of individual
patterns, there may be distortions with respect to order (omitting, inserting or
exchanging patterns) and with respect to timing.

5.3.2 Naive mixing
Can the auto- and heteroassociative Hopfield networks be combined, adding
sequence recall to the autoassociative memory function? One way to do this
would be to follow Hopfield’s lead and simply add the two learning equations

1Here we may make the sequence of patterns cyclic by defining ξP+1
i := ξ1

i .
2In addition, there may be spurious attractors, but those are in general not viewed as con-

tributing to the computational power of the model (Amit, 1989).
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together; Jij =
∑N

μ=1 ξ
μ
i ((1−α)ξμ

j +αξμ+1
j ). Here α is a parameter regulating the

amount of heteroassociation (Hertz et al., 1991). As was already mentioned,
the asynchronously updated Hopfield network trained in this way performs
very poorly. We may understand this from considering the simpler case of a
synchronously updated network trained in the same. The heteroassociative
part of the weight matrix then acts as as a noise term for the autoassociative
recall and vice versa, as seen in figure 5.1(a). In the asynchronously updated
network matters are far worse, since the neurones will get out of phase; nec-
essarily, starting from a noiseless pattern some of them will advance to the
next pattern before the rest. This introduces further noise terms, in the form
of heteroassociation pointing to the third pattern, and so forth.

Another way of combining auto- and heteroassociation in a synchronously
updated network is to interleave them, using an autoassociative step to ”clean
up” each new pattern before applying the heteroassociative step. In the simple
case of noise free sequences, we should however not expect better performance
from such a network than from a purely heteroassociative network. The rea-
son for this is that the heteroassociative Hopfield network has a larger memory
capacity than the autoassociative version (Düring et al., 1998). Looking at the
case for zero noise in figure 5.1(b) we see that performance is in fact slightly
worse for a network where we include an autoassociative step than for a purely
heteroassociative one. We also see that the interleaved model will pay off at
higher noise levels. More importantly, processing in the brain, mediated by
spikes and with no central pacing, is very unlikely to be instantaneous and
perfectly synchronised, as required by the purely heteroassociative model.

5.3.3 A sequence learning model
I have argued that the ability to perform temporal tasks should be built on
top of an autoassociative memory, so that the system retains the ability to
represent each memory state individually. But as was also explained, naively
adding additional mechanisms to an autoassociative memory may break it. I
will next outline a clean and simple model where sequence learning has been
added to an associative memory, while maintaining a high memory capacity.
The model has been described and discussed in paper IV, as appears in the
appendix. The setup is a fully connected, single layer, k-winner-take-all net-
work with synchronous updating. The k-winner-take-all rule means that at
each moment in time, exactly k units are active; the units with the strongest
support (Kown and Zervakis, 1995). Thus we need not concern ourselves with
activity control, the problem of keeping the number of active units at an ap-
propriate level (O’Reilly, 1998). The neural units themselves are leaky inte-
grators; they have a short-lasting memory of their input history.

The key feature of the model is that the synapses are dynamical; their ef-
ficacies vary depending on past use. Each synapse possesses a finite pool of
”resources” used for transmitting information. This is in analogy with real
synapses, where the presynaptic neurone maintains a number of vesicles with
transmitter substance, ready for release. A fraction of the available resources
are used each time the synapse is activated, which happens each time the
presynaptic cell fires (Tsodyks and Markram, 1997). Thus, a synapse that
has recently been activated a few times will be less influential than one that
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Figure 5.1: Mixing of auto- and heteroassociation. This has benefits only under certain
circumstances. Both plots refer to a k-winner-take-all Hopfield network with 100 neu-
rones and 10% activity level. In the second figure the network performs interleaved
auto- and heteroassociation. For high noise levels in this case, the autoassociative
cleanup pays off.
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has not been activate for a while. This turns out to be highly advantageous
for sequence processing in that it helps separating autoassociation from for-
ward association. The two types of signal are separated in time, such that
autoassociation dominates when a pattern is newly activated but gives way to
heteroassociation after some time; determined by how fast resources are ex-
pended. The network dynamical equations are as follows (for learning uij see
below):

hi(t+ 1) = (1− μmem)hi(t) +

N∑
j=1

uijrij(t)sj(t)

si(t) =

{
1 if i ∈ n-argmaxj (hj(t) + nj(t))

0 otherwise (5.1)

ni(t) ∈ N(0, σ)

rij(t+ 1) = (1− uijsj(t)) rij(t) + μrec(1− rij(t))

Here N is the number of units in the network, n is the number of active units,
or ”winners”, at any one time. The model uses synchronous time updating,
which is equivalent to assuming that all spiking activity is synchronised, e.g.
to the gamma rhythm. Thus other time constants in the model are related to
the associated 20 ms gamma time interval. The key dynamic variables of the
model are the integrated support vector h, the spike vector s and the synaptic
resource pool matrix r. The latter represents the momentarily available synap-
tic resources, corresponding to pre-synaptic vesicles. These are temporarily ex-
pended when used; and then recover with a time constant of 800 ms. (Tsodyks
and Markram, 1997).

The synapses in the model implement a simple Hebbian learning rule. The
pre- and postsynaptic sides of a synapse each maintains a short-term mem-
ory of past activity, the combination of which is used to update the synaptic
release parameters uij. The full learning equations determining uij appear in
paper IV. A synapse thus potentiated will release more ”vesicles” per trans-
mission event, expending its resources faster. While there is no explicit synap-
tic ”strength”, or conductance parameter, a potentiated synapse will still have
an increased overall efficacy, since resources recover at a speed proportional to
the amount that has been spent and so the steady-state release from a poten-
tiated synapse will be slightly higher than that of an unpotentiated one.

5.3.4 Model properties
The sequence recall behaviour of the model is illustrated in figure 5.2, where
support levels of four stored patterns are shown. The four patterns take turn
in being active. Importantly, the model is empirically found to be efficient,
meaning that its storage capacity is just a constant factor below the theoretical
limit, determined by the information content in the synapses (see figure 5.3).
An interesting aspect of the model is that the sequence recall behaviour is
emergent from the combination of a temporally extended Hebbian learning
rule and dynamical synapses. In fact the model is capable of recall both for-
wards and backwards. It prefers the forward direction when the presynaptic
time constant is larger than the postsynaptic one. This relation is consistent
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with what has been observed in biological synapses. (Bi and Poo, 2001) In
terms of sequence learning methods, as related in the psychological literature,
this model falls into the category of associative chaining, meaning that each
pattern is associated by the next one in the sequence. This association is pro-
vided by the memory traces built into the synapses. Another class of models
is competitive queueing, in which patterns maintain pre-activation urgency
levels, such that the urgencies are ordered according to which patterns should
be activated first. In the present model, availability of synaptic resources in
the synapses corresponding to a particular pattern could signal urgency, but
this was not found to be a reliable ordering mechanism, in the absence of the
chaining mechanism. (Houghton, 1990; Rhodes et al., 2004)

5.3.5 Uncoupling timing and serial order
In the model as described so far, timing is hard wired. More precisely, how
long a pattern can remain active depends on the rate at which an autoassocia-
tively potentiated synapse expends resources. This determines the number of
spikes that can be fired before these synapses are too exhausted to support the
pattern, something that will always happen eventually, since only the release
rate is modified by the learning. However, by slightly modifying the learning
rule, such that in addition to release probability also synaptic efficacy is modi-
fied in the learning phase, pattern recall will be stable. An active pattern will
still be weakened after a short while, as resources are expended, but lateral
inhibition (as represented by the k-winner-take-all rule in the model) will pre-
vent the other patterns from becoming active. If the lateral inhibition is now
relaxed for a moment (the number k temporarily increased), units from other
patterns will also be activated in parallel with the previous pattern. Once in-
hibition is then restored, the previously active, weakened, pattern will lose in
the competition with one of the newly activated ones. The end result is that
momentarily reduced inhibition triggers a change of active pattern. If the net-
work is trained with a sequence, it will switch to the next pattern in line. In
figure 5.4 such a behaviour is shown. Finally, which pattern is next activated
need not be specified by the intrinsic associative chaining property, but could
be specified by any external system, separating timing and serial order. The
important thing to note is that the system retains its autoassociative proper-
ties, performing pattern completion when presented with a distorted version
of one of the stored patterns. Meanwhile, autoassociation gets out of the way
once its work is done, not interfering with pattern transitions.

5.4 Sequences and cognition
From computer science we know that a very simple sequence processing ca-
pability, that of the Turing machine, is all that is required to perform a vast
class of computation (Turing, 1936). The idea that the brain is just a serial
computer, implemented in neurones and synapses, was the tenet of the most
radical proponents of traditional artificial intelligence. Traditional AI has not
failed; it has spawned many techniques that are fundamental to computing to-
day, such as high level programming languages and relational databases. On
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the other hand, it has not been successful in mimicking human intelligence.
This is illustrated by the fact that some tasks that are easy for symbolic AI sys-
tems, such as tasks requiring deep recursion, are difficult for humans, whereas
other tasks, such as image recognition, are easy for us but have not been suc-
cessfully approached using symbolic methods. In this respect, the approaches
of connectionism, neural networks and parallel distributed processing yield
results more similar to biological intelligence. The models discussed in this
thesis all belong to the latter family. Still, it is apparent that we humans
do use a serial approach to some mental tasks, for example when planning
a route, playing chess or performing arithmetic. The first of these examples
seems to be the archetypal one, since any planning task seems to involve men-
tally traversing a more or less abstract obstacle course. Doing so, our working
memory passes through a series of intermediate states, which we may iden-
tify with places along the route, but also with positions on the chess board
or partial results of a calculation. Unlike the Turing machine, the mental
path followed in such tasks may require something more complex than follow-
ing a simple list of rules. Presumably, our ability for pattern recognition and
other forms of parallel processing comes heavily into play, e.g. for very rapidly
evaluating a particular game position. An understanding of higher cognitive
function therefore seems to require a combination of parallel processing, such
as sensory coding and associative memory—and sequence processing.
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Chapter 6

Temporal sensory encoding

One challenge that faces the sensory parts of the nervous system is to commu-
nicate sensory events both rapidly and accurately. The number of spikes that
may occur in any brain area in a given time frame is limited, due to metabolic
constraints. The totality of the information contained in this spiking activity
is strictly limited, in an information theoretic sense, by the number of spikes
and by their temporal precision. Hence, the fundamental operating conditions
of the brain impose a trade off between speed and accuracy of representation.
Allowing for more time, more spikes can be used to code for the sensory event,
leading to a more complete picture.

Sparse coding schemes, such as the SSC network, transform sensory input
into an optimally compact form. This, using each spike to the best effect, is
a first step towards an efficient speed/accuracy trade off. But since sensory
cortical areas are ultimately only subparts of a system that interacts with its
environment in real time, this is not the end of the story. Not just creating
an optimal local representation matters, but also how it is transmitted to and
used by other cortical areas.

From the perspective of a recipient area, it would arguably be most useful
to first receive a coarse representation of the sensory event, then to have suc-
cessively finer details filled in1. The recipient could then process information
as soon as it arrives, rather than waiting for the full code. On the organism
level, a response to a sensory event could be initiated as soon as enough in-
formation had arrived to a relevant motor area. Meanwhile, no information is
lost by so ordering the transmission of the sparse sensory code; in situations
where the fine details were important, those would eventually be available too.

6.1 Collaborative rank coding
There are many ways to implement the above idea: transmitting sensory in-
formation gradually over time, ordered according to salience. One natural way
is by a coding model known as matching pursuit (Mallat and Zhang, 1993), as

1Other orderings could also be argued for, such as nearby objects being processed first or the
colour red being given priority, but these are not as easily treated neither by a mathematical model
nor (presumably) by the cortex itself. Like in chapter I, we will prefer a simple, local metric.
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implemented using spiking neurones. In such a network, the neurones will
spike one at a time, each spike being elicited from the neurone that is most
strongly excited by the sensory input (Perrinet et al., 2004). Neurones that
spike inhibit others with similar receptive fields (“explaining away”). The pro-
cess can be written as

x =

m−1∑
n=0

〈rn,Ψγn
〉Ψγn

+ rm (6.1)

γn = argmaxγn
〈rn,Ψγn

〉 , (6.2)

where the matrix Ψ is a set of basis functions, x is the visual input and rn is
the residual after the n:th spike. Equation 6.2 indicates that the neurone γn

to spike next will be the one corresponding to the basis function most similar
to the current residual rn.

Matching pursuit will generate sparse codes if the above process is trun-
cated. Also, by considering only the order of the spikes emitted by the model,
as opposed to their timing, or the overlap magnitude, the code becomes a dis-
crete one. This transformation, discarding the analogue information, is known
as rank coding. Perhaps surprisingly, this procedure is, for natural images, ap-
proximately invertible. The reason is that the analogue magnitude of a com-
ponent with a given rank turns out to be quite stereotypical. This allows the
magnitude information to be discarded and later replaced with a stereotypi-
cal value, that is the same for any component having the same rank index.
Thereby, an approximation to the original image may be retrieved solely from
the discrete code; an ordered list of spikes.

Here, we will extend the rank coding of the matching pursuit model into
collaborative rank coding, as it appears in paper V. With collaborative rank
coding, spike sequences synchronise and form spatial patterns. Images are
processed in parallel by sets of neurones that operate on input from small
non-overlapping patches in the visual space. For each patch, matching pur-
suit is used to determine the next spiking neurone. But spike timing in dif-
ferent patches is not independently determined; in contrast to the matching
pursuit model we include a global, synchronising influence. This may be im-
plemented in the cortex by local thresholds that are synchronously oscillating,
as proposed by Braitenberg (1978).

As a result of this collaborative rank coding, the spikes in different patches
organise into synchronised spike bursts. The number of spikes per burst can
be regulated by the degree of threshold modulation. In our computer model we
simply group the k largest coefficients in the first burst, the following k largest
in the second and so on until less than k nonzero coefficients remain, at which
point the sequence is truncated. For image number μ, we define rμ as the
index vector of the nonzero coefficients from b, ordered according to descending
magnitude. We denote by |rμ| the cardinality of nonzero coefficients. The input
image xμ will then be represented by a sequence of patterns ξμ (t) of length Tμ;
t ∈ [1 . . . Tμ]:

ξ
μ
i (t) =

{
1 rμ (i) ∈ ((t− 1)k, tk]

0 otherwise (6.3)

Tμ = 	|rμ| /k
 . (6.4)
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The above k-winner-take-all coding strategy is used to implement our col-
laborative rank coding, where stereotypical analog coefficients are assigned
according to a learnt rank code look-up table, based on burst index; see fig-
ure 6.1. This increases the accuracy of rank coding, since its statistical base
is widened to more than one patch. Most importantly, it allows for the recon-
struction of a stimulus, given only an joint burst sequence and the collabora-
tive rank code lookup table.

6.2 Storing sensory information
Associative memory systems, as discussed starting in section 4.1, can effi-
ciently store patterns of neural activity, provided that they are sparse and
binary. It is by no means obvious how to efficiently store and retrieve infor-
mation, such as raw sensory data, that does not meet those two requirements.
One way would be to convert the information into a sparse binary form. Sparse
coding takes the first step in this direction, but it does not create a binary rep-
resentation. Variants of associative memory models have been proposed that
allow for storing graded information, but these have not been demonstrated
to operate efficiently when scaled to large sizes (Zipser et al., 1993; Hopfield,
1984).

Rather than postulating an entirely new class of associative memories ca-
pable of storing graded pattern in an efficient manner, I will take a modular
approach. The collaborative rank coding scheme described in the previous
section converts graded visual stimuli into discrete spatiotemporal sequences
of spike bursts. These sequences can be stored in sequence memories, e.g.
those described in chapter 5 or other models (Amari, 1972; Willwacher, 1982).
Here, we will directly use the abstract version of the network from chapter 5;
a Willshaw memory (Willshaw et al., 1969) with dynamic threshold control
(Schwenker et al., 1996), implementing a k-winner take all scheme. As was
demonstrated in chapter 5, the two versions of sequence memory, abstract and
more detailed, have the same asymptotic performance.

In the combined model, sensory sequences are stored as closed loops. By
associating the last pattern in a sequence with the first, loops are created that
can reverberate in the absence of input. When p images are stored, the binary
synaptic matrix is given by

wij =
p

max
μ=1

Tμ

max
t=1

(
ξ

μ
i (t) ξμ

j (t− 1)
)

; ξμ
j (0) := ξ

μ
j (Tμ) . (6.5)

To retrieve stored images from noisy or distorted cues, a cue is first trans-
formed into a burst sequence using the collaborative rank coding scheme. The
sequence is fed to the associative memory. Since the most relevant features
will occur in the first few bursts after stimulus onset, we reduce the relative
influence of the following bursts in comparison to the retrieved signal pro-
duced by the associative memory; we ramp the influence of the input linearly
down such that it reaches zero at the end of the input sequence:

ξret
i (t) =

{
kWTAi

(
wijξ

ret
j (t− 1) + η (t) ξcue

i (t)
)

t > 0

0 t = 0
(6.6)

η (t) = max (0, 1− t/T cue) . (6.7)
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Figure 6.1: Coefficient amplitudes as a function of burst index. Error bars show one
standard deviation. The inset figure is for non-collaborative rank coding. Note the
larger variance for the latter.

For detecting successful retrieval, we exploit the cyclic nature of the stored
sequences. The first pattern in the input sequence is buffered in a short term
memory and compared to the output patterns from the associative memory.
Whenever both patterns are sufficiently similar, readout of the stored infor-
mation begins; i.e. when

〈
ξcue (1) , ξret (t)

〉
� Θ. If such a match does not occur,

the input does not elicit memory retrieval. In cases of highly ambiguous cues
this allows the system to refuse retrieval, rather than to produce nonsense
associations.

6.3 Results

The combined methods of sparsification, collaborative rank coding and se-
quence memory were evaluated by storing and retrieving natural images. In
a network consisting of 3456 neurones, each corresponding to a local feature
detector, around 2800 images could be stored. Each image in turn was rep-
resented by a sequence of about 10 spike patterns. They could be retrieved
from both noisy and occluded cues. The signal-to-noise ratio in images that
have been reconstructed by the analog matching pursuit coefficients is about
21. The images retrieved from the discrete codes stored in memory still had
a signal-to-noise ratio as high as 17. This is also the quality of the images
that can be retrieved from memory. As can be seen in figure 6.4, the subjective
quality of retrieval is quite good.
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Original Occluded Restored

Figure 6.4: Retrieval of occluded pictures. Four different original images are shown to
the left, occluded cues in the middle and network output on the right. For the bottom
right image retrieval failed. The successfully retrieved images also show the quality of
the rank coded images.

6.4 Conclusions
I have argued that sensory areas of the cortex are fundamentally constrained
in how much information they can transmit per unit of time. Also, the cor-
tex should respond to any stimulus as fast as it can. The combination of
sparse coding and salience-ordered transmission provides a principled solu-
tion to these issues. I present a model that creates, stores and retrieves such
codes. At the heart of the model is a novel method for collaborative rank cod-
ing that is combined with an efficient associative memory model (Schwenker
et al., 1996). To keep in line with previous work, I used matching pursuit as
the coding model, but the SSC model would serve the same purpose.

Based on the standard Willshaw network, the system allows massive stor-
age and flexible retrieval of natural images in a neural architecture, the stor-
age capacity scaling with network size. The relevance of a memory system al-
ready in primary visual cortex becomes clear if one accepts both a hierarchical
view of visual processing, meaning that low-level visual features are present
exclusively in the early visual cortex, and the notion that such features can be
recalled at all, e.g. in dreams (Felleman and Van Essen, 1991; Stickgold et al.,
2000). In addition, there is direct evidence that filling-in processes do exist
and take place in early visual cortex (Meng et al., 2005).

The idea that sensory information is encoded into a temporal sequence is
not new. Based on observations of EEG, Freeman proposed that the olfac-
tory cortex produces chaotic temporal sequences in response to olfactory stim-
uli (Freeman, 1990). In Freeman’s model, as in the present one, the full repre-
sentation of a sensory event is distributed over time. The present model differs
from Freeman’s in that the representation here is more orderly; it may easily
be decoded to retrieve the sensory stimulus.



Chapter 7

A biophysically detailed
attractor memory model

We have so far in this thesis, with the exception of the excitatory core model
in section 4.6.2, analysed mostly abstract models of cortical computation. The
network units have been assumed to operate on real valued inputs and to pro-
duce binary outputs. In contrast, real neurones communicate through spike
trains; series of all-or-nothing impulses occurring asynchronously. Real neu-
rones overall have a much richer set of behaviours than the artificial neurones
so far employed. On the other hand, some features that seem natural and are
easily implemented in an abstract model may be non-trivial in a more realis-
tic setting. In the previous, I have relied on two such features, so far without
giving a justification.

1. I have assumed that there is no limit on the number of cells to which a
given neurone can send its output. In reality, each pyramidal cell projects
to a finite number of other neurones.

2. In the chapter on sequence memory, a k-winner-take-all rule was in-
cluded in the network dynamics to maintain a tight control over the net-
work activity level; to prevent runaway activity or termination of the
network’s activity. In fact, implementing a realistic type of activity con-
trol is a hard problem in neural modelling.

In this chapter we will remedy these omissions, by introducing a much more
detailed, biologically plausible network model. We will see how properties of
the abstract models, including those mentioned above, emerge from the de-
tailed model, validating their use in the abstract models. The chapter is based
on papers VI and VII.

7.1 The cortical network model
The model I present in this chapter is based on the minicolumnar hypothesis
of cortical function. In this view, the minicolumns rather than the individual
neurones are taken as the fundamental computational units of the network, as
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discussed in section 2.4.3. An attractor memory built on minicolumns rather
than the neurones as functional units allows for more dense connectivity and
hence higher storage capacity (Fransén and Lansner, 1998). In the model,
and presumably in the real cortex, excitatory coupling within a minicolumn
means that the column will be either active or inactive as a whole; the activi-
ties of the individual neurones need not be detailed. A minicolumn naturally
has a richer repertoire than a single neurone; for instance it turns out that
it can exert inhibitory as well as excitatory influence over another minicol-
umn far away, even though such non local interactions are always mediated
by nominally excitatory pyramidal cells. In addition to the tightly coupled
minicolumn, there is another level of structure in the model; a number of mini-
columns are grouped together into a hypercolumn (Lansner and Holst, 1996;
Sandberg et al., 2002). While the minicolumn was internally dominated by
excitation, inhibition is the dominant interaction in between them, rendering
the hypercolumn a winner-take-all unit. This is, as we have already seen in
sections 5.3.2 and 5.3.3 a very stable and efficient way of controlling the activ-
ity level in an associative memory, but this time it emerges from underlying
mechanisms.

The model that we will discuss here deals only with the layer II/III part of
cortex. It is based on the observations of prominent local intracortical connec-
tivity being present in those layers, as discussed in section 2.4.1. The neurones
in the model are conductance-based, meaning that they include a simplified
model of the fundamental electrical properties of a neurone. This includes ion
currents passing through channels in the cell membrane and electrical cur-
rents travelling between different parts of the neurone. The internal currents
are dealt with by compartmentalising the neurones; their geometries are ap-
proximated by joining together a finite number of building blocks; spheres and
cylinders. The synaptic interaction between neurones are modelled by the
opening and closing of ion channels at the appropriate compartment of the
postsynaptic neurone. The synaptic dynamics, determining precisely how this
takes place, are in some cases rather complex both on the pre- and postsynap-
tic sides.

In the present model, there are three types of neurones (compare with sec-
tion 2.4.1). The excitatory pyramidal cells project both locally, within a mini-
column, and globally to other hypercolumns; the local connections serving to
forge the minicolumnar unit, the long range connections corresponding to the
weight matrix of the associative memory. Here the minicolumnar organisa-
tion allows for negative weights in the matrix, as was mentioned above. This
is realised by pyramidal cells projecting to an inhibitory ”regular spiking non-
pyramidal” (RSNP) class of cells, including e.g. double bouquet cells. This
changes the sign of the effective projection, while maintaining its specificity,
as the projection of these cells in turn is very localised, projecting largely to
a single minicolumn. The third cell type is the basket cell. Like the RSNP
cells these are inhibitory, local interneurones, but their projections are spread
out horizontally over the local hypercolumn. They serve to maintain activity
control in the network. Their influence in the model has been tuned such that
it is unlikely that two minicolumns in the same hypercolumn would be simul-
taneously active. For more details on the setup of the network and references
to the corresponding empirical literature, see paper VII.
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7.2 Network properties
We apply several methods to analyse the characteristics of the model net-
work. Where possible, we have followed methodology from experimental neu-
roscience, in order to make results obtained from the model easily comparable
to the experimental literature. The following properties of the network activity
have been studied:

1. Pattern completion and rivalry

2. Attentional blink
3. Up/down states

4. Artificial EEG
5. Unitary events

6. Temporal correlations

7.2.1 Pattern completion and rivalry
Pattern completion is the basic element of associative memory. This is tested
by stimulating just some of the minicolumns participating in a pattern, by
simulated layer IV input. Equally important is pattern rivalry; competition
between patterns. If two or more patterns are simultaneously stimulated, one
would expect the pattern that receives the strongest stimulation to be acti-
vated, which was tested by injecting ambiguous layer IV input. It turns out
that pattern completion is very fast; after just one burst from the stimulated
minicolumns, the others participating in the same pattern are activated. In a
series of experiments, the stimulated minicolumns were found to have reached
a significant activity level 18± 11 ms after stimulus onset, the recruited mini-
columns (those that were not stimulated) did so after 48 ± 14 ms. Similarly
for the rivalry experiment: the assembly with more stimulation is found to
become active; the other activity is terminated. This is decided by the network
almost as fast; the recruited minicolumns were activated after 62 ± 10 ms. It
may be noted that the individual minicolumns respond very rapidly. If rise
times are counted from the initial response in a minicolumn, rather than from
stimulus onset, they are found to be on the order of 15 ms. Therefore the
system as a whole is not unlike abstract attractor models where the compu-
tations in individual units is instantaneous, but the network as a whole may
need some time to settle.

7.2.2 Attentional blink
A curious phenomenon of visual perception is known as ”attentional blink” (Ray-
mond et al., 1992). The phenomenon is measurable experimentally by asking
subjects to report whenever two different items occur in a stream of rapidly
presented images. One then observes that if the two target items occur in
rapid succession, the subject is only aware of the first item. The second target
is masked by the first one. There are indications that attentional blink is de-
pendent on active perception, or allocation of attentional ”resources” (Shapiro
et al., 2006). Our interpretation here is that attentional blink occurs when
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the perceptual system has entered an attractor state. This corresponds to the
recognition of the first target.

Our experiments indicate that under default conditions for stimulus inten-
sity, activation of the patterns corresponding to the second stimulus always
fails when the onset-to-onset time between the two stimuli fall between 20 and
100 ms (see paper VII). Thus the attentional blink phenomenon is reproduced.
We did not find a hard limit at 100 ms though; some masking effect was found
up to a delay period of about 500 ms. Rather it becomes progressively harder
to recruit the second activity pattern as the delay period decreases. These re-
sults are consistent with the finding in Shapiro et al. that attentional blink
is not imposed by fixed structural constraints, but rather directly dependent
upon cortical resources having been allocated to the first, blocking stimulus.

7.2.3 Up / down states

It has recently been found that pyramidal cells in the cortex have a discrete
nature to their behaviour; they alternate between a ”down” state of low mem-
brane potential accompanied by a low firing rate and an ”up” state where the
potential is elevated and the firing rate is higher (Cossart et al., 2003; Shu
et al., 2003). Looking at the model network activity, we clearly see a similar
phenomenon. The patterns take turns in being active, which for the individ-
ual neurone, that receives connections from the many other neurones partic-
ipating in the same pattern, means an input that varies accordingly. This
manifests itself both as a raised membrane potential and as an accompanying
variation in spike rate, as seen in figure 7.1(C-D). In a down state, the average
soma potential is 65 mV and spike frequency is 0.2 Hz. In an up state they
are 57 mV and 8 Hz, respectively. The up states last for some 700 ms, the
rise of soma potential at their onset happening during about 50 ms. There is
no exponential decay after termination of an up state (as has been reported
experimentally); this is overshadowed by inputs from the next active pattern,
but there is indeed more activity in the beginning of up states than towards
the end. The mechanism underlying the finite duration of the up states and
thus the rhythmic activity is accumulation of intracellular calcium ions in the
pyramidal cells in the active pattern. The neurones contain calcium activated
hyperpolarising channels that eventually shut down their activity. Compare
to the synaptic depression mechanisms in paper IV.

The attractor dynamics of the model is dependent on the long-range con-
nections. When the synaptic conductances associated with these connections
were scaled down ten times, no attractor dynamics was observed. When the
conductances were again increased three times from this level, some pattern
completion could be evoked, but only noisy after-activity and no spontaneous
attractor dynamics. At four times’ increase there was after-activity and some
noisy spontaneous attractor activity. With a connection strength half of that
used normally, the dynamics was essentially the same as for the standard
model.
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Figure 7.1: Up and down states in the biophysically detailed network model. A: Raster
plot of spike activity in the entire network; the topmost, rapidly firing cells are the
RSNP cells, then follow the pyramidal cells (sorted by hypercolumn and minicolumn)
and finally the basket cells. Simulated time is four seconds. Different patterns take
turns being active, with short transitional periods in between. B: Local field poten-
tial; note asynchronous spindles at the up state onsets. C: Mean spike frequency of
the pyramidal cells in one of the patterns, showing up and down states, the spike fre-
quency being the highest at the beginning of up states. D: Soma potential of one of the
pyramidal cells in the same pattern. Membrane potential and spike rate are clearly
elevated in the up state.
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7.2.4 Artificial EEG

We create an artificial EEG trace from the network simulation, intended to be
similar to the actual EEG that would be recorded if the model had actually
been a part of a real human cortex. This allows for relating network activ-
ity to the wealth of empirical EEG data that has been recorded from human
subjects under many different conditions. The main source of the EEG sig-
nal is believed to be currents in the apical dendrites of pyramidal cells, but
the exact mechanisms are likely rather complicated (Protopapas et al., 1998).
Rather than striving for complete realism in the model, we therefore settle for
a simplified model, wherein the dendritic current in pyramidal cells is repre-
sented by the derivative of the soma potential. This signal, aggregated from
all pyramidal neurones in the model, is then low-pass filtered to generate the
simulated signal, as it would be recorded by an EEG apparatus.

Following practise in the field, the EEG signal is divided into shorter seg-
ments, for each of which a cosine-shaped Hanning filter is applied to regu-
larise the signal; smoothly bringing it to zero at the beginning and end of
the segments (Dressler et al., 2004). For each subpart, the power spectrum
is calculated, and these spectra are added together. A gamma-like oscillation
with a frequency around 25–30 Hz is robustly identified, as is evident from
figure 7.3(A). The signal is almost exclusively generated by the activity in the
up states, consistent with experimental data, where the occurrence of gamma
patterns in human EEG has been related to memory matches (Tallon-Baudry
et al., 1998).

7.2.5 Unitary events

To analyse the fine structure of network activity, the unitary event technique
was applied. The method starts by binning the set of neural spike trains into
small time bins, a typical bin size being 5 ms. For each neurone, a bin is
marked ”0” if the neurone emitted no spike inside of the time interval associ-
ated with the bin and ”1” otherwise. The method then proceeds to calculate
the probability of obtaining the particular vectors of ”0”:s and ”1”:s that de-
scribe each bin, based on individual spike frequencies for the neurones. A
measure of ”surprise”, based on the number of occurrences of each such vector,
compared to the expected number of occurrences, is calculated and bins carry-
ing ”surprise” exceeding some threshold are flagged as unitary events (Grün
et al., 2002a). There is also a version of the method that proceeds without bin-
ning, but this would incur prohibitive computational costs in our case, where
we record from hundreds of simulated neurones; instead we verify validity by
slightly varying the bin size (Grün et al., 1999, 2002a).

Since activity in our network is certainly non-stationary, each minicolumn
alternating between bursting and quiescent modes, we calculate firing fre-
quency using a windowed average. The window size is chosen such that the
estimated firing frequencies for individual neurones track the instantaneous
firing frequency for the full pattern to which they belong. The window size
turns out to be an important parameter in our case; as the spike rate in the
network varies on a short time scale, a small window size is required (Grün
et al., 2002b).
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Figure 7.2: Unitary events calculated using a moving surprise threshold and a small
spike rate averaging window. Only in the beginning and towards the end of up states
are unitary events detected, marked by circles. Even then the events fall mostly within
the ”expected surprise” interval (see text on page 61).

Because of the large number of neurones in the network, we may expect
that, at least in the high activity (bursting) phase there will be few or no re-
peats of one and the same spike pattern. We must therefore distinguish uni-
tary events during the bursting phase without repeated spike patterns, setting
the surprise threshold such that individual spike events will be flagged appro-
priately. If a fixed surprise threshold were used, we would flag roughly the bins
in which the most neurones fire; they all occur during peak network activity.
To better control the sensitivity, we use a moving threshold that for each bin
calculates the ”expected surprise”, based on the instantaneous firing frequen-
cies, and similarly also the ”expected surprise deviation”. We then choose the
threshold for flagging a bin as the expected surprise plus a multiple of the de-
viation, chosen such that the expected number of unitary events would be less
than one, if there were no structure at all in the data; thereby the variations
in network activity are compensated for.

Using the unitary event method in its basic form, it would seem that there
are indeed significant amounts of substructure in the network bursts; it is not
exhaustive to describe the minicolumns in the network as having one active
and one quiescent state, but additional detailed structure must be explained.
On the other hand, when the local frequency calculation is performed using
a sufficiently small window size, just a handful of unitary events are identi-
fied. These occur in the beginning and towards the end of an active period
(figure 7.2). However, further refining the method by calculating a confidence
interval for the surprise as above, the excess surprise is all but accounted for.

Unitary events have been associated with behaviourally salient points in
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time. In monkeys they have been observed prominently near the end of the
delay period in a delayed response task, when the animal is preparing to exe-
cute a movement and also in relation to external stimuli (Riehle et al., 2000,
1997). It is only near the very end of an up state that a small number of ex-
cess surprise remains after all corrections have been applied. This might be
related to the experimental observation at the end of a delay period. However,
the phenomenon is rather weak. In fact, a more appropriate conclusion from
the unitary event analysis could be that there is very little structure in the
form of instantaneous spike patterns in the simulated network behaviour.

7.2.6 Temporal correlations

Using an crosscorrelogram measure, the temporal structure of the model ac-
tivity patterns is analysed on short and long time scales. The measure used is
equivalent to the average crosscorrelogram between pairs of neurones taken
from different populations. Two such measures are produced, one within the
minicolumn and one averaged over pairs of minicolumns that are participat-
ing in the same pattern. A correction similar to the ”shift predictor” is ap-
plied by subtracting from the raw correlations the correlogram for low pass
filtered spike trains, removing gross temporal dynamics but preserving fine
structure (Gerstein and Perkel, 1969). The averaged crosscorrelogram be-
tween units shows a well defined central peak, with the peaks correspond-
ing to one oscillatory period of about 40 ms clearly visible and peaks for two
periods of this oscillation at 80 ms being less prominent; figure 7.3(C). This
synchronisation is the source of the gamma frequency apparent in the EEG.
In figure 7.3(D) we see that synchronisation is much weaker between differ-
ent minicolumns, even those belonging to the same cell assembly (Steriade
et al., 1996). Similar oscillations have been found in local field potentials of
awake behaving monkeys (Brovelli et al., 2004). On a longer time scale, there
is also a non-zero correlation appearing after about a second and then again
at longer time intervals, corresponding to a pattern being reactivated after a
quiet period, as can be seen in figure 7.3(B).

7.3 Parameter sensitivity

An important observation is that the overall properties of the network are
highly robust to modifications of core parameters. The most sensitive param-
eters are those that relate to neural fatigue, which is caused by accumulation
of calcium ions in the pyramidal cells and the influence of calcium concentra-
tion on hyperpolarising potassium channels. If the fatigue mechanisms are
sufficiently weakened, the network will revert to a regular fixpoint attractor
memory; in the absence of external input it will converge to one recall state
and remain in that state forever. For the parameters unrelated to fatigue, no
qualitative change was seen when they were varied within a range of ×0.5 to
×2.0 (figure 7.4).
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Figure 7.3: Temporal fine structure of network activity. A: Frequency spectrum of ar-
tificial EEG, generated by pyramidal cell currents. There is a peak energy around
25–30 Hz. B: Average crosscorrelation between spike events in the pyramidal cells
within a minicolumn. Up state duration is reflected in peak width, pattern recur-
rence in the side peak spacings. C: Average crosscorrelation within a minicolumn on
a short time scale, corrected for slow dynamics. The synchronisation giving rise to the
25–30 Hz oscillation is evident. D: Average crosscorrelation between different mini-
columns, belonging to the same pattern. An imprecise synchronisation is evident, but
with a tendency towards inverting the patterns seen within a minicolumn on the 10 ms
time scale.



64 CHAPTER 7. A DETAILED MODEL

0

5

10

15

20

R
is

e 
tim

e 
(m

s)

0

0.5

1

1.5

2

decay Ca V

decay Ca NMDA
g K

 Ca V

g K
 Ca NMDA

local pyr−pyr

local ba−pyr

global pyr−pyr

syn. depr. "
U"

D
w

el
l t

im
e 

(s
)

0

10

20

30

up
 s

ta
te

 fi
rin

g 
fr

eq
. (

H
z) baseline

baseline × 0.5
baseline × 2
baseline × 0.8
baseline × 1.25

Figure 7.4: Parameter sensitivity. How the network behaviour changes when key pa-
rameters are varied: The decay time constants for the fast (decay CaV) and the slow
(decay CaNMDA) calcium pools. The potassium conductances gated by the fast (gK CaV)
and slow (gK CaNMDA) calcium pools. Maximum conductances for pyramidal-pyramidal
synapses within minicolumns (local pyr-pyr); for basket-pyramidal synapses (local ba-
pyr) and for pyramidal-pyramidal synapses in between hypercolumns (global pyr-pyr).
The synaptic depression parameter (syn. depr. "U"). Each parameter is varied by a fac-
tor of two, except for those pertaining to the slow calcium dynamics, which are varied
by a factor of 1.25 This is because the up states were found never to terminate when
the decay time of the slow calcium pool was increased beyond a factor of about 1.5 or
when the conductance gated by that pool was similarly decreased.



7.4. MODELLING LAYER IV 65

7.4 Modelling layer IV

The model described so far in this chapter applies to layer II/III. We are cur-
rently constructing a model of layer IV using the same approach of applying
connectivity from an abstract model to a detailed cortical network. The top-
down connectivity in the new layer IV model is based on the coding principles
from paper I (described in chapter 3). The aim is to build and study a model
of layer IV in the primary visual cortex that incorporates a fair amount of bi-
ological realism, but that also performs a computational coding task. Like in
the layer II/III model the neurones are modelled using the Hodgkin-Huxley for-
malism, have a small number of compartments and are connected by synapses
incorporating essential synaptic dynamics; short-term facilitation and depres-
sion. Quantitative features of the model, such as connectivity and cellular
properties are based on current data, but with some simplifying assumptions,
such as a reduction in the number of distinct cell types. Within these con-
straints and by virtue of a detailed connectivity that is borrowed from the
abstract coding models, it is set up to carry out sparse coding of visual stimuli.
Eventually, it should be combined with the detailed layer II/III network into a
more complete cortical model.

7.4.1 Cell types and connectivity
Layer IV of visual cortex consists of a number of different cell types. The
bulk of the cell population are spiny neurones with excitatory, glutamatergic
projections. The spiny neurones in turn contain at least three sub-populations:
spiny stellate cells, star pyramidal cells and pyramidal cells (Binzegger et al.,
2004).

The thalamic input to layer IV seems to target primarily the spiny stellate
cells and the star pyramidal cells, not the pyramidal cells. Meanwhile, the
innervation that spiny stellate cells receive from the thalamus accounts for
only a minor part of their excitatory synapses (Ahmed et al., 1994). The bulk of
the excitatory synapses that they receive originate from the pyramidal cells in
layer VI and from other spiny stellate cells in layer IV (Tarczy-Hornoch et al.,
1999). Layer IV spiny neurones thus form a highly interconnected network;
the dendrites of the layer IV spiny stellate cells are entirely contained in layer
IV (Ahmed et al., 1994; Schubert et al., 2003). Interestingly, the nature of
the connectivity is highly dependent on the type of spiny neurone. The spiny
stellate cells participate in intercolumnar circuits, whereas the star pyramidal
and the pyramidal cells also connect transcolumnarly. The pyramidal cells
even seem to only have trans-columnar connections (Staiger et al., 2004).

In our model we include a spiny stellate cell type and a single pyramidal
cell type. The spiny stellate cells receive thalamic input. Their projections
are exclusively local to the minicolumn. The spiny stellate cells are the most
numerous cell type, we include 40 such cells for a minicolumnar area (Mount-
castle, 1997). The pyramidal cells do not receive thalamic input and project
outside of their local minicolumn. Since we do not include a layer VI in our
model, we cannot include that part of the connectivity. Otherwise, the model
reflects the significant recurrent connectivity within layer IV.

Basket cells are the most prominent class of smooth, non-spiny neurones
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in layer IV. Different types of basket cells account for a large proportion of
the inhibitory synapses to the layer IV spiny cells (Budd, 2000). The basket
cells in layer IV form virtually all of their synapses in the same layer. On the
receiving side, up to 84% of the symmetric synapses in layer IV may originate
from a class of basket cells known as clutch cells (Ahmed et al., 1994). We
include two types of basket cells in our model; one small, locally projecting
type and one larger type that projects transcolumnarly.

7.4.2 Model neurones
The spiny stellate cell is modelled with three compartments (soma, initial seg-
ment and dendrite compartment). The pyramidal cell is modelled with six
compartments (soma, initial segment, basal compartment and three serial api-
cal compartments). These cells are of a regular spiking type, with a resting
potential of −63 mV. The two basket cell types are modelled as non-adapting,
relatively fast-spiking cells with three compartments (soma, initial segment
and dendrite). The f–I curve is rather linear up to about 200 Hz. The mem-
brane resting potential is −56 mV. The repolarisation following a spike is fast
and followed by a large fast AHP.

7.4.3 Coding circuitry
A crucial feature of the sparse coding circuits described in chapter 3 is the
mutual inhibitory connections in between feature detectors having similar
receptive fields. Their function is to subtract from the effective input the
parts of the visual stimulus that have already been accounted for. The local,
but transcolumnar, projections of the large basket cells serve this ”explaining
away” purpose in the layer IV model. The abstract models indicate that there
should also be excitatory influences in between feature detectors that have a
negative overlap. While the sparseness constraints make it less likely that
such a feature detector would be used, these connections are included as well,
implemented by pyramidal cells.

Conceptually, the model is set up to implement dynamical equations that
correspond to gradient descent in the energy function 3.2, as illustrated in
figure 7.5 (left) :

τȧ = ΨTx− Ca− θs(a). (7.1)

Here the vector a describes the mean spiking activity of spiny stellate cell
minicolumnar groups. The matrix Ψ contains the basis vectors, the matrix C
the symmetric explaining away connections and the function s corresponds
to the derivative of a smooth sparseness function, approximating the non-
differentiable L0 sparseness of the SSC network. It should be noted firstly
that equation 7.1 is not identical to the SSC network, secondly that the de-
tailed layer IV model discussed here does not implement equation 7.1 exactly.
Properties like the calcium dynamics of the network neurones and fluctuations
in the spike frequency are not described by the simplified description.

So far, only preliminary experiments have been performed on the detailed
layer IV model. Figure 7.6 illustrates the cellular and network behaviour of a
minicolumnar subpart of the network model.
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Figure 7.5: Conceptual circuit for the detailed layer IV model (left) and its realisation
in cortical circuitry (right). In the left figures, the different terms in equation 7.1 are
illustrated by arrows. Thalamic input is entering from below. The cell types in the right
figure are spiny stellate (SS), pyramidal (PYR), small basket (SB) and large basket
(LB). The circles/cylinders refer to minicolumnar sized portions of V1 layer IV.

7.5 Conclusions
For the construction of the detailed network model described in this chapter,
there have been influences both from the top down model and from detailed
empirical data on cortical structure. The model clearly demonstrates that at-
tractor memory systems are realisable in the cortical substrate. Too much top
down influence probably went into constructing the model though, to draw the
stronger conclusion that the cortex must implement an attractor memory. Of
particular interest is also the methodology of mimicking real experiments in
the model universe, thereby extending the interface of observables between
simulation and experiment.

We have also seen that the mini- and hypercolumnar architecture brings
the network closer to the abstract attractor memory models. In the introduc-
tion to the present chapter I mentioned two examples of feats that idealised
neurones are routinely assumed to carry out, but which are non-trivial in a
more realistic setting. The first was maintaining a high connectivity in a large
network. The minicolumnar pooling of neurones allow for this. The second
was activity control; of the k-winner-take-all type. Competition within a hy-
percolumn may account for that. In addition, the columnar structure allows
for negative weight values in connection matrices and lowers the noise in rank
code networks, by increasing the spike count per functional unit.

The layer IV model presented brings the previously discussed sparse coding
networks to the level of detailed models. It remains to test the coding perfor-
mance of the biophysical model against the abstract ones and to determine
other properties, such as its speed and robustness. When the layer IV model
is thoroughly understood it can be integrated with the memory functions of
the layer II/III model and topics like contour integration be explored using the
combined model.
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Figure 7.6: The spiny stellate cells in an isolated minicolumnar-sized layer IV network
received an injection current of 0.1 nA simulating thalamic input in the time interval
between 1.0 and 1.03 seconds. Shown here is the evoked response. Top: Soma potential
trace from a single spiny stellate cell. Bottom: Spike events from neuronal cell types
designated as in figure 7.5. The spikes from the cell in the top plot are marked by
circles. Note that there is some non-sustained after-activity in the network after the
external stimulus has ceased.



Chapter 8

The large scale cortex

The models discussed so far have dealt with sensory coding, attractor memory
and related concepts. These models have all applied to a single cortical area, or
parts thereof. In other words, the models can be realised using just a tiny part
of the cerebral cortex, as illustrated by the modest scale of the cortical network
presented in the previous chapter. In this final main chapter of the thesis,
we will deal with the cortex on a global scale. More accurately, we will deal
with both the cortex, and the underlying white matter, which in the human
brain occupies a volume about the same as the cortex itself (Pakkenberg and
Gundersen, 1997). The corticocortical connections through the white matter
become a very prominent feature as we consider the cortex on a larger scale.

The large scale structure of the cortex and the white matter has previ-
ously been approached with purely mathematical tools, including dimension-
ality analysis, that do not take functional aspects into consideration. Here
we will stay true to the theme of the thesis and approach the structure of the
cortex from a functional perspective, based on the hypothesis that the cortex
largely functions as an associative memory and has been optimised to operate
as such. This hypothesis then leads to structural predictions.

8.1 Connectivity of the cortex
The cortex is sparsely connected on a global scale. If it were not, the amount
of wiring would grow dramatically as the number of neurones was scaled up;
going from rodent to primate to human the brain would end up consisting al-
most exclusively of white matter. As a toy example, suppose that the cortex
were built from N computational units (individual neurones or minicolumns)
that each occupy a fixed amount of grey matter volume vg, for a total volume
of Vg = Nvg. In this volume we include cell bodies, synapses and local connec-
tions, but not long range connections. If connectivity were global, here taken to
mean that for each pair of units there is a fixed probability γ that they are con-
nected, the number of connections becomes γN2 (Braitenberg, 2001). If we now
approximate the cerebral hemispheres, consisting of the cortex and the under-
lying white matter, by a sphere of volume V, the average length of a single
connection (assuming it can be constructed as a straight line) would be pro-
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portional to the sphere radius. We can then write the volume occupied by this
single connection as awV

1/3, bringing the total white matter volume to Vw =

γN2awV
1/3. The constant aw incorporates the axon area and a dimensionless

geometric constant. The total volume of the model brain can be expressed as
the sum of grey and white matter volumes; V = Vg + Vw = vgN + γawV

1/3N2.

Solving for N we find that N =

√
v2

g+4 γaw V4/3−vg

2 γaw
3√

V
; the grey matter fraction of

the total volume becomes

Vg

V
=
vg

√
v2

g + 4 γaw V4/3 − v2
g

2 γaw V4/3
. (8.1)

For large V we see that the grey matter fraction vanishes as Vg

V ∼ 1
V2/3 .

A mouse brain contains about Vm
g = 0.1 cm3 grey and Vm

w = 0.01 cm3 white
matter (it contains about 1.6·107 pyramidal cells or 1.6·105 minicolumns) (Zhang
and Sejnowski, 2000). Using these numbers, we may calculate vg and aw and
then plot how the white and grey matter volumes grow as the brain is scaled
up by adding more neurones. In figure 8.1 it is shown that white matter very
rapidly comes to completely dominate our hypothetical brain as it is scaled up.
We may generalise this observation and state that for any brain following this
rule of connectivity, this will happen eventually, and with the same asymptotic
power law (Vg

V ∼ 1
V2/3 ), regardless of the following:

• The details of the grey matter computational unit and the white matter
wiring.

• The average length of global connections, as long as it is a fixed fraction
of brain size.

• The fraction of possible connections that are realised.

8.2 Connectivity structure
The above scaling argument, while simplistic, conclusively rules out globally
uniform random connectivity in the large scale cortex (and also other less
extreme scenarios). One way to efficiently wire up a cortical structure is
to use a hierarchical connectivity. This might take the form of a scale free
network, where most nodes have few connections, but a few have a great
many (Barabasi et al., 2001; Goh et al., 2002; Eguiluz et al., 2005). Another is
to employ a localised structure in corticocortical connectivity. The small world
network is an example of this. It can be represented as a graph, where vertices
typically have a large number of local connections to nearby vertices, but may
also have one or a few global ones. In the small world network, the prevalence
of local connections leads to a high clustering, whereas the smaller number
of global connections suffice to yield a short average path length (Watts and
Strogatz, 1998).

Neither the scale free network, nor the small world scheme automatically
solve the scaling issues presented above. They just ameliorate the problem of
wiring being in short supply. In the remainder of this chapter one particular
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Figure 8.1: Scaling of white and grey matter in a hypothetical brain. This plot uses the
full scaling (equation 8.1) rather than the asymptotic one.

small-world type network that we have already dealt with will be investigated;
the hypercolumnar attractor network. This network has high local connectiv-
ity in the hypercolumns, but fewer global connections in between them. As
it will turn out, adding additional structure to the connectivity will further
improve efficiency.

8.2.1 Patchy connectivity

When viewed on an intermediate scale, there is evidence that the connectivity
of the cerebral cortex shows a peculiar structure (Boyd and Matsubara, 1991).
It seems to be patchy, meaning that two areas on the cortical surface, at the
scale of the cortical hypercolumn, tend to be either extensively interconnected,
or hardly interconnected at all. In this section I describe a model designed
to understand this patchy connectivity, based on a hypercolumnar network
that is structurally similar to the biophysically detailed model described in
chapter 7. This is based on the work presented in paper VIII.

First we consider two extremes; one ”fully patchy” case where each hy-
percolumn either communicates with all the minicolumns in another hyper-
column, or with none. This means that the network connectivity is defined
strictly on the hypercolumnar level, as opposed to the minicolumnar one, and
would manifest itself as highly patchy connectivity. At the opposite ”non-
patchy” extreme, connections between minicolumns are independently estab-
lished, meaning that the connectivity matrix is defined on the minicolumnar
level. We investigate three versions of this kind of patchiness; one which ap-
plies to the incoming connections, one which applies to the outgoing ones and
finally a reciprocal case. The storage capacity of the model network is evalu-
ated as a function of patchiness, using numerical simulations as well as math-
ematical analysis.
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8.3 Analysis of patchy connectivity
We analyse how the patchy connectivity influences a model network in two
versions. The first version uses the sparse Hopfield learning rule, as described
in section 4.2, the second one uses the Willshaw rule, which is similar, but with
all weight values clipped at zero or one (Willshaw et al., 1969). For both mod-
els, the stability of the learnt patterns is analysed. A pattern is stable if for
each hypercolumn the ”correct” (already active) minicolumn receives the high-
est support value. For both versions of the learning rule it is described how to
calculate an approximate probability distribution for the support values, for
both the ”correct” and ”incorrect” minicolumns, and thereby the probability of
pattern stability. We describe the clustering of the hypercolumnar network by
the parameter C, running from 1 in the fully clustered network to 0 in the in-
dependently wired one. The task is then to find the optimal clustering value,
the one that leads to the highest storage capacity.

Further notation will be U for the number of minicolumns per hypercolumn
(meaning that 1/U is the activity level of the network, because of the winner-
take-all rule within a hypercolumn), H for the number of hypercolumns and P
for the number of stored patterns. The overall connectivity density is described
by K; for the fully clustered network this is the number of hypercolumns that
are connected to each other.

8.3.1 Hopfield learning rule
The Hopfield learning rule is linear in the sense that each stored pattern adds
to the synaptic matrix. Here, the covariance version (equation 4.1), which is
optimal for sparse patterns, is used. The weight increment for a pattern μ

stored can be described by a stochastic variable X
μ
ij;

X
μ
ij =

⎧⎪⎪⎨
⎪⎪⎩

event value P
[1,1] (1− 1/U)2 1/U2

[0,1] / [1,0] (1−U)/U2 2(U− 1)/U2

[0,0] 1/U2 (U− 1)2/U2

. (8.2)

These are potential synaptic weights in the sense that they will be realised
only for those {ij} where a connection actually exists. The realised synaptic
weights are the sums over the contributions to Xμ

ij from each pattern, gated
with a binary variable Yij that indicates whether the connection exists; Wij =

Yij

∑P
μ=1 X

μ
ij. The support for any minicolumn i, when a pattern ξν is active, is

the sum of the synaptic weights linking it to the active minicolumns;

Sν
i =

1

N

∑
j

ξν
j Wij =

1

N

∑
j

ξν
j Yij

P∑
μ=1

X
μ
ij . (8.3)

This sum may be partitioned across the ”block” hypercolumns that are, de-
pending on the clustering parameter C, more or less completely connected
to the hypercolumn where our minicolumn of interest resides and the ”non-
block” hypercolumns that are not connected at all in the fully clustered case,
and otherwise have a lower but non-zero probability of being connected. The
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central limit theorem is applied to approximate the sum of the support vari-
ables as a normal distribution. We have the mean E(Xμ

ij) = 0 and the variance
V(Xμ

ij) = (U − 1)2/U4. We then treat the minicolumns that are part of the ac-
tive pattern separately from those that are not. For the latter, the ξ, Y and X
are (approximately) independent and we calculate the average and variance
of their support values to be E(S−

i ) = 0 and V(S−
i ) = KPV(Xμ

ij)/N
2. Our interest

will ultimately be in the effect of the Yij variables. In the variance calculations
for S−, these variables do not contribute, since the average weight is zero. For
the S+

i , the situation is similar, except for the connections to other units in the
same pattern. For those, the ξν

k is known to be active and the weights will have
a non-zero mean, since this pattern was one of the learnt ones. The Yij may
still be zero however and this is where the difference between the patchy and
non-patchy networks comes in. The mean E(S+

i ) = K(1 − 1/U)2 is independent
of patchiness, but the variance;

V(S+
i ) =

K

N2(H− 1)
(8.4)

∗
(

(1− 1/U)4(H(1− C2) + (K+ 1)C2 − K− 1) + (H− 1)V(Xμ
ij)

)

becomes greater for the less patchy cases (smaller C) because of how the second
order moments are added.

8.3.2 Willshaw learning rule
The probability that an entry in the synapse matrix of the Willshaw memory
is used when storing a single pattern is po = 1/U2. After storing P patterns,
the density of ones in the memory matrix is

p1 = 1− (1− p0)P. (8.5)

We may think of the fully clustered (patchy) extreme as a starting point, gen-
erating the less patchy networks by randomly relocating minicolumn connec-
tions. Let us take the fully clustered network as the starting point. In this
case, the input to a particular minicolumn unit comes exclusively from the
K “block” hypercolumns that are fully connected to the unit’s hypercolumn.
Moving to lower clustering values may be thought of as relocating connections
from the fully clustered case. For a clustering measure of C, the ratio of units
that have been relocated is 1 − C. When a connection is relocated, it may be
moved either to another “block” hypercolumn, or to a “non-block” hypercol-
umn. The probability of the former case is K

H . Therefore, the probabilities that
a connection is present are, in the block and non-block cases respectively;

pb = C+ (1− C)
K

H
(8.6)

pn = (1− C)
K

H
. (8.7)

We now consider the stability of patterns. To this end, we first consider
one hypercolumn. We calculate the support level of the unit that is part of the
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active pattern (S+) and that of the other units (S−):

S+ =

K∑
i=1

B+
i +

H−K∑
i=1

N+
i (8.8)

S− =

K∑
i=1

B−
i +

H−K∑
i=1

N−
i , (8.9)

where the variables Bi are the contributions from the block parts of the net-
work and the Ni come from the non-block parts. Each of these stochastic vari-
ables take the value 1 precisely when a) there is a connection from the active
unit in the other hypercolumn to the unit under consideration, and b) this
synapse entry is set to one. The latter is always true for the “+” units, in
the active pattern. Assuming independence between the Bi:s and the Ni:s the
sums become binomial distributions;

S+ ∈ Bin(K, pb) + Bin(H− K− 1, pn) (8.10)
S− ∈ Bin(K, pbp1) + Bin(H− K− 1, pnp1). (8.11)

The probability that the active pattern unit will have strictly larger support
than any one other unit becomes

punit = P(S+ > S−). (8.12)

The probability for stable recall in one hypercolumn becomes phyper = pU−1
unit

and the probability that all hypercolumns are thus stable is ppattern = pH
hyper =

p
(U−1)H
unit . This is also the expected ratio of stable patterns for a given memory

load;
r = P(s+ > s−)(U−1)H. (8.13)

We can now determine the storage capacity, given any performance crite-
rion that we would like to impose. The summation over the possible outcomes
for the stochastic variables S± implicit in equation 8.12 can be carried out ex-
actly for any reasonably small network size, or be approached by a normal
approximation for very large networks.

8.4 Results and conclusions
In addition to the above analysis, we simulated the network storage capacity
using computer implementations of the two network versions. We determined
storage capacity as the largest number of patterns that could be retrieved,
varying the number of stored patterns to achieve the optimum number of suc-
cessfully retrieved patterns.

The final result was that networks with patchy connectivity were found
to consistently have higher storage capacity than non-patchy networks (fig-
ure 8.2). This is due to a larger variability in the non-patchy networks. Sim-
ply stated, there is a risk that important, signal-carrying connections may be
missing when connectivity is less structured. This may be part of the expla-
nation why a patchy connectivity structure is seen in the brain. Further, the
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Figure 8.2: Storage capacity in the patchy hypercolumnar network, as a function of
clustering. Shown are analytical and simulation results for networks with Hopfield
and Willshaw learning rules. High clustering leads to a higher storage capacity.



76 CHAPTER 8. THE LARGE SCALE CORTEX

analysis shows that the most important type of clustering is ”sender side” clus-
tering; meaning that all minicolumns should be represented when a hypercol-
umn projects to another hypercolumn, leading to a prediction that this type
of clustering should be strongly represented in the brain. It should be men-
tioned that other explanations for patchy connectivity have been put forth.
One such explanation is as a means for implementing topographical maps of
higher dimensionality than the two dimensions of the cortical surface Bosking
et al. (1997). However, these two explanations may be complementary rather
than contradictory. In both pictures, the reason for patchiness is the need to
communicate all possible variables of a particular variable to a receiver; the
receiver should be connected to a full hypercolumn. We note that only the
attractor memory model provides a quantitative explanation at this point.



Chapter 9

On modelling

Several areas of research strive to increase our understanding of the opera-
tional principles of the brain and the nervous system. Apart from experimen-
tal efforts, theoretical work is carried out on all of the sub-cellular, cellular,
network and modular levels. There is also work on artificial neural networks
that do not necessarily correspond to any particular part of the brain, but that
may still be relevant. Much of the research interest in the brain is no doubt
motivated by the fact that the brain has impressive cognitive and computa-
tional abilities, unmatched by any other system, natural or artificial. Three
specific goals, or objectives, for studying the brain, all motivated by this obser-
vation, are:

1. Understanding the biological system

2. Investigating its mathematical properties

3. Incorporating its principles into technological systems.

These three objectives correspond to scientific, mathematical and engineering
approaches, respectively. We expect different methods and different objectives
to characterise the pursuit of each goal. The work described in this thesis falls
under the first objective; the goal is to understand nature, i.e. the brain, not to
prove theorems or to construct artifacts. Even though the overall goal is thus
clear, it turns out that sub-goals and methods from the other approaches also
figure. In this chapter I will further clarify methodological issues that reflect
on the other parts of this thesis.

One tool that is used regardless of the ultimate research goal is model
building. One may model parts or the whole of the system under study, and
the model may be constructed at various levels of detail. In the case of the
brain, model scopes range from subparts of individual neurones, such as ion
channels, to networks of neurones, to modular networks of brain areas, to psy-
chological models of the whole organism. Some models may be structurally
very unlike what they model; for instance a nerve cell may be modelled using
an information theoretic construct (Bell and Sejnowski, 1995). On the other
hand, many models in this field share key structural aspects with what they
are modelling; they will incorporate the geometry of a nerve cell or the topol-
ogy of a network of cells, so that spatial relationships appear in the model
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that reflect those believed to exist in nature. Such models are known in the
methodological literature as realistic (Lloyd, 1998). While in computational
neuroscience, the term realistic is sometimes used in a narrower sense, mean-
ing biophysically detailed (Durstewitz et al., 2000), we will here reserve it for
the more general concept.

9.1 Modelling objectives

Three objectives for studying brain-like models were listed above; one scien-
tific, one mathematical and one technological. Each objective was said to be
characterised by a separate motivation. Of course, this classification is in part
an artificial one; one researcher may well be motivated by more than one cause
and contribute to more than one objective. Nevertheless I will introduce and
elaborate on the different motivations in their pure forms below.

9.1.1 Scientific objective

Under the first of the three objectives, the scientific goal of understanding
the brain, we will judge a model based on how well it ”corresponds to” biol-
ogy. Models are motivated by empirical data and should be experimentally
testable. Occam’s razor applies in that when two models explain known facts
equally well, the simpler one (such as the one with fewer parameters, though
the judgement is always subjective) should be preferred, as it most likely has
the strongest predictive power. Sometimes simplicity will conflict with real-
ism, as defined above; making a model share structural properties with biol-
ogy may incur a cost of additional complication, so one may face a trade off
between structure and parsimony.

In practise, at least for realistic modelling, the immediate value of con-
structing the model is often that it provides hints on which further experi-
ments might be the most crucial. Namely, these should be the ones that would
most clearly help decide uncertainties in the model. In other words, those ex-
periments should be carried out that have the potential of destabilising the
model the most, or even falsifying it entirely. In this sense, realistic models
become heuristic tools (Ekeberg, 1992, p. 19).

Determining ”correspondence” between a model and reality is an interest-
ing problem in itself. We do not have immediate access to the inner workings
of nature; all we can do is to perform experiments and observe the outcomes.
For a model that we ourselves have constructed, on the other hand, we do
know the details of its inner structure. This presents us with an apparent
asymmetry between model and reality; for the former we can, for example,
directly read off parameters; for the latter experiments must be performed.
In the case of realistic models, this is sometimes indeed the end of the story;
some of the model parameters directly correspond to ion channel parameters,
electrical properties or other things that we believe also to be basic aspects of
reality. In general, however, matters are not so simple. We will return to this
issue in section 9.2.1.
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9.1.2 Mathematical objective
The second purpose of studying models based on the brain, in particular more
abstract ones, such as artificial neural networks or models dealing with only
the network connectivity of cortical areas, is to discover their mathematical
properties. In mathematics we may choose to study whatever formal systems
we prefer; there is no requirement that they be rooted in reality. Nevertheless,
should a motivation be needed, the power of the biological brain might indicate
that interesting mathematics lies hidden therein. But once a model has been
chosen, perhaps based on such a hunch, it is treated by the mathematician
as a purely abstract entity (Whitehead and Russell, 1927). The mathematical
work inspired by the brain has been fruitful; very general results have been
obtained for some of the most abstract models, regarding e.g. representational
ability, learning properties and memory capacity (Amit et al., 1987; Minsky
and Papert, 1988; Hertz et al., 1991).1

From a mathematical point of view, simple models are often the best to
work with, since proving general theorems may otherwise be prohibitively dif-
ficult. (Note that this guiding principle is completely different from Occam’s
razor, which deals with the (perceived) truthfulness of a model.) Theoreti-
cal work surrounding a model is judged according to conventional criteria for
mathematics, or indeed science in general; a good theory makes specific state-
ments about a general class of circumstances (Kuhn, 1970). If we want to put
the mathematics to use, another criterion should be added; that the mathe-
matical model be applicable to a real world problem. In fact, one does not
apply mathematical tools directly to reality, but to yet another model, derived
from biology or from an engineering application. It is to this model that the
mathematical theorems developed should, at least approximately, be appli-
cable. Therefore, this will impose a competing constraint on the choice of a
mathematical model; while it still needs to be simple in order to be tractable,
it also must be similar enough to the more detailed model that the derived
results carry over properly.

9.1.3 Engineering objective
The third reason why one might be interested in studying the brain and build-
ing models in its image is to create technological artifacts. Noting the superi-
ority that natural systems hold over current technology in many fields, such as
pattern recognition and sensorimotor interaction with natural environments,
the hope is to reduce this gap by borrowing some operational principles from
the brain. In this pursuit, there is no reason to copy all of the brain, nor to dis-
card traditional engineering approaches altogether. Therefore, the brain-like
models chosen need not be biologically plausible, in the sense that they could
reasonably be implemented in the brain itself. Thus un-biological features,
such the ”backpropagation” learning rule (that is unlikely to be realised in the
brain) may well be used in the brain-like construction. That construction in
turn becomes just out one of several engineering building blocks used to com-
pose a particular system. The ultimate goal is a well functioning technical

1Important contributions have been made in this way by professional physicists and computer
scientists, as well as mathematicians. I refer as mathematical all efforts that do not lean on
empirical data, except, perhaps, for their inspiration.
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system; this system may be intended to perform data analysis, control a robot
or carry out some other task. At least in the short run, therefore, the engineer-
ing and scientific projects may well not make substantial contributions to each
others’ goals. The models preferred for the former purpose do not qualify as
models of the brain – and the models painstakingly developed to be faithful to
the brain are often outperformed by existing engineering software, optimised
for serial computers and specialised for a particular task.

9.1.4 Craftsmanship
Constructing a neural network model is often a difficult task; one that requires
substantial experience. Regardless of what originally motivated constructing
such a model, a lot of time and energy will devoted to the craft of making
it work. Both for models intended to model the brain and those intended to
perform an engineering function, parameters need to be tuned and the im-
plementation optimised, before they can produce anything useful at all. A
substantial investment of time and resources goes into these tasks, an invest-
ment that may shift attention from the original research question to problems
specific to model building itself; an individual scientist or a group of scientists
may spend years working on the same model. The following motivation may
therefore become every bit as important:

4. Modelling as a craft.

In contrast to the other objectives, the craftsmanship objective, does not have
objective success criteria. Rather, the goal might be for the individual or the
group to improve their ability to create artifacts, which are in turn judged
according to aesthetic criteria.

9.1.5 Mixing of objectives
In practise, as was hinted in the introduction to this section, the objectives
here described are often mixed together. Individual researchers may pursue
more than one of them at a time, not necessarily keeping them separate in the
daily work. From one perspective this is a good thing; the different projects
have much to learn from each other. If, on the other hand, one does not make
clear which project is currently being pursued, then potentially dangerous
ground is being trod. As follows from the previous discussion, we see that
it is then unclear what object is being studied, which truth criterion is used
to evaluate results, and even what the ultimate goal of the research is. In ta-
ble 9.1 the different projects are again contrasted with respect to these points.

9.2 Modelling and realism

9.2.1 A different kind of empirical science
Traditionally, science has distinguished two forms of activity; empirical inves-
tigations and theoretical work. The former is concerned more directly with
reality, which is probed using experiments and other investigations, in order
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Objective Object Truth
criterion

Goal

Science nature hypothesis
testing

explanation of
phenomena

Mathematics system of
axioms

deduction insight on logical
relations

Technology artifacts function ability to perform
tasks

Craft model aesthetics personal skill

Table 9.1: Four different projects, all working with models of the brain, are contrasted
with regard to methodological issues.

to ultimately produce empirical data. Theoretical work deals with stating hy-
potheses, analysing them and deriving predictions from them in terms of ex-
pected experimental observations. Models, computer simulated or not, seem to
fit nicely into this framework as special forms of hypotheses; they are sources
of predictions for the experimental work.

Producing predictions from a model may sometimes be done using purely
mathematical tools, without any simulation work. For instance, a model may
be shown to work optimally, according to a relevant measure, for a certain
set of parameters, leading to a prediction that this parameter set has been
chosen by evolution also for the biological brain. For realistic models, model
parameters may also correspond directly to real world observables. But in
general, in order to relate a model to reality, one must simulate the model’s
behaviour, perhaps under different conditions, and produce observations from
the simulations. Only then there is there some useful model output.

We note that the process to produce observations from a computer model is
very similar to conducting an empirical study. Experiments are performed on
the model using methodology similar to that used in the laboratory, only they
are being carried out in the ”alternate universe” in which the model exists. If a
discrepancy between model behaviour and the outcome of a laboratory experi-
ment is then found, neither the model nor the ”real” experiment is necessarily
incorrect; it is also possible that the ”virtual” experiment in the model uni-
verse was flawed, in which case no conclusion can be drawn. The symmetric
relationship between model and reality is illustrated in figure 9.1. One con-
sequence of this is that one should stick to one and the same model for long
enough to thoroughly probe its properties using virtual experiments, or one
will be chasing a moving target. It is important to note that from a method-
ological perspective, there is nothing wrong with a model that must be subject
to computer simulation to be useful; all that we must ask is that there is some
specified procedure to produce predictions from the model.

9.2.2 Realism
The diverse class of models that are collectively known as ”artificial neural
networks” borrow their fundamental structure from the nervous system. They
are constructed from a number of nodes, corresponding to biological neurones,
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Figure 9.1: Comparison of a model to reality.

which are linked by connections, corresponding to synapses. This prompts us
to consider them realistic models. One advantage of realism in modelling is
that it makes it relatively straightforward to translate between model and bi-
ological system; some observation that pertains to the nodes of an artificial
neural network model should also be applicable to the neurones of the brain.
But in fact, there are a number of qualifications to this identification. A node in
an artificial neural network may include more computational machinery than
a biological neurone does. For instance, while a biological neurone is generally
restricted to being either excitatory or inhibitory2, nodes in artificial networks
are often allowed to transmit both types of signals. In such a case, one node
in the model should rather be identified with a group of neurones working to-
gether, containing both excitatory and inhibitory neurones (cf. chapter 7). But
there may also be a one-to-many mapping in the other direction; perhaps the
simple, atomic nodes of an artificial neural network should really be thought
of as lower level components of biological neurones, the latter being capable of
performing parallel nonlinear processing in their dendritic trees (Taylor et al.,
2000; Hausser et al., 2000).

Taking these objections seriously and ruling out a one-to-one mapping be-
tween natural and artificial neurones makes it nontrivial to translate model
results from the latter to predictions about nature. The question then arises:
Are artificial neural network models, when applied to e.g. psychological data,
still to be regarded as realistic models? It can be argued that even when the
identification of network node with individual neurone is relaxed these models
are still distinguished from purely phenomenological models by their under-
lying assumptions being ”analogous” to what is known about biological net-
works (Lee et al., 1998). Specifically, one assumption present in both cases
may be that any information processing in the model is localised. Return-
ing to the methodological literature, we find Milton Friedman describing this
type of situation. In his words, when we make claims such as the above, we
implicitly assume that ”the conformity of these ’assumptions’ to ’reality’ is a
test of the validity of the hypothesis different from or additional to the test by
implications.” Interestingly, Friedman goes on to state that this view is fun-

2This rule was long thought to be a fundamental principle of neural interactions, but lately
some exceptions have been discovered (Landis, 2002).
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Level Method

System imaging, psychology, psychophysics
Network multicell recording, anatomy
Neurone patch clamp recording
Synapse two-photon microscopy
Biochemical pharmacological, genetic knock-out

Table 9.2: Some examples of experimental techniques, ordered according to the the
level of understanding to which they contribute most directly. This table is intended
only as an introduction; a rough sampling of techniques.

damentally flawed and detrimental to hypothesis driven science (Friedman,
1966). This criticism should be moderated, however, by noting that realism
may often be a prerequisite for producing predictions in the first place. En-
tirely abstract models can escape testing against empirical data by virtue of
requiring specification of their interpretation in terms of neural phenomena
in addition to the specification of the model itself. On the other hand, a model
phrased in terms of physiological features, for instance one incorporating de-
tailed description of subcellular details has a wider and more direct interface
to experimental work. Features in such a model, such as the effect of a specific
ion channel, can sometimes in fact be tested in a very direct way, perhaps by
experimentally blocking that ion channel by an antagonist substance.

9.2.3 Model determination

Why are realistic models used in computational neuroscience if there is a risk,
according to Friedman’s view, that they undermine the rigour of the field?
One simple reason is the relative paucity of constraints on models from biol-
ogy. To illustrate the basic picture, table 9.2 lists some current experimental
techniques. They are ordered according to the scale at which they probe the
biological system, from local to global. It is the available experimental meth-
ods that define what should be understood as a testable prediction. These are
the types of measurements that experimentalists can carry out, thus produc-
ing the empirical data against which we compare models constraining certain
models and ruling out others. On the network level, which is at the focus of
this thesis, one of the most impressive experimental techniques is multielec-
trode recording. Using a large number of electrodes along with specialised
data analysis, this technique makes it possible to record spike events from
hundreds or more individual neurones (Nicolelis and Ribeiro, 2002; Pellizzer
et al., 1995). While this is a remarkable achievement, even the largest ar-
ray still samples just a minuscule fraction of the billions of neurones in the
neocortex. The information thus obtained is somewhat anecdotal in charac-
ter; some reports detail the response characteristics of individual neurones.
Further constraints are very likely to be needed.
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9.2.4 Additional objectives
One of the studies reported in this thesis deals with sequence learning in the
cerebral cortex (chapter 5). We will here use that study as an example case.
The aim of the study in question is to learn about how the brain solves cogni-
tive tasks with prominent temporal aspects; think of learning to sing a song.
In order to understand this type of behaviour, the approach taken is to build a
model that performs similar tasks and to demonstrate that the model shares
important properties with the brain. For instance, I constrain the model to
using mechanisms known from biological neurones (subcellular and neurone
levels in table 9.2) and I compare its network activity to multi-neurone record-
ings (network level).

In psychological experiments, human subjects have performed various se-
quence learning tasks, their performance being recorded (system level) (Koch
and Hoffmann, 2000; Avons, 1998). We might ask of our model to perform sim-
ilarly to humans on sequence learning tasks. This would mean that tasks that
prove hard for people should also be hard for the model. If possible, the failure
modes of the model should be similar to the mistakes humans make. Note
how this differs from the engineering objective of making the system perform
as strongly as possible in all relevant cases possible. While it may run counter
to the human desire to strive for perfection, the former aim, where certain
types of failure are required is more useful for constraining the model. It is
more specific, since it has a higher dimensionality. Continuing to constrain
the model, we may next add several more requirements:

• Efficiency

• Scalability

• Robustness.

These requirements mean that we prefer models that can store a sequence of
a specific length using less resources, to those that use more neurones and
synapses to accomplish the same thing. We prefer models whose storage ca-
pacities increase as fast as their resources for storage, usually the number of
plastic synapses when the model is scaled to larger sizes. We prefer models
that are little affected by noise and variability in the model components. All of
this can be motivated from an evolutionary perspective; the human cortex is
likely to have an efficient design, to be similar to its evolutionary predecessors,
which were smaller, and to remain operational under varying environmental
conditions. One objection to these heuristic criteria could be that they are
not directly based on experimental evidence. Although arguments, as those
sketched above, can be put forth that these properties are the likely outcome
of an evolutionary process, this assertion cannot really be tested. Perhaps this
will be possible one day, maybe through simulation and analysis of evolution-
ary processes. But at the present state of the art, are these constraints not
in fact engineering objectives in disguise, the pursuit of which might lead to
solutions that in the best case perform on par with the brain, but then will
bear little resemblance to it? One would then have to conclude that proper
scientific investigation of the brain needs to be tied even more closely to exper-
imental neuroscience than what is presently the case. High-level functional
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arguments and the loftier generalisations drawn from them would have to be
relegated to engineering, or abandoned entirely. I would like to object to such
methodological purism along two lines of reasoning. Firstly, while it is pos-
sible that the above objectives may turn out not to be the correct ones, it is
unlikely that the brain is not truly optimal in some sense. Identifying the pre-
cise nature of this optimality is then the true underlying program in studies
such as the above. Secondly, it is a misconception to believe that practitioners
of science must not lean on unproven assumptions in their work. Rather, it
has generally been the case that each scientific paradigm has at its core held
certain unproven assumptions; we might assign the above hypotheses of op-
timality to this category. This is perfectly acceptable, as long as productive
science is being carried out in the community (Kuhn, 1970).

9.3 Conclusions
A common view is that good science should deal with producing hypotheses
that are testable. Some authors have made a distinction between verifiable
and falsifiable, but this is not our concern here (Popper, 1959). Another crite-
rion is that it should postulate mechanisms for or explanations to phenom-
ena (Bechtel and Abrahamsen, 2005; Woodward, 2003). This second crite-
rion is seemingly fulfilled in theoretical neuroscience; the heuristic criteria
for model selection, and the preference for realistic models, generally lead to
explanations in mechanistic terms. It is whether the first type of criterion is
fulfilled that may be questioned. There is nothing in principle that makes the
models proposed in theoretical neuroscience untestable; they are similar to
other mathematical-numerical models, as used e.g. in meteorology. It is the
practicality of doing so that may be an issue. The problem is not really to test
and to prove or disprove an individual model, but to do so for a class of models.
Some classes are nebulous in nature, having a wealth of parameters and vari-
ants (Collins and Pinch, 1998). Furthermore, a prescription is needed for how
to generate predictions from a model. Thus it may be harder to test a model
in neuroscience than some other scientific hypotheses. The conclusion to draw
from this is that we should strive to make models easily falsifiable. This is
achieved by contrasting core claims in a model from the free parameters and
by clearly stating how to produce predictions.
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Chapter 10

Conclusions

I have in this thesis studied some functional aspects of a cortical area, and also
some aspects of the cortex at a larger scale. One central piece is associative
memory function, which allows for storage and retrieval of arbitrary memory
patterns. Associative memory systems are notable for their content address-
ing capabilities. This allows for generalising experiences to novel situations;
very rapidly accessing past experiences similar to the present situation. Us-
ing such similarity-based computation, many challenging tasks may prove to
be nothing more than memory retrieval; but there is a catch. To access similar
memories, there must be a metric, or a measure of what ”similar” means. To
an attractor memory system, the measure of similarity is embedded in the rep-
resentation of memories – the codes used by the system for different inputs,
objects or situations. Constructing such representations is highly non-trivial;
for they must embody all the high level features and abstract concepts that
one wishes the memory system to handle.

I have suggested a first step in the complex process of generating repre-
sentations for sensory inputs; the SSC network is a way to produce efficient
codes from natural image data. The codes generated by the proposed model
are well suited for storage in an attractor memory; they are binary, sparse and
have small internal correlations. In simulation experiments I have found that
transmission and storage of such codes is more efficient than using previously
suggested representations that do not optimise a discrete objective function.

In chapter 2 I emphasised the results indicating that the cortex is hierar-
chically organised. This was because the separation of processing steps within
a cortical area into input processing (papers I and II), associative memory
(papers VI and VII) temporal processing (paper IV) and time-efficient output
encoding (paper V) are likely to be the same across different cortical areas
precisely when the distinction between feedforward and feedback streams is
preserved all over the cortex. If the hierarchical description of the cerebral cor-
tex is correct, therefore, the models I have presented that are based on data
from sensory cortices may well be applied to the computational processes also
in non-sensory areas.

When dealing with artificial associative memory systems, we often mea-
sure just a single aspect of their performance, notably storage capacity. It is
important to realise that other characteristics are necessary for associative

87



88 CHAPTER 10. CONCLUSIONS

memories to be good citizens in the computational community of the brain.
For example, working memory has been suggested to operate as an attractor
memory and long term memory is certain to be fundamentally involved in cog-
nitive tasks. But such tasks certainly involve temporal aspects, which must
be properly handled by the memory system. I model a sequence learning task
using a minimal learning model. Based on the experiments, I argue that in
such a situation heteroassociative attractor memory does best to perform its
retrieval function and then ”get out of the way”. My model sequence learn-
ing network demonstrates how that can be accomplished by way of synaptic
dynamics, without sacrificing storage capacity.

Brain theories must be solidly rooted in empirical knowledge. I argue, in
a methodological review, that model realism is not sufficient to ensure this,
and neither is a purely phenomenological approach likely to be very fruitful.
Additionally, there are conflicting indications as to which level of abstraction
to use when modelling various aspects of cortical function. By constructing
similar models at various levels of abstraction, high level models may be more
tightly coupled to the real brain. For a biophysically detailed attractor memory
model, I show how ”virtual experiments”, e.g. EEG measurements, may be
performed on the model and directly compared to actual experimental results.

By linking abstract and detailed models, by analysing constraints imposed
on cortical architecture by scaling requirements and by considering experi-
mental results from a functional perspective, we are slowly increasing our
knowledge of the computational functions hidden in the cerebral cortex. In
this thesis we have sampled but a few pieces of that intriguing puzzle.
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