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Abstract 

Advances in information technology produce large sets of data for decision 
makers. In both military and civilian efforts to achieve decision superiority, decision 
makers have to act agilely with proper, adequate and relevant information 
available. Information fusion is a process aimed to support decision makers’ 
situation awareness. This involves a process of combining data and information 
from disparate sources with prior information or knowledge to obtain an 
improved state estimate about an agent or other relevant phenomena.  

The important issue in decision making is not only assessing the current 
situation but also envisioning how a situation may evolve. In this work we focus 
on the prediction part of decision making called predictive situation awareness. We 
introduce new methodology where simulations and plan recognition are tools 
for achieving improved predictive situation awareness.  

Plan recognition is the term given to the process of inferring an agent’s intentions 
from a set of actions and is intended to support decision making. Beside its 
main task that is to support decision makers’ predictive situation awareness, plan 
recognition could also be used for coordination of actions and for developing 
computer-game agents that possess cognitive ability to recognize other agents’ 
behaviour. 

Successful plan recognition is heavily dependent on the data that is supplied. 
Therefore we introduce a bridge between plan recognition and sensor 
management where results of our plan recognition are reused to the control of, 
to give focus of attention to, the sensors that are expected to acquire the most 
important/relevant information. 

Our methodologies include knowledge representation, embedded stochastic 
simulations, microeconomics, imprecise knowledge and statistical inference 
issues.  
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Chapter 1  
Introduction 

1.1 Background 

The domain of military operations and crisis management involves a large 
number of actors with different information needs, goals and behaviours; 
decision makers, in this domain, are facing information overload, time pressure 
to interpret intelligence, high stress factors and large uncertainties. Here we will 
introduce a number of methods aimed to become, eventually, parts of future 
computer-based decision support systems. We do this by analysing, modifying 
and combining methods for uncertainty management and illustrate our work 
with simulations and demonstrations.    

To incorporate new technical advances into the military domain and make 
decision processes more efficient, a new concept of Network Centric Warfare 
has been introduced in the USA. In Sweden a similar concept is studied under 
the name Network Based Defence (NBD). Here we present one of the key 
methodologies that are supposed to support decisions makers’ understanding 
and awareness of how a situation may develop called, predictive situation awareness 
[Phister, 2003], [Piccerillo and Brumbaugh, 2004]. In particular we introduce 
tactical plan recognition that is aimed to support NBD processes in the future. 

Recently, the trend of military operations has been moving towards effects-based 
operations (EBO). “Effects-based operations are coordinated sets of actions 
directed at shaping the behaviour of friends, foes, and neutrals in peace, crisis, 
and war”, [Smith, 2002]. EBO is a way of thinking where desired effects (higher 
order goals at the strategic level) are put into focus when planning, executing, 
and assessing military operations. EBO forces decision makers to look at 
outcomes and their explanations more than actions taken [Smith, 2002], 
[McCrabb, 2002], [Ho, 2004]. The focus of EBO is on causal explanations 
(models of mechanisms) that represent relations between actions and their 
effects. One of the main features of EBO is flexibility and the interoperability 
that includes cooperation and coordination between different defence forces, 
different defence alliances and even interoperability between defence structures 
and civil authorities. Still, behind those flashy terms there are significant 
historical connections. The natural questions to ask are: What is conceptually 
new in EBO and NBD? What do we gain by those new concepts? The 
difference between similar concepts used several decades -even centuries- ago 
and those proposed today is the efficient use of new technologies and new 
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methodologies that minimize costs and maximize utility (effect) of the operations. 
In military and crisis operations processes such as cooperation, information 
exchange and fusion (combining) of information ought to occur more rapidly 
than before; in some cases in a fraction of a second. This, in turn, would lead to 
decision superiority.  

A key process is the information fusion process (IF). This is the process of 
combining data and information from disparate sources with a priori information 
or knowledge. Data and partial (imprecise) knowledge about different entities or 
phenomena are combined with previous information to gain new state estimates 
of interest (new information). 

Current advances in sensor technology produce large sets of data and 
information. Moreover, uncertain, contradictory and imprecise data present a 
decision maker with high complexity and ambiguity. In the worst case such data 
can cause confusion and overload. Decision makers, instead of making use of 
information, might be concentrating only on data interpretation and data 
processing. A plethora of hypothesis spaces that may depend on each other 
often leads to intractable problems. “At all levels, commanders are constantly 
forming decisions based on their current understanding of the world and their 
ability to forecast the outcome of actions being considered. This ability is forged 
through years of training, combat experience and a rigorous selection process. 
And yet, even experienced tacticians are only able to consider 2 or 3 possible 
courses of action for all but the simplest situations”, [Phister, 2003]. 
Additionally, military commanders (decision makers) often don’t have a good 
“feel” for the sensitivity of their own plans to variations or the unintended 
consequences associated with the expression of their decisions based on 
uncertain information. The process of recognizing an adversary’s plans and  
intentions could be a much harder process than mission planning.    

The aim of this work has been to introduce methodologies for predictive 
situation awareness. In particular, we introduce multi-agent plan recognition 
methodology for future IF and NBD systems, in which prior (empirical) 
knowledge of an agent [Russell and Norvig, 1995], or a group of agents, is 
represented and combined with sensor data to recognize its plans/behaviours. 
The output of the plan recognition process is multi-hypothetical (statistical) 
qualified guesses of the agent’s (hostile force) or agents’ behaviours/plans. Our 
methodology is supposed to support decision makers, i.e., forming their 
predictive situation awareness, by projection of current state, represented by the 
common operation picture, into a near future. Furthermore, plan recognition, 
combined with embedded simulations gives focus of attention (alert) to the user, 
identifies threatening behaviors of an agent or group of agents and gives a clue 
about the (most probable) effects that agents may  cause.  

To be able to model and use the prior knowledge about agents for plan 
recognition we have to create a structured knowledge representation of both 
certain and uncertain knowledge. This part is discussed in Chapter 2 and 
Chapter 3. Effects-based analysis that is part of decision making and is assumed 
to strongly rely on predictive situation awareness is summarized in Chapter 4.  
The core of the thesis is Chapter 5, where we introduce multi-agent plan 
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recognition as a methodlogy for tactical plan recognition. In Chapter 6 we 
explain how new simulation based knowledge can be generated and in the next 
step used for methods that improve predictive awareness based on statistical 
concepts.  Finally, bearing in mind that plan recognition is heavily dependent on 
input (sensor) data, we introduce in Chapter 7 a bridge between plan recognition 
and sensor management. As a result of the bridge methodology we achieve 
improved pro-active sensor management that is focused on the acquisition tasks 
most relevant for the mission.      

1.2 Scientific Contribution 

This thesis is based on results previously presented in the following 
publications: 

• Robert Suzić and Pontus Svenson. Capabilities-based plan 
recognition. In Proceedings of the 9th International Conference on Information 
Fusion, Italy, July 2006. 

• Robert Suzić. A generic model of plan recognition using embedded 
simulations, microeconomics and behavior models. In Proceedings of 
2006 BRIMS Conference,  USA, 2006. 

• Robert Suzić and Klas Wallenius. Effects Based Decision Support for 
Riot Control: Employing Influence Diagrams and Embedded 
Simulation. In Proceedings of Workshop on Situation Management SIMA 
2005, USA, October 2005. 

• Ronnie Johansson and Robert Suzić.  Particle filter-based information 
acquisition for robust plan recognition. In Proceedings of the 8th 
International Conference on Information Fusion, USA, July 2005. 

• Robert Suzić. A generic model of tactical plan recognition for threat 
assessment. In Proceedings of SPIE -- Volume 5813 Multisensor, Multisource 
Information Fusion: Architectures, Algorithms, and Applications 2005, Belur V. 
Dasarathy, Editor, March 2005, pp. 105-116, USA, April 2005 

• Robert Suzić and Ronnie Johansson. Realisation of a Bridge between 
High-Level Information Need and Sensor Management Using a 
Common DBN. In Proceedings of the 2004 IEEE International Conference on 
Information Reuse and Integration (IEEE IRI-2004), Las Vegas, USA, 
October 2004. 

• Ronnie Johansson and Robert Suzić. Bridging the gap between 
information need and information acquisition. In Proceedings of the 7th 
International Conference on Information Fusion, volume 2, pages 1202-1209, 
June 28-July 1, 2004.  

• Robert Suzić. Representation and Recognition of Uncertain Enemy 
Policies Using Statistical Models. In Proceedings of the NATO RTO 
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Symposium on Military Data and Information Fusion, Prague, Czech Republic, 
October 2003.  

• Robert Suzić. Generic Representation of Military Organisation and 
Military Behaviour: UML and Bayesian Networks. In Proceedings of 
the NATO RTO Symposium on C3I and M&S Interoperability, Antalya, 
Turkey, October 2003.  

• Robert Suzić. Knowledge representation, modelling of doctrines 
and information fusion. In Proceedings of the CIMI conference, Enköping, 
Sweden, May 20-22, 2003. 

• Robert Suzić. Kunskapsrepresentation av doktriner och taktiskt 
uppträdande (Knowledge Representation of Doctrines and 
Tactical Behaviour). Technical Report FOI-R--0865-SE, Swedish 
Defence Research Agency, Stockholm, Sweden, June 2003. In Swedish.  
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Chapter 2  
Knowledge representation of 
organisations and their 
behaviour  

2.1 Knowledge representation of task units  

When modelling warfare [Wallenius, 2002], military operations other than war 
(MOOTW) [Suzić and Svenson, 2006] and crisis situations, a plethora of factors 
has to be considered [Suzić (c), 2003]. In such complex problems an increased 
need for classification of knowledge arises. We found it important to perform 
such a classification in a generic manner. Such models can then be reused for the 
plan recognition and with some modification should be easy to update. 
Consequently, the modeling expert can concentrate on one part of the model at 
a time. In other words, one generic model of hostile agents could be reused for 
modelling different ways of carrying out actions for different purposes by using 
a well-known modelling technique. 

There are two main problems that we address here: 

1) How to structure knowledge about agents’ behaviour and context so 
that the agent is acting in computer understandable manner. 

2) How to represent uncertain and imprecise knowledge; Knowledge 
representation with tools such as Unified Modeling Language (UML) 
[Eriksson and Penker, 1998], can only deal with crisp (certain) 
knowledge and the problem is how to represent vague knowledge (in 
some cases the knowledge about situation and behaviour of participating 
actors, agents, is very vague and hard to describe in concrete terms).  

In this chapter we present and discuss different knowledge representation 
techniques focusing on Unified Modelling Language (UML), Bayesian Networks 
[Jensen, 1996], and Multi-Entity Bayesian Networks (MEBN), [Laskey, 2004].  

The class diagram that is provided by UML is suitable for representing military 
organisations whose structures are well-known, since military units and their 
interrelations can be represented as classes and interrelations between the 
classes.  On the other hand, it is a much harder task to represent military 
organisations that are not well-known, or military behaviour, because of the 
uncertainty associated with them. Different behaviours are triggered in different 
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environments using different doctrines, and the outcomes of the behaviours are 
uncertain. Due to complexity, time constraints and war friction [Clausewitz, 
1976], causal relations between different factors, which play an important role in 
warfare, may be uncertain. Here, we want to highlight the need of interaction 
between UML, BN and MEBN. Despite the fact that UML and BN are 
different techniques that are used for different purposes, we propose an 
approach having generic UML modelling of military organisation and military 
behaviour as a first step towards modelling with BN. Moreover, to increase 
reusability and flexibility in modeling we propose use of MEBN.  

2.2 Ontology and UML     

In order to achieve the goal of using knowledge about agents in the information 
fusion process it is necessary to represent the knowledge in a structured and 
intelligible way, both for application engineers and computers. Keywords are 
knowledge representation and ontology; knowledge representation is “the 
sciences of designing computer systems to perform tasks that normally involve 
human intelligence” [Sowa, 2000]; ontology stands for a specific perspective, or 
an assumption, about the target application area to be represented. The reason 
for using ontology has to do with what they promise, “a shared and common 
understanding of some domain that can be communicated among people and 
application systems” [Eklöf et al., 2004], [Eklöf, Suzić and Yi, 2005]. 

There are different ways of expressing this knowledge. One way of representing 
knowledge is by textual description. Another way is by combination of textual 
representation and some formal computer language, e. g.  UML, XML etc. In 
this thesis we use UML to describe different types of doctrines and their 
interrelationships. Software engineers use UML as standard when describing 
ontologies, see [Kokar et al., 2004]. Moreover, UML provides easily 
understandable graphical representations of classes, sequences and use cases. 
Additionally, UML is more appropriate for software developers. The best 
known type of UML representation is the class-diagram representation. 

A more general definition of the class concept is that the class is a number of 
objects with the same behaviour and which have the same type but can have 
different properties. For example, cars in a street are objects with different 
colours (properties) of the same class car but they have the same behaviour; they 
move, stop, have maximum velocity etc. Here it is of particular interest how 
different classes (types) of doctrines are related. In Figure 1 we present some 
general examples of the most used types of relations between classes used in 
UML. 
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 Figure 1. Class relation diagram.   

 

 

In Figure 1(i) the most common relation is described. It is called association. It 
says that one A has one or more B, e. g. a car has one or more passengers. 
Figure 1 (ii) says that one A consists of many B’s, e. g. one car consists of many 
bolts. Of course a car consists of many other things as well, but here we 
describe only relation the between the class car and the class bolt. Figure 1(iii) 
says that A is a generalisation of B or B is a specialisation of A, e. g. the class car 
is more general than the class police car. You can also say for the third part of 
Figure 1 that: 

• B is a subset of A and  A is superset of B 
• B inherits all properties from A.   

 

2.3 Web ontology language  

As mentioned, ontology is an efficient way of sharing higher-level common 
knowledge. To date, UML and ontology have mainly been used as tools for 
software developers [Kokar et al., 2004]. The use of ontology in computer 
systems is boosted by the idea of machine interpretable ontologies. The W3C 
standard [Alesso et al., 2004] that enables machine interpretable ontologies is 
named Web Ontology Language (OWL). Originally, OWL was constructed for 
automated information interchange that uses ontological descriptions. OWL 
builds on XML terminology and is a further development of Resource 
Description Framework (RDF). RDF is a language for representing information 
about resources in the World Wide Web. 
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When using OWL, misinterpretation can be avoided since OWL ontologies are 
machine readable. OWL was not designed as a knowledge representation tool in 
the same sense as UML. Instead, OWL has the ability to represent ontologies in 
order to give data semantic meaning.  

The application of OWL is beneficial in cases where linguistic vagueness has to 
be avoided. For example a machine interpretable unified description, in a 
particular system, of the relation “child of” would lead to decreased semantic 
vagueness. By using OWL, a particular ontology can be shared between several 
systems and the process of knowledge reuse is facilitated.      

  

2.4 Knowledge representation: Uncertainty 
and imprecision 

In general when modeling agents and situations we have to deal with 
uncertainties. Identification of threatening behaviors, such as hostile military 
force plans or criminal agents’ likely courses of action, are examples where a 
degree of uncertainty is always involved. The intelligence process of connecting 
the dots, interesting pieces (or clusters) of information, may lead to generation 
of several hypotheses with different degrees of certainty. For example, 
connecting potential criminals and their resources in a current situation to 
different presumptive targets is a process where reasoning under uncertainty is 
involved. Thus, representation languages need the ability to express imprecise 
and uncertain information. 

One of the purposes of information fusion is to provide decision support for 
the analysts in the process of reasoning under uncertainty, concerning 
information from several different sources. Refining this information into clues 
about activities is a difficult problem. We have to organize the prior knowledge 
described by methods into databases. Database management rules perhaps 
dictate which information may be entered in a specific database depending on 
its degree of uncertainty.  

Plan recognition, as a part of an information fusion process, needs tools for 
representing and dealing with uncertainty in a machine interpretable manner. However, to 
date there are no tools available that can support such a consistent system 
development process. As the basis for this we start with presenting different 
classes of uncertainty. 

Uncertainty and imprecision 

Here we explain traditional approaches for dealing with: 

• Imprecision – Fuzzy Sets [Zadeh, 1965] 

• Uncertainty – Bayesian Networks [Jensen, 1996] 
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At a first glance, one may think that there is only one type of uncertainty in 
information but in fact there are several different types. In Table 1 you can find 
the translation (English – Swedish) of the most frequent terms used in 
publications discussing issues of uncertainty. 

Table 1. Translation of some common terms used when dealing with imperfect 
information. 

No. English   Swedish  

1 ambiguous  tvetydig 

2 inconsistent motsägelsefull 

3 incomplete ofullständig 

4 imprecise oprecis, onoggrann 

5 uncertain osäker 

6 vague vag 

 

In some cases it is possible to classify the type of uncertainty into one of the 
classes numbered one to five in Table 1. If there is no way to classify the type of 
uncertainty then we say that information is vague.  

By ambiguous we mean here that one term has several meanings. Inconsistent 
means that there are terms that are in contradiction to each other. Incomplete 
means that there is some data missing.   

The weakest form of uncertainty is the classification that information is vague. 
This case is more general than any of the other cases in table 2.  Unfortunately, 
there is no general consensus of what vagueness is.  However, “There is wide 
agreement that a term is vague to the extent that it has borderline cases. This makes 
the notion of a borderline case crucial in accounts of vagueness”, [Sorensen, 
2003]. Linguistically, vagueness can come to advantage when humans use vague 
descriptions to explain something without strain. For example if a person wants 
to answer the question where to park a car, he or she may answer “over there”. 
In computer terms “over there” could be hard to explain. However, for humans 
this way of communicating the information is natural and in most of the cases 
efficient. In plan recognition one of the important sources are text descriptions 
and interviews with domain experts that describe agents’ behavior occurring in 
various contexts. Those descriptions are often vague. We need methodologies 
that capture that knowledge in computer understandable and time efficient 
manner.  

[Menger, 1951] proposed to replace the set theory’s membership relation “∈” 
between an object x and a set A by the probability of x belonging to A. In 
contrast to ordinary sets he named these entities by “ensembles flous” and in 
English by “hazy sets” [Seising, 2005]. Later, in 1961, Zadeh relaxed the notion 
of probability of belonging by introducing the degree of belonging to a set. In other 
words each element x belongs to a certain degree to a set A. Since all 
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probabilities are subjective according to Bayesian theory, we can interpret an 
element’s degree of belonging to a set (in fuzzy theory [Zadeh, 1965]) as probability 
of belonging; however we are not obliged in fuzzy theory to interpret the degree 
of belonging to a set as a probability as is the case in hazy sets.  According to 
[Zadeh (a), 1965], fuzzy concepts relate to situations where the source of 
imprecision is not a random variable or a stochastic process but rather a class or 
classes which do not possess sharply defined boundaries. The approach of hazy 
sets and later fuzzy sets is a way to go when representing and quantifying 
vagueness.   

A subset of vagueness is imprecision. In the following example by [Smets, 1999] 
the difference between imprecision and uncertainty is explained in terms of the 
following statements: 

1. John has at least two children and I am sure about it. 

2. John has three children but I am not sure about it. 

In statement 1, the number of children is imprecise but certain. In statement 2, 
the number of children is precise but uncertain. Both aspects can coexist but are 
distinct. It is often the case that the more precise, the more certain, and the 
more imprecise, the less certain. The uncertainty aspect is more of a property of 
the reasoner. The imprecision aspect is more of a property of the data itself.  

Vagueness is a term often referred to as linguistic. A vague aspect of the 
example above could also be hidden at different semantic levels.  For example, 
what do we mean by the relation “child of somebody”? At a certain level this 
meaning is clear. However, that relation is vague at a deeper level, such as is the 
child adopted or not, or is the child an infant, teenager, or adult. 

To sum up, vagueness is about overlapping concepts. The problem of 
vagueness could be interpreted as a problem of extreme generalisation where 
border lines between concepts become unclear. Fuzziness is the imprecision of 
overlapping classes and it is an attempt to quantify vagueness. The term 
vagueness could be seen more as a linguistic concept while the imprecision 
aspect is more of a property of the data itself and is a special case of vagueness.  

Management of uncertainty by using Bayesian 
Networks  

Management of uncertainty is an issue related to uncertain, contradictory and 
incomplete information. Approaches to uncertainty management can be 
grouped, roughly, into three groups:  

1. numerical (quantitative) approaches 

2. non-numerical (qualitative) approaches 

3. hybrid approaches 
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Bayesian Networks (BN) is a hybrid approach that is quantitative but also has 
qualitative meaning, see [Doyle and Thomason, 1999]. Here, we use both 
aspects of BN. However, in this section we focus primarily on the 
expressiveness of BN as qualitative method. BN is a statistical modeling method 
used to represent uncertain causal relations between statistical variables. By 
using BN methodology it is possible to deal with uncertainty in a uniform and 
scientifically justifiable manner. The methodology has several potential areas of 
application within the IF and intelligence domains, for instance hypothesis 
management [Laskey and Mahoney, 2001], [Jones, Dennis, and Hunter, 2003], 
[Laskey and Laskey, 2002]; detecting threatening behaviours by insiders, 
antiterrorism risk management [Hudson, et al.] or probabilistic assessment of 
homeland terrorist threats [Laskey, 2002]. In Chapter 5, we will use BN as key 
methodology for tactical plan recognition.   

The graphical representation of BN is different from that of UML and uses 
nodes and arcs representation. The BN is thus a suitably labelled directed graph.  
Only one kind of relation between variables is described. This kind of relation is 
also called “influence relation” or “uncertain causal relation”.  

Each node represents a variable that can be either discrete or continuous. 
Variables and their states are represented by conditional probability distributions 
also called subjective probabilities. Bayesian Networks are also called belief 
networks since they describe our belief about the state of the variables. An 
advantage of BN is that our knowledge is implemented in a piecewise manner. 
We only have to “explain” how a particular node depends on its parents.   

 According to [Jensen, 1994] the formal definition of BN is:  

• A set of variables and a set of directed edges connecting variables  

• Each variable has a finite set of mutually exclusive states  

• The variables together with the directed edges form a directed acyclic 
graph  with variables as nodes 

• To each variable A with parents B1 … Bn there is attached a conditional 
probability table P(A| B1 … Bn) 

 Mathematically the BN defines a joint probability distribution over stochastic 
variables (X1.. Xn):  

                                   

where n is the number of the nodes in the network and Xi represents a 
stochastic variable no. i of the BN. The characteristic feature of a distribution 
defined by a BN is that the distribution of a variable Xi is conditioned only on 
its immediate (local) ancestors values, i. e. its parents par(Xi ). 

When we describe a time-dependent development of a situation we use Dynamic 
Bayesian Networks (DBN). A DBN consists of several layers of BN with the 
same structure. The additional influences in DBN are the variables of the 
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previous step(s) that influence variables’ values at future step(s). Note that the 
term “dynamic” means that we are modelling a dynamic system, not that the 
network changes over time [Murphy, 2002]. The variable values change over 
time but the network topology remains the same. 

Multi-Entity Bayesian Networks 

The problem of how to handle complexity arises when we want to model 
complex knowledge, where the BN becomes very large, with many state 
variables. When we model knowledge, a clear conception is required of how the 
system works. As the number of variables grows, the difficulty of envisioning 
such a model increases enormously [Pfeffer, 1999]. Therefore a process is 
required of classifying and describing relations between classes in a flexible 
manner. The concept of Multi-Entity Bayesian networks (MEBN), described in 
[Laskey, 2004], is a step in that direction. MEBN is based on separate graphical 
models. Those models are reusable pieces that during the process of situation-
specific BN construction produce a sequence of BN contextual variables. 
MEBN has the ability to absorb new facts about the world, incorporate them 
into existing theories, and/or modify theories in light of evidence. MEBN 
fragments, or network entities, specify local dependencies among a collection of 
related hypotheses. Consequently, they specify joint probability distributions 
over a huge number of hypotheses. These properties lead us to propose MEBN 
as the key methodology when designing flexible knowledge fragments for plan 
recognition. In Section 5.8 we explain how MEBN can be used for plan 
recognition.   

Fuzzy Set Theory 

Fuzzy sets are formalisms aimed to represent and to quantify imprecision. All 
humans have the experience of imprecise instructions such as: “Can you give 
me a little more sugar, please”. However, the representation of imprecise 
knowledge in a computer understandable manner may turn out to be a difficult, 
but manageable, process. “Most tactically-significant events require a more robust and 
flexible means of expression. This can be achieved by the use of fuzzy logic”, [Mulgund, et 
al., 1997]. Fuzzy sets is a generalization of conventional set theory. The 
conventional set, called crisp set, can be embedded into a fuzzy set.  

The idea behind fuzzy sets is to introduce a characteristic function, ΦM. Let us 
first explain the crisp case where the characteristic function is used to describe a 
crisp set M. The assumption is that A is a subset of a larger set, Ω, containing 
the states, x, of interest. 

 

1)( =Φ xM  if Mx∈  

0)( =Φ xM otherwise ( Mx∉ ) 
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The crisp set M can be represented by the function }1,0{:)( →ΩΦ xM . Φm 
equals one if x is a member of M or zero if x is not a member of M. In fuzzy set 
A, the fuzzy characteristic function, ΦA, can take all values in the interval zero to 
one. Set A can be represented by the function 

 

]1,0[:)( →ΩΦ xA  

 

i.e., the fuzzy function represents a degree of belonging to A. By using fuzzy set 
theory we can express the degree of belonging of a subject to an object. For 
example, instead of just expressing that a certain person is a member of an 
organization we can even express, by using fuzzy set theory, to what degree we 
believe that a certain person is member of the organization or not. 

In Figure 2 we depict a fuzzy function that represents a person’s membership 
degree of belonging to a certain organization. This membership degree depends 
on states x. A state can be a number indicating how often a person attends 
meetings. With )(xorgΦ  we denote the membership degree of a person, x, 
belonging to an organization, org.  

 

 

Figure 2 Fuzzy membership function with continuous values. 

 

Alternatively, in Figure 3 the function )(xorgΦ can be defined using qualitative 
(linguistic) states x, where x = {never, rarely, often, always} attends the 
organization’s meetings.  

)(xorgΦ  

X
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Figure 3 Fuzzy membership function with linguistic values. 

More advanced representations of fuzzy membership functions deal with 
problems where an attribute has more than one related property that depend on 
each other, see Figure 15. Such fuzzy functions are designated as a family of 
fuzzy membership functions, i.e. an attribute property can belong in various 
degrees to several related classes at the same time. For example, a car can, to 
various degrees, be red, but also contain some degree of blue colour.  

2.5 Discussion 

In systems based on traditional logic, representation and reasoning can only be 
performed in terms of true and false. Due to imprecision, concepts often overlap 
each other and a problem of discerning classes arises. In most real world 
situations we face different kinds of knowledge that can be uncertain and/or 
incomplete. In other words, we may be certain that some statements are true 
only to some degree. 

The structure of BNs explains the knowledge model in a qualitative manner; see 
[Doyle and Thomason, 1999].  Also, the results may be used for comparing 
hypotheses instead of expressing how probable they are. DBN are used in this 
implementation to represent our knowledge that is built-up in a piecewise 
manner. By using this kind of approach we obtain a better overview. The 
knowledge is transparent and the black box concept is avoided. BN seems to be 
a reasonable choice for representing uncertain military behaviour as well as 
uncertain military organizations, since this method combines uncertainty and a 

)(xorgΦ  

X 
Rarely Never  Often  Always 
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priori knowledge in a uniform manner. We can compare those models and 
facilitate the verifying process. As a result we get a more reliable BN and the 
modelling time decreases. 

Advanced information fusion systems need the ability to handle both the 
uncertainty and the imprecision of the representation, access, and retrieval of 
information. Systems that combine the power of probability theory with the 
flexibility of fuzzy set theory seem to be building components for future 
information fusion systems. However, this will require not only further 
theoretical work on different formal theories, but also further efforts in the 
efficient implementation of these theories, see [Boughanen et al., 2003]. 

However, like UML, OWL lacks the ability to express uncertainty. Recently, 
promising research in integrating uncertainty and ontology has been proposed 
by [Cesar, 2005]; in [Cesar, 2005] a language is introduced for integration of 
MEBN with OWL. In Chapter 5 we introduce a generic ontology for MEBN 
from the plan recognition perspective that could benefit from such conceptual 
structures that support uncertainty representation.  
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Chapter 3  
Modelling of doctrines for 
information fusion: A UML 
approach     

In this chapter we focus on understanding doctrines and their representation in 
the object-oriented language Unified Modelling Language (UML). We present a 
conceptual model of one part of the information fusion process and describe 
the role doctrines should play in this process. The aim is to supply information 
fusion processes with a priori knowledge, which in this case is knowledge about 
an agent or group of agents’ tactical behaviour. The models in Figure 7, Figure 
11 and Figure 12 are partly reused and modified from [Wallenius, 2002].   

3.1 Knowledge representation and 
doctrines 

One role of doctrines in the information fusion process is to prune the 
hypothesis space generated from sensor information; in this role doctrine 
knowledge contributes to improved situation awareness that is also known as 
Level 2 in the Joint Directors of Laboratories (JDL) model [Steinberg and 
Bowman, 2001]. Another role is to recognise plausible types of behaviours, 
plans, and connect them to prediction of hostile force state; here we say that 
doctrines contribute to Level 3 in the JDL model where hypotheses of the 
future are analysed.    

The benefit of using doctrine models is to supply information fusion processes 
with a priori knowledge, which in this case is knowledge about the agent’s 
(enemy’s) tactical behaviour and organisation. Furthermore, embedded 
simulations [Suzić, 2006] can use doctrine based models in conjunction with 
situation description to generate estimates about the future. However, doctrines 
are only one part of a larger a priori knowledge base which the information 
fusion process uses to combine with dynamic (sensor) information; for example 
in Chapter 5 we discuss types of agents that have non-existing or vague 
doctrines.  

There are two kinds of doctrines. One is descriptive and the other is prescriptive. 
The descriptive doctrine is more theoretical than the prescriptive, where 
methods and rules are specified.  We see prescriptive doctrine as a more 
convenient starting point when modelling doctrines. Doctrine can also be 
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divided into a hierarchy of levels from strategic to combat level. The higher in 
doctrinal levels we are the harder it is to describe them in a format that is 
suitable for computers. After a historical review considering the strategic and 
the operational level, the focus of doctrinal part of our study [Suzić (a), 2003], 
[Suzić (b), 2003] was the tactical and the combat technique level with a 
specialization to ground troops, armoured vehicles and to some extent infantry, 
on platoon and company level up to battalion level, see Figure 4 (the red 
triangle).  Additionally, bearing in mind that this is a methodology project and 
must be based on publicly available literature we used mainly unclassified 
Swedish doctrine publications, see [Smedberg, 1994], [ATK, 2002].            

 

 

Figure 4 Focus in doctrine study 

Our goal considering doctrines is to understand and represent doctrines in a 
structured manner with regard to uncertainty and information fusion process 
requirements.  

3.2 Doctrine  

Doctrine is a collection of knowledge about a military organisation. It gives advice on how 
military tasks should be solved; see [Pallin, 2002].  

Doctrine is divided into the following levels: strategic, operational, tactical and 
combat technique. The fact and the trend is that doctrine levels overlap more 
and more with each other. Operational level is about coordination of operations 
between different types of units, e. g. combined action of navy and aircraft 

Strate
gic 

Operational 

Tactical  
Air  F.    Ground Forces  Navy      

            Combat technical   

                          Tank units  
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forces. On the tactical level one studies the single battle as well as coordination 
and effects of using different military units; see also [Smedberg, 1994]. On the 
combat technical level one studies how technology is used in battle and basic 
unit behaviours.  

3.3 Doctrine as a priori source of 
knowledge for Information Fusion 

Changing doctrines takes time and therefore doctrines are assumed to be ”rigid” 
for long time intervals, see [Pallin, 2002]. We find the modeling effort motivated 
of the doctrines in information fusion as source of prior knowledge.  However, 
due to linguistic vagueness it is hard to model doctrines. We find that doctrines 
at (combat) tactical level are less linguistically vague than doctrines on 
operational level. Due to increased uncertainty, when modelling doctrines for 
information fusion processes, the first step should be to make models for 
tactical behaviour before and after the battle. Moreover, there are many 
unpredictable factors that can play a decisive role in warfare. An important 
observation made during the study [Suzić (b), 2003] is that uncertainty increases 
dramatically as soon as the first shot has been fired. Therefore it would be 
difficult to make battle models which give precise predictions of the enemy’s 
course of action, i.e. the plan that is most likely. 

In general terms, we understand information fusion as the process of combining 
information and inference to obtain improved state representation, estimation 
and prediction, see also [Steinberg and Bowman, 2001]. In military applications, 
the main challenge is to represent knowledge about the enemy in a dynamic and 
uncertain environment, i.e. in the fog of war [Clausewitz, 1976]. Doctrine 
knowledge should be a building block, part of a priori knowledge about the 
opponent, in a future information fusion system. An example how doctrine can 
be used is presented in [Matheus, Kokar, and Baclawski, 2003] where the 
doctrine description (knowledge) is conceptually seen as the specialisation of a 
situation object. The collected data/information can be anything from sensor 
information and terrain description to knowledge about tactical behaviour of 
the enemy given the knowledge about his doctrines and current observations, 
see [Cantwell,  Schubert, and Svensson, 2000]. Some examples of what the 
world state can contain are:  agent’s position, type of agents, their plans and 
prediction of their states such as position. 

The role of doctrines in the information fusion process is to: 

1) Prune the hypothesis space generated from the sensor information and 
obtain more certain information (Level 2 in JDL) 

2) Recognise types of behaviours i.e., certain plan alternatives, and connect them 
to prediction of the state (Level 3 in JDL) 

The process depicted in Figure 5 is assumed to consist of agents who store and 
emulate different behaviours on different aggregation levels. Each agent 
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represents a military unit which can consist of other subunits. It is important to 
be able to build such a hierarchy in a consistent and reusable way. Agent one is 
in this case a platoon but it can be a company or any other type of agent.   

 

 

 

Figure 5 One conceivable way of using doctrine models in information fusion 

  

 

The goal of this process is to: 

1) Collect all relevant sensor data and information  
2) Combine this information with a priori knowledge, e. g. terrain, doctrines 

(behaviour models), performance of vehicles etc.    
3) Represent improved estimates of world state of interest (situation 

assessment) 
4) Predict the most likely course of the agents’ actions and connect them to 

the most probable and most destructive outcomes (impact analysis). 
Connect those results to situation analyses when new sensor reports 
arrive. 

 
A part of this model is exemplified in Chapter 6, where embedded simulations 
are aimed to support information fusion.   

 Agent based simulation  
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3.4 Plan and Doctrine  

To be able to automatically recognize behaviour, current plan or activity, we 
need models that describe a planning process including organization, rules of 
engagement and environment interaction, in a structured, generic and flexible 
manner.   

The example in Figure 6 shows how doctrines are related to other doctrines and 
how methods and rules are related to doctrines.  

 

                                                       

Doctrine

Methods

Rules

1

0..*

 

 

Figure 6 Doctrine hierarchy 

 

 

Figure 6 says three things about class relations. The first one is that one doctrine 
consists of other (zero or more) doctrines. The second relation says that 
methods are specialisations of doctrines and finally the third relation says that 
doctrine rules are specialisations of methods.  

For example, the operational doctrine consists of Air Force doctrine, Navy 
doctrine and Ground Force doctrine. The method of deception is a subset of 
operational doctrine. Final examples are the prescriptive rules which specify 
how deception should be performed on the battlefield. 

In this chapter, we consider the planning process from (hostile) agent’s point of 
view, i.e. we consider this kind of problem as a special case of the agent 
planning problem under uncertainty in artificial intelligence; see [Russel and 
Norvig, 1995]. 

Agents plan and perform different tasks in an environment. There are also 
different hierarchies of agents in the information fusion process, like battalion, 
company, platoon etc. We used as our basis a generic model of command and 
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control presented in [Wallenius, 2002]. We added some aspects of interest from 
plan recognition point of view and subtracted other details which were of less 
interest for this kind of study, see Figure 7.  In particular we added classes such 
as doctrines, environment and restrictions and utility based 
rules. Moreover, our model follows UML notation in a strict manner while 
[Wallenius, 2002] does not.  

 
                      

 

Figure 7 Planning, doctrine and environment 

 

 

As we see in Figure 7, environment rules and doctrine rules are subsets of more 
general rules in an agent planning problem.  Utility-based rules represent all 
rules that are not described in manuals but are (frequently) used. We say that 
utility-based rules are more specific for a particular situation, i.e. they are explicit 
and do not necessarily follow organizational (doctrine) restrictions. Additionally, 
some military or paramilitary organisations lack known doctrine rules. On the 
other hand doctrine rules are more general and a subset of doctrine rules is 
expected to be applied considering key factors such as environment, type of 
opponent, resources and superior goals. Plan and task assign role to agent(s) 
that has to solve the task; an example of role can be a commander of a military 
unit. In order to solve the task and execute the plan a role has to use resources. 
The role can be part of a larger plan and be subordinated to a resource, e.g. 
platoon member is subordinate to platoon.  
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3.5 Representation doctrines on combat 
tactical level           

Our approach of knowledge modelling is bottom up. Here we use tank units to 
exemplify some of the doctrine rules at the combat tactical level.  

Each single agent is constrained by its doctrines and (current) surrounding 
environment. Depending on environment it is more likely that an agent will use 
certain doctrines. Physical conditions such as top speed of the agent, visibility, 
cover, weather, carrying and maneuverability in certain type of a terrain restricts 
the agent and thereby our hypothesis space on what the agent is doing is 
pruned. For example, the hypothesis, “tank (agent) is on the hill” could be less 
likely due to slopes around the hill that are steeper than a certain number of 
degrees, see Figure 8. Here we show some physical restriction on a tank agent. A 
slope higher than 30o is hard to overcome for a tank.  From Figure 8 we can 
derive a number of physical rules when modelling a representation of a tank 
agent.  Those rules can be incorporated in an agent model. For example, given 
position of an agent, passability and the terrain information we can estimate if 
the agent can pass certain obstacles or not. Physical rules are modelled as BN, 
see Section 5.4, and as state transition model, see Section 5.9.    

 

             

 

Figure 8 Passable terrain for tanks (source: [Försvarsmedia, 1991]) 

 

 

Doctrines are used as the common understanding and working basis to 
coordinate actions within a group of agents. Such doctrines could be seen as 
guidelines or in some case even recipes on how to accomplish or deal with a 
certain type of task. Different kinds of ground troops have different mobility, 
different types of technical equipment and different formations (see Figure 9 
and Figure 10). We see formation as a subset of behavioural (doctrinal) spatial 
patterns that can be modelled.  
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Figure 9 Battle Line  

 

 

 

 

 

 

 

 

 

Figure 10 Battle Triangle 

 

 

Both (spatial) patterns “Battle Line” and “Battle Triangle”, differently 
constrained by the terrain, give support for the hypothesis, plan alternative, of 
attack. In Figure 11 we see a tank platoon model in UML where textual 
knowledge from [ATK, 2002] has been an important source. Some attributes of 
interest (aspects of interest) are presented. Note that class resource and role are 
the same as from model in Figure 7 and Figure 12.  
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Figure 11 UML model of a platoon 

   

 

As we see, one platoon consists of tree or four groups, one platoon commander 
and one deputy commander. The platoon has an attribute formation with 
possible values column, battle column, battle triangle, battle line. Platoon is an 
organisation. The subset of an organisation is a class of technical artefact which 
contains attributes that correspond to the technical equipment of the platoon in 
this case. 

3.6 UML tank company model  

Given information about environment, force balance, adversary’s position, 
information about presumptive targets, capabilities and other properties that 
have influence on military behaviour we can say that some behaviours are more 
probable to occur in some situations. UML has a good expressive power for 
classification. Class diagrams in UML give good overview but we cannot say 
anything about the probability that a given class, in this case a class describing a 
particular behaviour, will occur. E. g. we found it difficult to express by using 
UML how a class representing frontal attack behaviour of some hostile military 
unit is likely to occur given the information that we are close to the enemy and 
the fact that visibility is good. In some cases certain classes are irrelevant and in 
other cases they are important.  
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To describe a class model in UML we first identify classes of interest. After 
performing this step we describe relations between them. Consequently, we 
make a generic structure that can be used for implementation for different 
purposes. Relations between attributes of different classes cannot be 
represented in UML class diagrams. Instead, we specify relations between 
different classes. On the other hand, the advantage is that the principle of 
encapsulation makes it possible to build implementations that have parts which 
are more autonomous, objects in UML. In BN, instead of attributes we have 
variables. A limitation of BN is that of having only one relation that is called 
“uncertain causal relation”. However, this limitation has the advantage that this 
relation has clear mathematical (statistical) meaning in contrast to UML descriptions 
that could be ambiguous.   

Figure 11 shows a UML model of a platoon. The Platoon has an attribute 
Formation with four possible values: “Lead”, “Battle Line”, “Stepped Formation” 
and “Battle Triangle”.  This variable, attribute in UML, will be represented in 
our BN model with corresponding values. By extending the model of 
[Wallenius, 2002] depicted in Figure 7, we show in Figure 12 a company model. 
This model also represents the relation between company class and platoon 
class hence obtaining a hierarchical representation. 
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Figure 12 Company description with UML 

 

 

It is not enough when modelling military doctrines to describe relations between 
different units, their roles, which resources they are part of, and which resources 
are put to their disposal.  Military behaviour is an important part of doctrines 
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that is not part of the model. In concrete situations there is a list of the military 
behaviours/plans to be executed, see Figure 7.  

Part of the model in Figure 7 is also the environment, which plays an important 
role when making plans. It is regarded by military commanders both as an 
opportunity and as restriction, see [Bogland et al., 2006], when executing plans 
that lead to eventually desired effects.  

The way of executing actions or plans (doctrines) is strongly related to the kind 
of environment where military forces, agents, are acting. Information on 
passable roads and terrain which gives better cover is important in the 
information fusion process in order to minimize the number of hypotheses 
generated by sensor data. If structured in intelligible way, information about 
hostile formations, terrain and information from other sources gives us a clue to 
hostile force plans.    
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Chapter 4  
Effects Based Analyses 

As mentioned earlier, this thesis work is focused on levels in the JDL model that 
are predictive situation assessment and consequence analyses. The consequence 
analyses are put into a greater context called EBO. And a part of EBO that is 
interesting particularly here is effects-based analyses.  

EBO is a new way of thinking where desired effects (higher order goals at 
strategic level) are put in focus when planning, executing, and assessing military 
operations. EBO forces decision makers to look at outcomes and their 
explanations more than actions taken [Smith, 2002], [McCrabb, 2002], [Ho, 
2004]. According to U.S. Joint Forces Command, EBO is a process for 
obtaining a desired strategic outcome or “effect” on the enemy, through the 
synergistic, multiplicative, and cumulative application of the full range of 
military and non-military capabilities at the tactical, operational, and strategic 
levels. EBO considers effects beyond tactical goals and may facilitate the 
consideration of conflicting interests. By effect is meant change of state 
(physical of behavioral) that results from actions. A number of effects leads 
eventually to satisfaction (achievement) of one or more (sub-) goals. 

An alternative definition of EBO is according Paul Davis: 

”Effects-based operations are operations conceived and planned in a systems framework that 
considers the full range of direct, indirect, and cascading effects, which may – with different 
degree of probability – be achieved by the application of military, diplomatic, psychological, and 
economic instruments.”[Davis, 2001].   

EBO comprises four fundamental aspects (summarized more in detail in [Smith, 
2002]): 

o Planning (EBP) 

o Execution (EBE) 

o Assessment (EBA) 

o Knowledge Base Development (KBD) 
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Also, the careful analysis of the extent to which effects are expected to occur 
plays an essential part in the EBO concept. Accordingly, there is an emphasis on 
the mechanisms describing the causal relationships between actions and achieved 
effects, see Figure 13. Several previous authors have discussed methods to 
perform such an analysis for EBO planning [Wagenhals et al., 2003].  

 

            

 

Figure 13 UML class relation between actions and effects via mechanisms 

 

Figure 13 we describe the most significant relations of effect based analyses in 
UML; we say that mechanisms consist of plans of own forces, other (agents) 
plans and the environment in which they act; and we say also that mechanisms 
eventually lead to effects.  

In this thesis we take advantage of effects-based analyses when: 

1) Modeling and recognising adversaries (agents) plans, in Section 5.5 and 5.6.   

We assume that the behavior of the enemy can be modeled using an EBO approach. Thus, we 
assume that there are relations between the plans that the enemy follows and their effects, even if 
the enemy does not consciously plan according to the EBO process.   

2) Introducing methodology for situation management in planning (EBP) and 
execution (EBE), see Chapter 6.  

Situation Management is enhanced by the use of on-line simulation based what-if analyses. It 
is later used to support our tactical commander’s decision making by modeling the context 
dependent mechanisms.  

 



 35

Chapter 5  
Multi-Agent Plan Recognition 

5.1 Introduction to Plan Recognition  

Plan recognition is the term generally given to the process of inferring an agent’s 
intentions from its actions, see [Cohen, Perrault, and Allen, 1981] and [Kautz, 
1991]. The representation that plan recognition offers is a rich and highly 
interrelated description that explains an aspect of agent’s/agents’ state, predicts 
goals and future actions of the agents.      

Recognition of plans can be classified in different ways. One of these ways is to 
classify plan recognition as intended or keyhole recognition [Cohen, Perrault, and 
Allen, 1981]. Intended plan recognition is one of the classifications where an 
agent deliberately structures its actions to make its intentions clear to other, 
friendly agents; e.g. coordination of agents by plan recognition [Huber, Durfee, 
and Wellman, 1994]. Here, we deal with hostile agents that try to hide their 
plans as long as possible (keyhole recognition).  

In general, we consider plan recognition as the process of deriving hypotheses 
about agent’s actions.  

Previous approaches took only one hypothesis as the guess on agents plans 
[Brémond and Thonnant, 2002], [Fu, Remolina, and Eilbert, 2003], [Mulder and 
Voorbraak, 2003], [Pearce, Heinze, and Goss, 2000]. Such unilateral approaches 
may not produce reliable results in applications where several types of 
uncertainties exist. To achieve improved reliability a user should be offered 
more than one hypothesis by plan recognition. The 1990’s advances in 
probabilistic methods in AI initiated research in stochastic plan recognition [Bui, 
Venkatesh, and West, 2002], [Saria and Mahadevan, 2004], [Goldman, Geib and 
Miller, 1999]. Employing probabilistic methods in AI has made it possible for 
plan recognition to support quantitative decision making and handle the 
problem of grounding belief in sensed experience, see [Kautz].  

5.2 Assumptions in our approaches  

“Battle space is an abstract notion that includes not only the physical geography 
of a conflict but also the plans, goals, resources and activities of all combatants 
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prior to, and during, a battle and during the activities leading to the battle” 
[Cohen et al., 1998].      

Our application area is the military domain for both (classical) military ground 
forces and military operations other than war.  

Plan recognition methodologies that we introduce here deal with: 

• Knowledge representation in statistical manner 
• Uncertain observations  
• Imprecise prior  
• Terrain representation           

 

We represent our prior knowledge in a statistical manner by using DBN 
[Murphy, 2002].  Due to the fog of war and limited sensor capabilities, 
observations are assumed to be uncertain. This uncertainty is represented by our 
observation model in Section 5.4 and as particle filter in Section 5.9.  Moreover, 
there exists uncertainty whether or not the outcomes of actions of the agent 
reflect its true intent (war frictions). Knowledge about agents is imprecise and 
suffers from linguistic vagueness. We found use of the concept of fuzzy set 
theory [Zadeh, 1965] to be valuable. Fuzzy sets are used to model imprecise 
knowledge, see Chapter 2 and combine it with sensor data, making the data 
situation (context) dependent. The resulting information from fuzzy 
membership functions is entered into a DBN. In Section 5.4 we explain this as a 
part of the problem of terrain representation. It can be difficult to represent 
terrain for plan recognition in a tractable manner. Instead of representation of 
each terrain part with a Bayesian node (as in [Bui, Venkatesh, and West, 2002]) 
we use fuzzy membership functions to translate terrain data to contextual 
(relevant) information for plan recognition. This enables reusability and 
provides a generic approach for plan recognition. 

In order to focus on plan recognition, in this work we do not deal with the 
classical identification and association problems that are primary functions on 
level one of the JDL model. The stochastic nature of plans is derived from the 
fact that we do not have full knowledge about the enemy and his actions. This 
implies that military commanders should not only pay attention to the plan with 
the highest probability but to all plans that have a significant probability to be in 
use. The automatic process of plan recognition is performed for each new 
observation. The process is on-line and involves many agents (units) acting 
together.  

In Section 5.4 and 5.9 we focus on plan recognition application where a hostile 
tank company acts. In Section 5.5 we focus on plan recognition in urban 
environment, while Sections 5.6 and 5.7 discuss plan recognition on rioting 
groups. In this thesis we introduce the following types of plan recognition with 
its corresponding assumptions:  

• On-line multi-agent stochastic plan recognition , see Section 5.4 
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Here, we assume that we can model the most important indications (we have 
some plausible doctrine, prior, knowledge about agent’s behaviour) to 
abductively draw conclusions about agents’ plans.    

•  Capability based plan recognition, see Section 5.5 

The assumptions are that our prior knowledge about agents’ behaviour is 
vaguely known or unknown but we have information about agents’ 
capabilities.    

• Effect based plan recognition using embedded simulations, see Section 
5.6 

By using a swarm intelligence approach [Bonabeau et al., 1999] here we 
assume that we are able to capture enough knowledge about agents’ basic 
(most simple) interactions that lead us to conclusions about emerging 
(global) behavior.   

• Modeling Agents (pro-active) Response, see Section 5.7 

The assumption here is that we are able to model agents’ utility preferences 
and its performance modifier functions [Cornwell et al.,  2002]. 

• Generic model for tactical plan recognition using MEBN , see Section 5.8 

Here we assume that the combined plan recognition model (a model that 
combines approaches described in Sections 5.4-5.7) is consistent.  

• Bayesian Robust Plan recognition, see Section 5.9 

In the approaches 5.4-5.7 we assumed a unique, uni-modal, qualified guess on 
agents’ states. Here, we relax this assumption by using particle filter [Doucet, 
Freitas, and Gordon, 2001] that is able to represent a multi-modal state 
distribution. Usually in robust Bayesian analyses [Ríos Insua and Ruggeri, 
2000] the assumption is that within a convex hull of probability distributions 
there is a true state. However, here we relax this assumption.  

5.3 Soft computing method for plan 
recognition: DBN and Fuzzy 
membership functions  

Plan recognition aims to detect which plans an agent or group of agents are 
executing by observing the agents' actions and by using a priori knowledge about 
the agents in a noisy environment. Methodology for plan recognition belongs to 
soft computing in computer science [Karray and de Silva, 2004].   

Soft computing is a kind of calculations that are “tolerant” (unlike conventional 
computing) to incompleteness, uncertainty and approximation. We see our 
generic model for plan recognition as a soft computing method that combines 
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Bayesian statistics and fuzzy membership functions. The latter have the task to 
connect observation data to DBN by entering context relevant evidence. 

Plan recognition can be viewed as a classification problem: which plan is being 
executed? Therefore techniques such as neural networks which are often used 
for classifications could be applied. However, the use of symbolic methods is 
preferred since we can use abstract representation of intentions and subjective 
knowledge. Moreover, (fortunately) wars do not occur very often and the 
subjective knowledge becomes a more informative source than historical data (a 
source of modeling knowledge more suited for neural networks), so symbolic 
representation is probably more suitable.  And, neural networks demand large 
data sets to be trained.  

Here, we propose use of DBN as the basis for plan recognition reasoning 
(inference). There are several reasons. The first one is that DBN represent 
uncertainty in a structured and piecewise manner. By representing knowledge 
with a BN we can define large probability distributions. The second reason is 
that BN provides a transparent knowledge representation model. This implies 
that we are able to modify a part of the DBN, changing a direction or changing 
a local distribution, without being forced to change all nodes. This facilitates 
knowledge reuse. Finally, the DBN also provides a qualitative knowledge 
representation by envisioning the causal structure between nodes; see [Doyle 
and Thomason, 1999]. 

Doctrine (behaviour) knowledge is usually described in textual (free format) 
form. Linguistic impreciseness provides the elasticity to conserve a family of 
models capable of capturing the essence of the problem. However, 
representation of imprecise knowledge in a computer understandable manner 
may turn out to be a difficult process. Therefore when modeling a priori 
knowledge from textual documents it is hard to describe all aspects of 
knowledge properties.  

Fuzzy membership functions have turned out to be a useful method to 
transform sensor data to classes based on incomplete, empirical knowledge even 
in other applications [Mulgund et al.,  1997]. The parameter space in fuzzy set 
theory is vague which enables context based representation, see Chapter 2. To 
represent (empirical) behavioural a priori knowledge that is imprecise we use a 
family of fuzzy membership functions also in our plan recognition model. In 
fuzzy logic we are taking impreciseness into account. For example, we can 
express even to which degree an attribute has its property, i.e. belongs to certain 
class.  Those functions that express such degree are called fuzzy membership 
functions. We see fuzzy membership functions as a tool to translate observation 
data to evidence for DBN. This translation of context independent imprecise 
data to context dependent data (information) is the main advantage of fuzzy 
membership functions, for our purpose. Corresponding classes are represented 
as states in DBN’s nodes.  
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5.4 On-line multi-agent stochastic Plan 
recognition: a model in ground 
applications 

Here, we introduce on-line multi-agent stochastic plan recognition. It should be noted 
that in [Suzić (d), 2003] we used the word “policy” instead of the word “plan” 
following terminology of [Bui, Venkatesh, and West, 2002]. 

The issue is how to recognise certain military behaviours of the opponent. 
Using the movement pattern, speed, weather, terrain, distance to presumptive 
target (expected driving time), etc., it might be possible to fuse the acquired 
knowledge about the enemy and use it in plan recognition. The advantage would 
be that military commanders having better knowledge about the enemy’s 
intentions will be able to act earlier. By using the knowledge about hostile force 
doctrines and fusing this knowledge with sensor information we can recognise 
certain military behaviours of the hostile force. Our aim is to demonstrate the 
statement above in a proof-of-concept model.  More specifically, we have 
implemented a hostile company multi-agent model, on three decision levels. 
This work uses a DBN model to represent our beliefs about hostile force units.   

By plan recognition we want to answer the question what an agent or group of 
agents is doing. In Figure 14, plan node (Pn) (hypothesis node) represents our 
belief about what a certain agent on decision level n is doing. The hypothesis 
space is spanned by a priori knowledge about the agent. This space contains 
discrete plan alternatives specific for decision level n. By abstraction level, n, we 
mean the level of discernment interesting for the current user (military 
commander) and/or the decision level in the opponent’s structure.   

Given a certain plan alternative the knowledge about what we are expected to 
see, i.e. which states we are expected to observe, is encoded. That is the reason 
why we say that plans or certain behaviours cause state change (Sn). For 
example, it is possible to represent support, knowledge, for the hypothesis 
“agent is angry” if this agent is screaming and throwing things around, i.e. 
causes change of state. A tactical military example could be that alternative attack 
causes certain (generic) changes in (agent’s) state such as regrouping into certain 
patterns.  
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Abbreviations list  
Abbreviation Explanation  
N Abstraction/decision level 
Pn, t Plan node containing (discrete) alternatives (attack, march, …)
Sn State node (terrain,  visibility, doctrinal nodes such as formation) 
On Observation node containing observations of state nodes 
FBn Force balance node with states “Stronger” or “Weaker” 
AOM Agent observation model (AOM) that partly models of agent’s 

observation capability   
Pn, t-1 Plan at previous time step (t-1) 
 

 

Figure 14  Plan Recognition Model 

 

 

In DBN, like in BN, we use conditional probabilities. Our a priori knowledge is 
about what is the distribution of probable states, given plan alternatives 
P(State|Plans). For tactical plan recognition we use knowledge about temporal, 
spatial and pattern properties. Doctrine manuals, terrain properties, weather 
conditions, formations, and expected time to impact are nodes supposed to be 
represented in DBN and are classed as State and State-Plan a priori knowledge.  

Force Balance node (FBn) takes capabilities between opponents into account. Its 
states are {Stronger, Weaker}; there is a greater probability that an agent will 
attack if it is stronger than if it is weaker. Expected losses and how much an 
agent would gain by executing certain plans is a trade-off that is modelled in this 
manner. The plans which an agents chooses to execute can also be influenced 

  Sn   Pn  FBn   On 

 AOM

  Pn, t-1 
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by the prospect of his being discovered by us. To trigger attack behaviour, the 
agent (opponent) has first to discover our forces.  Therefore in our 
implementation we also build a limited model that represents hostile force 
ability to observe us, which we call enemy (agent) observation model (AOM). In 
our implemented model we assume that the discovery probability depends only 
on the distance from the enemy to our forces and on visibility.     

Some states are easier to observe than others. With our state-observation 
relation we model the degree of trust in observations given states,  
P(Observations|States). Observations can be positions or aggregates containing 
patterns. As an example, we can state that one type of unit formation has lower 
probability to occur when maneuverability is bad, see also “The Movement-
Analysis Challenge Problem” in [Cohen et al.,  1998]. Fuzzy functions take as 
input enemy’s tank positions, position of our forces and terrain data. The 
outputs of those functions are the probability distributions over the variables 
Cover, Distance, Tank Plan, (Platoon) and Tank Maneuverability. This operation is 
performed for each tank. The uncertainty about the observations takes into 
account how the information of the pixels representing the terrain of interest 
should be weighted. In our example we used a simple approximation of the 
rectangular distribution over each position. More advanced representations of 
fuzzy membership functions deal with problems where an attribute has more 
than one related property that depend on each other.  

 

 
 

Figure 15 Formation fuzzy function 

 

 

In Figure 15, we see a family of fuzzy membership functions of attribute tank 
platoon formation. To the left we see a fuzzy function representing formation 

 

 

Tank platoon’s 
formation (a 
family of fuzzy 
membership 
functions)  

                                 Formation Angle 
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type, attribute property, “marching formation”. In the centre we see a fuzzy 
function of “stepped formation” and on the right we see a fuzzy function of 
“battle line formation”. Formation angle relative to its moving direction is 
calculated by using observations of tank positions. For each angle we obtain a 
distribution of degrees of belonging to a certain formation. This distribution is 
entered into a Bayesian node Formation and it is interpreted as a subjective 
probability distribution of states, i.e. each state corresponds to a fuzzy 
membership function. 

Finally, the temporal (dynamic) aspect is represented as a previous guess of what 
the agent was doing (Pn, t-1). This means that the current plan estimate is 
influenced by previous plan estimates. 

If we compare this ground troop model, in Figure 14, to the generic case in 
Figure 28, the following similarities are evident:  

1) Force balance (FB) in the ground troop model can be interpreted as part 
of (specialisation of) “precondition state” in our generic case that is the 
base material for making plans 

2) Agent observation model (AOM) can be interpreted as part of “Enemies 
capability of observing us”. The better capability of observing us and 
other entities the better becomes (hostile) agents’ situation awareness.  

3) The “influenced states” have the same meaning as the states (Sn) in the 
ground troop model. However, there is a difference regarding causality. 
The patterns (states) that we observe are influenced by plans at the 
previous time step in the generic model, while according to the ground 
troop model the state is influenced by the current plan (Pn). 

Simplified hierarchical representation of the 
implemented DBN for plan recognition in a ground 
application case 

We have implemented a hostile company model, a multi-agent model, in 
MATLAB using K. Murphy’s BN package [Murphy]. The BN representation of 
a hostile company’s organization is visualised in Figure 16 and a simplified DBN 
model description is presented in Figure 17.    

Our implemented model of a hostile tank company is hierarchical, 
corresponding to a hierarchical plan structure. The company consists of three 
tank platoons, each platoon containing three tanks. For each level there is a 
certain set of plans that are influenced by the higher level plans. The simplest 
plans, the atoms, consist only of a set of actions. In this example the simplest plan 
is the tank (group) plan. More complex plans consist of other plans, also 
referred to as sub-plans, or a mixture of sub-plans and actions. Higher level plans 
influence lower level plans down to their action atoms. The plan hierarchy, with 
its decision levels, is represented by the DBN. The plan for each agent (hostile 
unit) is represented as a DBN node. The simplest plan is on tank (group) level, n 
= 0.   
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Tank i’s plan variable, πn = 0,i=1..3, has the following discrete states: 

πo,i  = <agent i is moving in the direction of our own force, agent i is moving in the 
direction opposite to our own force, agent i is moving in neutral direction> 

On the next level we have the plan of the tank platoon i at level n = 1: 

πn=1,i  := <attack, defence, reconnaissance, march> 

Finally on the top level we have the plan of the tank company at level n = 2: 

πn=2,i  := <frontal attack, frontal attack and flange attack, defence, delay battle, march> 

In Figure 16 we show a Bayesian network representing the plan hierarchy model 
of a hostile company. 

 

              

Figure 16 Plan hierarchy (Company organization model) 

 

 

An additional reason for using this modelling approach is that this model 
follows military hierarchy; commanders give orders to their subordinates who 
are superior at the next level. Moreover, a DBN with a proper description offers 
flexibility beyond hierarchical modeling in a consistent manner. 

 

π 1,3  π 1,2 
π 1,1  

π 0,2 π 0,3 π 0,1  … … 

π 2,1 
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Figure 17 Company Model: aggregated version 

 

 

In Figure 17 the multi-agent plan hierarchy consists of the plan of the company 
at the top level, the platoon plans at the next level and finally the tank plans. 
Our DBN modelling approach is that the company plan causes change in 
platoon plans, which in turn cause change in group (tank) plans. One of the key 
variables that reveal agent plans is their formation, i.e. the spatial pattern they 
form. It is represented as a Bayesian node in the network. According to doctrine 
manuals, when the enemy has the intention to attack it usually attacks in battle 
line formation. When transporting to a certain destination the agent (enemy) 
moves in “march formation”. One of the factors that have influence on building 
a formation is the current terrain. When the platoon maneuverability is bad the 
enemy will not have the opportunity to attack in battle line and the probability 
of the formation type battle triangle increases. The probability that the enemy is 
performing reconnaissance increases when he is moving in a stepped formation. 
In a related approach, [Andersson, 2003] described classification of aerial 
missions using kinematic data.    

According to our model, the variable Observed Formation, grey node in Figure 17, 
depends on the actual formation. Due to environmental obstructions, uncertain 
observations and possible agent’s coordination problems we are not always able 
to observe its formation pattern. It is the rule rather than the exception that the 
enemy’s formations do follow the geometrical properties described in the 
doctrine manuals in exact and precise manner. Therefore we implemented a 
fuzzy function in MATLAB that takes the estimates of the tank positions as 

 Company plan  Company Formation 
     Discovered 

     Platoon one plan 

 Platoon     
formation 

 Observed 
platoon 

formation 

Platoon 
model  

. . .  . . .  

    Maneuverability 

     Previous company plan
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inputs and returns as output the distribution of the fuzzified formation’s values. 
The result is entered as soft evidence in the variable Observed Formation. By Bayes 
rule it has influence, backwards, on the value Formation.  

To achieve tactical superiority on the battlefield, tanks maneuver very often. 
That implies for our modeling approach that we do not connect nodes 
representing tank plans over time, see the nodes Previous company and platoon 
plans. We connect platoon plans and company plan over time because of their 
higher inertia than the inertia of tank plans (actions); if the whole company is 
attacking at one time step there is a significant probability that the company will 
continue to execute its plan alternative attack in the next time step. 

Scenarios, simulation and results 

We have visualized the movement of a simulated hostile company unit. In the 
beginning of the scenario used in this simulation, the tanks are marching in a 
neutral direction. The company is not spread over a vast area and the distance to 
our forces is initially large. Fuzzy membership functions take as input agent’s 
(enemy’s tank) positions, position of our forces and terrain data. The outputs of 
those functions are the probability distributions over the variables Cover, 
Distance, Tank Plan, (Platoon) Formation, Company Formation and Tank 
Maneuverability. This operation is performed for each agent (tank). The 
uncertainty about the observations takes into account how the information of 
the pixels of interest should be weighted. Each agent (tank in this case) position 
estimate is associated with uncertainty. In our example we used a simple 
approximation of the rectangular distribution over each position.  

In time step two observations about current positions and direction of the 
enemy arrive, see Figure 18. We performed the computation of plans for the 
company and the platoons on-line and the results for this step are documented 
in Table 2. 
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Figure 18 The Enemy Company is Approaching (Red boxes symbols represent 
tanks) 

 

Table 2 Company, platoon plans and plan estimates 

Most probable and least probable plans (a snapshot of the 
situation shown in Figure 18)   

 Most probable states 
(Probability %) 

Least probable  

(Probability %) 

Company 
Plan 

March (47 %)   

Flange attack (21 %) 

Defence (3 %)   

Platoon One 
Plan  

March (80 %)   Defence (5 %) 

Platoon Two 
Plan  

March (70 %)   Defence (7 %) Attack (8 %) 

Platoon Three 
Plan 

Attack (90 %) Defence (0.5 %) March (1 %) 
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The probability that the enemy company has discovered us is 33 %. The most 
probable state of platoon three, according to Table 2, is attack. The explanation 
is that this platoon is approaching in the direction towards us. However, the 
most probable state of the company plan is march. This is the result of weighting 
with other nodes including the two other platoon plans. It is usually difficult to 
infer intentions of a single tank if this unit is not viewed in a greater context 
such as platoon or company.  

After some time observations are received. The enemy begins to approach and 
then passes by.  The movement and formation pattern indicates that the enemy 
has not discovered us although the distance is short.  Thus, the most probable 
hypothesis is that the hostile force is performing march (with probability 98 %). 
The most probable platoon two plan is march and is 97 % in this case. But for 
platoon three there is a probability of 44 % that the platoon will attack us and 
only 27 % probability that this platoon is marching. The probability that the 
enemy company has discovered us in this time step (time step = 6) is only 7 %. 

5.5 Capability based plan recognition 
(CBPlR) 

In this section, we concentrate on the problem of determining possible plans of 
actions for the agents based on what capabilities that they are seen to have. 
Capabilities can be seen as a resource of some kind that is at the right place and 
time (i.e., in the right context) to be used. The simple idea is:  by looking at what 
equipment the enemy is bringing, we can infer what their plans are. For example, if we in a 
riot situation see a group of people with a grenade-launcher, it might be 
reasonable to conclude that their aim is the presidential palace, since the 
grenade-launcher can be used to attack it even though it is surrounded by walls 
and a garden. This simple example illustrates the importance of the context in 
which we see a particular resource. If there is no appropriate target for a 
grenade-launcher in the area, then the presence or non-presence of it tells us 
nothing about the enemy’s intentions. Capabilities have previously been used to 
classify clustered groups of objects in MOOTW situations [Svenson (a), 2005], 
providing one component of a force aggregation method which is applicable 
when the enemy’s unit structure does not follow a known doctrine. In [Suzić 
and Svenson, 2006] we define the concept of capability more precisely. By 
combining plan recognition with aggregation the first version of an information 
fusion system for operations other than war scenarios could be built.  

World state representation for CBPlR 

In the plan recognition process, by W we denote all agents’ possible states of 
interest. By w  we denote all current (actual) states, where w ∈ W.  And, we divide 
state w into five components.  
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The x component contains states that are influencing the agent’s decisions and e 
is the states (the effects) that are assumed to be controlled and/or achieved by 
the agent. This division of the actual world state w seems to be a natural choice 
considering the definition of agents where both a perceiving part (in analogy to 
x) and an acting/effecting part (in analogy to e) are present. For example, x can 
be weather conditions, or what other agents do, and e are the effects to be 
achieved (e.g., making opponent agents believe in a certain hypothesis or  
protecting  some important building or an important road). 

More explicitly, we will write 

w = [x; e; ps; rs; ts]  

Local effects ei caused by different agents in a certain situation eventually 
produce aggregated (global) effects. When an agent is executing a certain plan it 
changes environment or reveals itself. Those states, influenced by plans, we call 
revealing states (rs). The reason why we call these states revealing is that by 
acting in certain manner an agent reveals some behavior pattern (like “formation 
pattern in Section 5.4). The prior knowledge about agent doctrines can provide 
hints about what plans are most probable given certain behavior patterns.  

Precondition states (ps) are states that are plan material and describe what the 
agent is capable of doing. Those states are closely related to what agents, their 
physical resources, positions and eventually capabilities are.  

Termination states (ts) are conditions that prevent certain plan alternatives from 
being possible. In this section we focus on precondition states and the 
termination states that are related to capabilities. Those state descriptions are of 
use in plan recognition in an MOOTW setting.  

Due to war frictions each plan does not automatically lead to the desired effect. 
The mission (war) frictions can be classified into environmental and agent 
based. Change in environment such as weather change or lacking knowledge 
about the environment may prevent achieving desired states. By agent based 
frictions we mean that other agents influence or prevent desired outcomes. 
Therefore even effects are probability distributions where each effect is a 
combination of all agents’ actions (both hostile and enemy) and the 
environment where the agents are acting. 

Plan recognition and intentions 

The implementation of a plan can be seen as changing the function of current 
state wt to a future state wt+1. A sequence of states (w1, … , wi;, … , wT ) 
eventually lead to the end, desired, state wT = end goal that reflects agent’s 
intention. To avoid being too predictable in military applications it is undesired in 
some situations to execute the same plan more than once. The main difference 
between intention and plan is that intention is some desired (end) state while a 
plan is a way for transforming state wt into a new state wt+1. Executing the plan 
eventually leads to the desired (intended, goal) state wend. Most often the case is 
that no plan endt

startt
=
=π (1) is exactly alike as another plan endt

startt
=
=π (2). However, both 
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plans can lead to the same intent (i.e. end state).  Therefore it is important to 
describe a space of possible plans in a generic manner that captures recognition of 
plans in a robust manner but also makes it possible to distinguish between plan 
alternatives.  

In Section 5.4 we explained that by using the soft computing methodology, it is 
possible to find the best matching candidates to plan (alt1, … , alti; … , altn) 
given relevant states w. In other words, we answered question what is output 
from the method (a distribution  

                                                    

of possible plans) given the observed actions and other relevant states. 

Instead of modeling plans as all possible sequences of actions and sub plans we 
assume that a Markov property holds for the plans: only the plans and actions at 
the immediately preceding step influence the current values. The method uses 
dynamic Bayesian networks to estimate plans at the current time step, tπ , by 
using information about plans at the previous time step, 1−tπ . Thanks to the 
Markov property, the modeling process and on-line inference become tractable. 

Termination state depends on capability 

In Section 5.4 plan recognition has been exemplified for non-urban military 
applications. Agents are acting in an open-terrain environment. In this section, 
we shift focus from classical warfare in open terrain environments, to military 
operations other than war (MOOTW) in urban environments.  

Urban environments offer many opportunities for agents to act. However, the 
urban environment has more crisp/hard restrictions than open field terrain. For 
example, passages between buildings may allow only a limited number of agents 
to pass at once; in crowd situations this restriction becomes more obvious. In 
open terrain, hard restrictions are rare and they were modeled in soft manner in 
Section 5.4 (e.g. carrying the terrain in plan recognition is a soft variable 
denoting the probability that tanks can pass). 

In [Bui, Venkatesh, and West, 2002], a plan recognition model was introduced 
for recognition of agent’s plans in an office environment; one of the 
assumptions is that an agent can not have the plan alternative (activity) of 
copying papers if there are no copying machines available in the room where the 
agent is. This part of their plan recognition model is called a termination 
variable (node in an abstract hidden markov model (AHMM)) that represents a 
stopping condition (state) for certain plans (also called policies in the paper [Bui, 
Venkatesh, and West, 2002]). The (crisp) stopping, termination, condition was 
not modeled in Section 5.4. Instead, soft precondition states in open terrain 
environment were used. We propose to use such termination states in CBPlR 
for MOOTW in urban areas.  
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The benefit of introducing termination states in plan recognition is twofold. The 
first benefit is that by using termination states and excluding certain plan 
alternatives, we reduce computational complexity; the complexity is lower if we 
remove certain plan alternatives from conditional probability tables rather than 
give them zero values depending on termination states. The second benefit is 
that the user (tactical commander in our case) gets a smaller number of hypotheses 
(guesses about agents plans) to consider. (An alternative way of achieving this is 
to group alternatives into classes: most probable, less probable and least 
probable, or by using equivalence classes of plans [Svenson (b), 2005], [Mårtenson 
and Svenson, 2005].)  

In CBPlR, if the agents do not have a capability that is crucial for executing a 
certain plan, then that plan alternative should not be considered. An example of 
this could be that if an agent moves to a place where its capability cannot be 
used, some plan alternatives can no longer be carried out, (see Context for 
Deployment class in Figure 19). Another example is that an agent during an 
ongoing operation uses up its resources and thereby loses a capability or several 
capabilities that are necessary for execution of a certain plan alternative.  

The risk and disadvantage with termination states is that they reduce the 
robustness of the method. Hence, termination states should be used only in 
situations where we are certain that certain precondition states do or do not 
exist. 

Ontology for Capability Based Plan Recognition 

The properties of MEBN, described in Chapter 2, lead us to propose it as the 
key methodology when designing knowledge fragments for CBPlR. In 
particular, here we focus on ontologies for MEBN that support CBPlR at 
different abstraction and software development levels.  

We present the following generic ontologies for CBPlR: 

1) An upper ontology that can be used inside but also outside the scope of 
CBPlR (represented in UML) 

2) A mid-level ontology whose purpose is to be a conceptual framework for 
dynamic integration of MEBN (represented in BN) 

3) A MEBN-specific description of how fragments are put together (an example 
of connected MEBN).  

In Figure 19 we introduce the upper-level ontology, represented in UML, which 
can be used beyond the capability based plan recognition domain. It is meant to 
enable a common understanding of terms and most representative relations. 
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Figure 19 Upper-level ontology in UML  

 

 

Its use is twofold. An upper ontology is a knowledge representation modeled in 
a structured manner. By using common ontology in C2 compatible with CBPlR 
the level of common understanding, model reuse and interoperability is 
improved. It is also a guideline for how to implement middleware and low-level 
ontologies that are intended to be machine interpretable to a much higher 
degree and specific for CBPlR. In the UML model in Chapter 2 a capability 
class was not represented. To support CBPlR by ontologies, here we introduce 
capability as a class. We see capability as a class that can be aggregated, i.e. a 
capability can consist of other capabilities. However, for a capability to exist 
requires both possession of resources and the right context to use them. 
Depending on what capabilities an agent has, different plan alternatives can be 
realized. A plan can be subordinated to a task and can be superior to other tasks. 
A resource can be physical and organizational. A resource or resources in 
”right” place and time represents a capability. Generally, a capability is more 
dynamic (situation-dependent) than a resource. 

A plan structure often follows an organizational structure. Such a structure can 
in the MOOTW case be obtained from capability based aggregation [Svenson 
(a), 2005]. The plan spaces (hypothesis spaces) in capability based plan 
recognition are based on what capabilities an agent (or agents) has in the given 
context. Next step is composing MEBN structure based on force aggregation 
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that is aimed to recognize plans (activities) of agents in a dynamic environment. 
Composing such a structure needs a human or some rule based program that 
uses this ontology, a set of predefined rules to generate a context-specific 
MEBN. As a last step, such an MEBN is fed input and produces qualified 
guesses of agents activities (plans). 

 

 

 

Figure 20 Aggregated DBN for CBPlR 

 

 

To enable this process of matching MEBN fragments we introduce a 
middleware ontology that is expressed as an aggregated dynamic Bayesian 
network, see Figure 20. Its purpose is to classify MEBN fragments for insertion 
into the plan recognition DBN. It consists of plan networks that describe 
organizational structure. The capability networks are combinations of network 
fragments describing capability resource and context dependencies. Influenced 
(revealing) states describe dependencies between evidence we observe and 
relations to hidden states that are in their turn related to certain plan 
alternatives. 

Lower level ontology describes properties of BN-fragments, which type of 
nodes a certain fragment consists of, and information about their validity in 
different domains. In contrast to upper-level ontology that is meant to be a tool 
for common understanding between software developers and domain experts, 
the focus of lower level ontology is to support machines to interpret this 
ontology. The lower-level ontology is a borderline case between ontology and a 
rule based model. 
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Figure 21 Bayesian network fragment belonging to precondition states. 

 

 

An aggregated node of precondition states, described in middle-ware ontology, 
consists of different BN-fragments. In Figure 21 we show two of the BN-
fragments. BN-fragment one (BN-frag. 1 in Figure 21) is intended to describe a 
causal relation between how capability B influences the capability A. As 
explained in the upper-level ontology section a capability is not only dependent 
on resources deployed; it is also dependent on (influenced by) the context in 
which the resource is used. A basic example of context dependence is depicted 
in Figure 21; it is about how close a resource is to the presumed target beta. The 
middle-level ontology classifies and models allowed connections from 
precondition state fragments to the aggregated nodes plans and observations. 

Capabilities and observations 

Resources can be observed and identified by a human or some automatic 
classification process. Eventually, capability could be deduced by a human or 
some data base where capabilities are matched to resources. However, a 
resource does not entail the same capabilities in all situations (contexts). In other 
words, capability is not only the tactical strength of the resource or joint 
strength of resources. It is also dependent on the context in which agents are 
operating. 

A resource can be very useful in some situations and useless in others. BN-
fragments can encapsulate knowledge about local relations between capabilities 
resources and environment where agents are acting. However, evidence that 
enter states in MEBN need to be context dependent. For instance, a process of 
contextualizing data into relevant evidence has to be performed. For example, 
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data available about the position of an agent and its presumptive target beta 
could be contextualized into classes “Far” and “Near”. This contextualization 
can be achieved by using fuzzy functions. In similar manner, the capabilities can 
be derived from data about agent’s resources and the type of environment 
where agent is acting. 

 

         

Figure 22 Capabilities in relation to resources and type of environment 

 

 

In Figure 22, we show an example where the capability of destroying depends 
on strength of resources and environment. For example, some anti-tank 
weapons can be easier deployed in an urban environment and achieve greater 
impact than in the open field. The fuzzy functions can be discretized regarding 
type of environment (qualitative situation parameters such as different types of 
environment). In other words, in a certain type of environment a certain fuzzy 
function is appropriate. Capabilities achieved by fuzzy functions can be used in 
next turn in the BN-fragments that aggregate capabilities regarding observations 
and put them into plan recognition context. 

5.6 Effect based plan recognition using 
embedded simulations  

 A way of achieving a certain goal or type of effect is called a plan here. The 
prediction of effects by using a possible set of plans could be performed by 
using agent-based stochastic simulations, introduced in [Suzić and Wallenius, 
2005] and further explained in [Suzić, 2006]. Embedded Agent based 
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simulations (ES) calculate the probability of the effects that can be achieved by 
using different plans. The result is represented as a Bayesian Network (BN) 
[Murphy, 2002]. We want to use the results represented by the situation specific 
BN (SSBN), by calculating backwards to find out which plan on a higher level is 
feasible and “optimal”, given assumptions about certain effects that agents  
want to achieve. [Mao and Gratch, 2004] proposed an approach where the most 
probable plan should be calculated from an agent’s utility perspective. However, 
the idea here is the following: given that we know what effects the agent wants to achieve, 
we can obtain qualified guesses about the agent’s plans by using SSBN created by ES. 

An agent should apply what it knows about the environment and about the 
capabilities, desires, and beliefs of other agents to choose (inter)actions that it 
expects will maximally achieve its own desired effects. Intuitively, an agent is 
attempting to quantify how much it would gain by being in a state resulting 
from it having performed a given action. In a multi-agent setting, however, an 
agent usually cannot anticipate future states of the world unless it can 
hypothesize the actions of other agents, see [Gmytrasiewicz and Durfee, 2000], 
[Brynielsson, 2002]. This estimation of effects given different actions can be 
performed by the use of  ES, see Chapter 6. 

There are uncertainties in the predicted development of the situation due to 
both uncertainties in the knowledge of the current situation and uncertainties in 
the agents’ performance models. To address this issue, we applied a stochastic 
approach to the agent-based simulation, resulting in probability distributions of 
the causal relations between actions and effects, which in turn are used to 
maintain situation-specific BNs (SSBN). 

The concept of [Suzić and Wallenius, 2005] is to a certain extent exemplified by 
the implementation of a Riot Control Simulator (RCS). It consists of a user 
interface, stochastic agent models, embedded simulations and results (predicted 
effects). In a specific scenario the tactical commander uses the system and tests 
some of his own plans and assumed protesters plans by using RCS. Since each 
simulation is stochastic agent-based, different results (effects) may be obtained 
in different simulation runs. The RCS is used to model the mechanisms (see 
Chapter 4), and thereby to adapt the predicted effects as time passes. 
Mechanisms are represented in the BN by Conditional Probability Tables 
(CPTs), representing a temporal model of the uncertain causal relations between 
actions and effects. In [Suzić, 2006], we explained how the SSBN is constructed 
using RCS. This SSBN can also be used for planning of own missions and risk 
assessment before a situation occurs.  
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Figure 23. Building SSBN by use of ES. 

 

 

We adopt a scenario where knowledge about desired effects of agents (rioters) is 
available. This knowledge can be used to find out what is the most probable 
plan alternative that agents are going to choose in order to achieve the desired 
effects. We can condition (i.e., we enter probability of one) on both the assumed 
effects that agents want to achieve and the own plan alternatives. Then we use 
Bayes Theorem and calculate backwards on what plan alternatives are feasible 
for agents. In other words we assume that we know which effects the agents 
want to achieve and then we put this information in the SSBN and estimate 
which plan is most probably being used. This kind of approach where ES are 
used enriches plan recognition by a new context. The frame of opportunity is 
calculated and assessment of feasibility of plans is obtained by ES. The SSBN 
can be used as an “optimization” method that indicates the probability that the 
adversary is going to choose certain plan alternatives, see Figure 23. The results 
that plan recognition produce is aimed here to support our tactical commander 
and other relevant persons such as crisis management staff and security staff 
that protect persons and objects of interest.  

5.7 Modeling Agents’ (pro-active) Response  

There also exist game-theoretical aspects such as the agent’s reaction (change of 
its plan) as the consequence of the agent’s reasoning about our tactics. 
Moreover, different groups of agents have different performance and can 
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sustain different loads. In some situations, the riot leaders (also a type of agent) 
may not consider it worth exhausting their group(s) members to achieve a 
certain effect. 

Plan recognition should be put in a context where adversary forces react on own 
forces measures. Previous approaches were mostly focused on pattern 
recognition and/or fusing of different patterns to infer the most probable plan. 
In this section we introduce the notion of effect (what an agent wants to 
achieve) in plan recognition and reaction curves that reflect agents’ response to 
other agents’ plans. Moreover, an agent does not act rationally in all situations, 
especially when the agent is exposed to stress.   

Command and control, and external versus internal 
goals of rioters 

In this section we focus on agent types that model rioters. Riot groups can be 
very flexibly composed. At first glance, riots usually lack clear organization and 
structure. However, we believe that some kind of organization either emerges 
from the situation or could be more or less intentional. Some persons may lead 
some groups with a certain purpose.  

 

 

Figure 24. A network of riot groups subordinated to their tactical commander. 

 

 

The command and control (C2) of riot groups could be modeled by using some 
kind of weak control (e.g., by shouting directions or by sending text messages by 
cell phones to subordinated riot group leaders), see Figure 24. The rioters rules 
of engagement are not clear and doctrines of acting riot groups are not assumed 
to be known. Tactical commander for riot groups could be a number of 
influential persons that have created their roles to “lead” subordinated units, 
who evaluate effects versus what the riot groups “pay”, in terms of increased 

Adversary tactical commander  

Riot group1  Riot group2  Riot group3  

                  Superior to  

Behavior model Internal Goal 

                     Has  
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load and fatigue. Due to a modest amount of training and communication 
devices riot groups are not assumed to be subordinated and “faithful” to its riot 
leaders in the same way as military subordinated units. The riot groups are also 
driven by internal goals that are reflected by behavior models where a way of 
acting emerges from the situation. The riot groups do not have to be seen as 
homogeneous groups; in the same situation, groups of trouble-makers can 
experience lower stress than less aggressive protesters. The groups and their 
members could prefer other (internal) goals (e.g., “it is fun to fight and 
demolish”). Those goals could be in conflict when achieving external goals such 
as expressing some political message. Here, we assume that the riot and 
demonstration leaders have some preferences (some kind of values) on how 
much in terms of influence and fatigue, their forces are willing to “pay” (how far 
to go) in confronting our forces in order to achieve certain effects. 

Modeling behavior by using microeconomics  

 

Here, we propose the use of microeconomic terminology to model riot groups. 
Microeconomics is a consistent and well-studied way of dealing with trade-offs 
between preferences, benefits and costs. Microeconomics is a science dealing 
with optimal resource production and consumption. Here, we assume that we 
can model the adversary commanders (agents) by using microeconomic 
terminology when reasoning about its prioritization and its (“optimal”) resource 
use. For plan recognition and calculation of plans we need information about 
what effects are more prioritized instead of other effects (i.e., how much an 
agent is willing to substitute away one effect in order to obtain other effects 
given certain amount of resources). For example a certain effect is preferred in 
one situation instead of other effects, see Figure 25.  In this section we relax the 
crisp condition and replace it with a soft condition on which effects we believe 
that the adversary wants to achieve. The better our observation of what effects 
an adversary agent wants to achieve, the more we can condition (the probability 
is closer to one); for example, if our belief is increased that an agent is going to 
achieve a certain effect then we increase its corresponding probability in the 
SSBN.  And the estimate about the adversary’s desired effects becomes more 
crisp (more certain) in the SSBN. Consequently, we achieve more accurate 
recognition of its plans. Here we explain how the budget line concept, see 
[Pindyck and Rubinfeld, 2001], together with the indifference curve, [Pindyck 
and Rubinfeld, 2001], could be used for estimation of an adversary tactical 
commander’s desired effects. 
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If we are absolutely certain that the adversary wants to achieve certain effects we 
can enter this information as hard evidence to the SSBN (i.e., we know that the 
adversary commander wants to achieve certain effects), see Figure 23. We need 
methodologies that are able to model trade-offs between different effects; that 
calls for approaches like microeconomics. For example, by using 
microeconomic models we can model our degree of belief that the adversary 
wants to achieve certain effects. This kind of evidence is called soft evidence and 
its values are [ε, (1-ε)], where ε is a small number greater than zero. 
Consequently, by use of soft evidence we deal with uncertainty in a more robust 
manner. Below, we explain a model (resource line + indifference curve) that 
captures trade-off between different effects and user’s substitution preferences 
(how much of one effect the adversary tactical commander is willing to give up 
in terms of other effects, given the amount of resources). Goods can be 
“bought” by using a limited amount of resources, see Equation 1,  

Equation 1              R = pc*Tc + pun*Tun       

where c and un are two kinds of effect, R is the total amount of a resource that 
can buy them, pi is the price and Ti is the quantity of resource i. 

The budget line constraint limits all combinations of goods (in our case the effects) for which the 
total amount of money spent is equal to income [Pindyck and Rubinfeld, 2001]. We 
assume that riot-leaders have resources in the form of equipment and potential 
organizational resources in a form of protesters and local people. Here, the 
income (budget) is replaced by the total amount of resources that the adversary 
could use. The budget/resource line (or hyper-plane for more types of effects) 
limits how many targets can be attacked and later effects achieved by using 
different resources; given the prices of achieving certain effects or price of attacking 
certain targets (“other riot group”, “police”) and given an amount of resources (R) 
we could calculate different combinations of effects (“damage to police”, 
“infrastructure damage”, “fight other riot group”) that the adversary can 
achieve.       

The resource line gives all combinations of effects that could be achieved. 
However, we also need an evaluative part of the resource line (i.e., what 
combination of effects maximize the utility of the adversary tactical commander, 
given the resource line restriction). An indifference curve represents all 
combinations of market baskets (in our case presumptive targets or effects) that 
provide a person with the same level of satisfaction (utility) [Pindyck and 
Rubinfeld, 2001]. The utility along an indifference curve is constant.  

A common assumption is that when obtaining larger amount of one type of 
“goods” one is willing to exchange larger amount of that good to get some 
other good; this explains the convex shape of indifference curve depicted in 
Figure 25. In our case indifference curve together with resource line calculates 
optimal choice of effects given agent’s values. There are two special (extreme) 
cases of indifference curves. They are called perfect substitute and perfect complement.  

By perfect substitute is meant that there is constant exchange parity between 
different effects/targets; in other words the indifference curve is a straight line 
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with constant negative slope. In peace-keeping operations it could be an issue of 
what combinations of “goods/effects” rioters prefer at different price levels. In 
effects-based operations, a utility could be considered as a weighted sum of 
effects to be achieved. It can be seen as a combination of different effects (a 
higher order effect) that give the rioters certain satisfaction. Regarding al 
Qaeda’s targeting philosophy, Osama bin Laden has been quoted: “We do not 
differentiate between those dressed in military uniforms and civilians. They’re all 
targets.” Taken at face value, the statement suggests that al Qaeda’s indifference 
curves over military and civilian targets may be virtually linear (perfect 
substitutes) [Anderton and Carter, 2004].   

An indifference curve can compare how much an agent is willing to substitute in 
terms of an effect for another effect. In some cases an effect is useless if there is 
no presence of another effect. Such relations are called perfect complements 
[Pindyck and Rubinfeld, 2001]. By using expert’s knowledge a qualified guess on 
preferences on “goods consumption” and shape of indifference curves could be 
achieved. 

 

 

 

 

Figure 25 Estimating trade off between agents desired effects given its 
resources and indifference curves 
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Given a certain amount of resources, the adversary tactical commander is 
estimated to have the ability to achieve certain effects. However, if the adversary 
tactical commander obtains more resources (resource line shifts to the right, see  

Figure 25), it substitutes the effect “damage police” (Tun) for the effect “fight 
other riot group”(Tc). The effect Tun shifts to the left and effect Tc shifts up. 
Another example of the substitution effect could be that an income raise could 
lead to higher consumption of more professional types of weapons in favor of 
home made weapons. This shift means for the effect based plan recognition that 
the evidence for the effect Tc in the SSBN is increased and for the effect Tun 
decreased (i.e., if the adversary has more resources it substitutes the “good” Tun 
for the “good” Tc). Consequently, the increased availability of the adversary’s 
resources may influence change of our estimate about adversary plans (i.e., 
effects based estimate is changed), see Figure 23. Another example could be that 
if the improved budget allows it, the adversary will substitute home-made 
weapons with a higher amount of industrially produced weapons. 

Response curves 

 

One famous example of response curves is the Cournot response curves 
[Pindyck and Rubinfeld, 2001], where response curves represent different 
combinations of production quantities in an oligopoly. A second related 
example for response curves are performance modifier functions (PMF) which 
describe the influence of stress on decision making; [Cornwell et al.,  2002]  
studies how the presence of chanting and music effects changes the response of 
protesters to the own actions. PMF could be a guideline on what a group of 
rioters can sustain or not depending on their motivation. Inspired by Cournot 
response curves and PMFs we introduce here response curves for plan recognition. 
A response curve in our model shows the relation between the “expected” price 
that a group of agents is going to “pay” if they decide to confront our 
countermeasures, see Figure 26. For example, the more tear gas the higher price; 
the higher barrier the harder to cross it.   
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Figure 26 Response curves of different types of riot groups 

 

 

In riot situations we want to create a model of the adversary’s proactive response 
and its determination to change (or not change) plans regarding observations of 
our force plan. Here, we assume that the adversary tactical commander takes 
predictions of the stress and fatigue of his units as well as desired effects into 
account; e.g. the trouble-makers depicted in Figure 26 could reach a point of 
riot and the “belonging to group” could increase so that the experienced price 
may be lower even if they face stronger resistance from our units, see middle 
part of red curve in Figure 26. The microeconomic approach represents 
intentions and behaviors of crowds regarding their resources. The response 
curves modify our guess about the adversary’s agents actions bearing in mind 
what actions our own  forces are taking. However, in contrast to performance 
modifiers the response curves incorporate also the adversary agent’s values given 
a context of own forces actions and adversary’s willingness to initiate or proceed 
with executing its plan alternative(s).  

The response of agents depends on how a large group they belong to. Agents 
experience that they “pay” a lower price when acting in a group to achieve an 
important effect than when they are exposed to the same stress level 
individually. The strength of own force measures in our model is assumed to be 
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quantified by different factors. An example of a measure is deploying an amount 
of tear gas at a particular place.  

Modeling behavior of riots is an emerging research challenge. Furthermore, 
emotions, stress, and cultural values give agents rationality different from our 
own and makes the problem even harder to solve. In [Cornwell et al., 2002], the 
stress of a crowd is described as positively linear to noise level and the 
likelihood to be affected by noise depends on previous stress level caused by the 
noise. In our response curve model we lower the probability of a plan that 
would eventually imply a higher price for the adversary tactical commander; for 
example higher stress and possible casualties may imply lowering of motivation 
for executing certain plan alternatives. The issue that the reaction curves deal 
with is whether the agent still sees as the optimal strategy to oppose our forces 
or not. A complementary approach to response curves could be measuring of 
the “goal importance”, introduced in [Gratch, 2000] and put it in the greater 
context of predicted impact. 

Response and observation  

How an agent or group of agents at higher level reacts depends on its 
perception and ability to reason about a situation (situation awareness). Our 
plan alternatives (decisions) may be visible to the adversary tactical commander. 
The observation of our forces could cause the adversary tactical commander to 
react to our measure. This reaction could be re-planning, i.e., changing its plan 
based on its observations of our forces. Hence, to improve plan recognition, we 
need probability of observation of own force alternative ),|( positionP i

obs
i ππ , 

given own force alternative ( iπ ) and our position in relation to adversary 
position. This evidence is composed of two priors. The first prior that we need 
to find is estimate of the adversary’s observability, depicted as “Observability of 
(our) plans” node in Figure 28. If we are physically visible to the adversary 
commander the prior )|( positionP obs

iπ  could be obtained by an embedded 
simulation observation model (ESOM), [Höijer and Wellving, 1983]. It would 
calculate line of sight and if positions of own forces are in the line of 
adversaries’ sight. However, [Höijer and Wellving, 1983] does not calculate if 
own plan alternative is more or less visible. In other words we need a second prior 

)|( i
obs
iP ππ  that represents how probable is a plan alternative to be observed 

(revealed by adversary) given that we are actually executing or planning to 
execute a certain plan alternative. This probability could be obtained from 
experts. A further development of ESOM would take into account the 
camouflage of the resources that we use to execute the plan alternative iπ , in 
order to estimate )|( positionP obs

iπ .     

The contribution of response curves to our generic plan recognition model is 
lowering the estimate for a certain plan alternative of the adversary; we do not 
believe that the adversary is willing to pay a price above a certain level (valuation 
part) and therefore changes its plan. Another example could be that its groups 
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cannot sustain harder resistance by our forces (PMF part) and are forced to re-
plan or give up.  

The assumption is that the effect the adversary tactical commander wants to 
achieve depends on the quantity of presumptive targets such as destroyed 
buildings or number of hurt peacekeepers/police forces. “Consumption” of 
these goods (effects and presumptive targets) is limited due to the costs 
associated (price of consumption). However, there is some income of 
consuming goods like e.g. stealing or gaining medial publicity. On the other 
hand, there are some costs that an adversary tactical commander faces; for 
example pushing over the edge of his units or the inappropriate use of 
subordinated units is associated with some cost for the tactical commander. 
Moreover, possible legal consequences for the riot leader(s) can also play a role 
when assessing its costs.   

The larger the quantities of the desired effect, the higher cost rioters are 
expected to “pay”. Expert knowledge or a (micro-economical) model can be 
one of the sources when guessing the prices an adversary tactical commander is 
willing to “pay”. However, the estimation of which price the adversary is willing 
to pay is not assumed to be exact. The price estimation should rather be 
considered as a price interval, see Figure 27.  

 

  

 

Figure 27 Estimating if the adversary alternative is influenced by own force 
alternative at higher-level 

By using the response curve represented in Figure 27, we would be able to 
calculate if the adversary would change its plan or not. If the response is that the 
adversary commander will change its plan then we have to lower the probability 
of the abandoned plan alternative in comparison to other plan alternatives.  
Consequently, the change of own force plan would influence the conditional 
probability table (CPT) of the hidden node “adversary plan “, see also Figure 28.  
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5.8 Generic model for tactical plan 
recognition using MEBN 

Representing and recognizing a certain type of agent, or recognition of one of 
its behavior patterns, may not be sufficient to recognize its intentions. Often we 
need more. Firstly, we have to recognize both spatial and temporal patterns; in 
the plan recognition models we are connecting those patterns to plan 
alternatives in a flexible manner. Secondly, incomplete doctrine, knowledge about 
(hostile) agent(s) as for example behaviors in different terrain types and in which 
manner different patterns are related to certain plan alternatives. And finally, we 
need to model and define a generic framework for plan recognition where we integrate 
approaches for plan recognition explained in sections 5.4, 5.5, 5.6 and 5.7. The 
multi-agent tactical plan recognition issue also has to take different decision 
(abstraction) levels into account. This is complex and difficult. Therefore we 
need a generic model for tactical plan recognition where we combine 
observations and a priori knowledge in a flexible manner by using suitable 
methodologies taking large hypothesis space into account.      

Furthermore, we cannot say that an agent poses a threat in absolute terms. 
Threat, and therefore observed agent’s plans, should be put into a context. The 
same agent may pose a low threat to one strategic position or to some of our 
units but at same time be very dangerous to some other own (force) units. 
Additionally, different situations imply use of different plan recognition models 
or pieces of models that are composed depending on certain factor(s). 
Consequently, on-line flexibility for plan recognition models is required. 

MEBN, see Chapter 2, fits our generic framework in a flexible manner with 
respect to context. However, network fragments must be compatible and 
therefore we propose a framework for generic plan recognition using Bayesian 
network fragments.  

A Generic model of tactical plan recognition for threat 
assessment   

 

The common operational picture (COP) represents the situation in an area of 
interest. COP (often) contains agent aggregates, i.e. tactical groups of agents. In 
military applications, flexible decision hierarchies appear and therefore aggregate 
structures can vary. On the other hand, there are some restrictions on 
aggregates’ diversity of structures, such as different military hierarchies. We 
assume that we are able to model restrictions regarding which level is superior 
to which. Additionally, bearing in mind the widely spread idea of network 
centric organizations, such (aggregate) structure must be possible to express in a 
flexible manner. Therefore we define representation of decision levels in a 
relative manner by defining the rule superior to in terms of sets, not in terms of 
ordering levels. For example, a decision level company is superior to group and 
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platoon levels and at the same time subordinated to battalion level. This implies 
that directly subordinated to company can be both groups and platoons. To the 
battalion level all three types company, platoon and group can be directly 
subordinated. In such manner we maintain flexibility in representing various 
aspects of decision models and at the same time preserve some parts of 
hierarchical decision structure.   

A MEBN can be constructed automatically by a set of rules based on common 
operation picture (COP). We propose to match one or more network fragments 
to a certain type of aggregate (unit). A set of predefined rules could be used to 
match MEBN to aggregation models. Here we use a superior to relation to 
represent different decision levels in MEBN where we designate decision levels 
as abstraction levels.  

However, a human user, who could be a military commander or an analyst, 
should be able to add or remove some network entities using its knowledge of 
the situation. In such an interactive manner we make use both of the automatic 
process of data fusion aggregation and of human capabilities. For instance, the 
human user can complement the translation process of aggregation/COP to 
MEBN.  The consequence is enriched and more accurate plan recognition 
components.    

We represent our framework in the form of arcs (causal relations) and 
aggregation nodes, see Figure 28. By aggregation nodes we mean Bayesian 
nodes that may contain Bayesian networks, network entities, or just simple 
nodes.  
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Figure 28. A Generic Model of Tactical Plan Recognition for Threat Assessment. 

 

 

In Figure 28, a plan node (Plansn,t) represents our belief about what a certain 
agent on decision level n is doing at time t.  

Our plan  estimate about adversary plans can also be further refined by the use 
of information about “revealing states” and information about agent’s activities 
at previous time step; we can model the knowledge about what is the most 
probable state given plan alternatives P(Inflenced State|Planst-1,n). For our tactical 
plan recognition purpose we use knowledge about temporal, spatial and pattern 
properties. Doctrine manuals, terrain properties, weather conditions, 
formations, and expected time to impact are nodes supposed to be represented 
in MEBN and are classified as State and State-Plan a priori knowledge. For 
example, it is possible to represent support, knowledge, for the hypothesis 
“agent is angry” if this agent is screaming and throwing things around, i.e. 
causes change of state. A tactical military example could be that the plan 
alternative “attack” causes certain (generic) changes in state such as regrouping 
into certain patterns. 

An agent’s plan eventually results in change of state through the effects that 
occur after or during execution of a plan, see node (Effectst+1). By using ES, we 
incorporate additional information about an adversary agent’s frame of 
opportunity to achieve certain effects. Plan distribution can be calculated and 
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given desired effects (soft evidence about our belief about the adversary’s 
desired effects, see Section 5.7).  

The response node, in Figure 28, uses constraints on higher decision level and 
response curves that model proactive response behaviours. Observability of 
(our) plans may cause response by the adversary tactical commander; “Response 
node” captures our estimate about adversary plans. 

By n we mean a level of discernment interesting for the current user (own force 
military commander) and/or the decision level in the opponent’s structure. 
MEBN with adequate integration framework offer flexibility of modeling 
adversary’s command and control beyond hierarchical modeling. Moreover, a 
trend in military operations worldwide is flexible organization implying flexible 
decision structures for solving particular tasks. Therefore, we deliberately avoid 
the use of the term “hierarchical level” and annotate n as “abstraction level n”. 
In this manner, we can express various multi-agent organizations and their 
plans, see [Intille and A. Bobick, 1999] and [Saria and Mahadevan, 2004], with 
the corresponding network fragments describing plan structures.  

Plans at the current time step are dependent on plans that are generated in the 
previous time step, P(Planst,n |Planst-1,n). This affects the ability to change plans 
in the current step. For example, it can be hard to stop attack and march in 
convoy from a battlefield. Having large-scale organizations’ inertia in mind, the 
lower the level of plan hierarchy, the weaker the time influence. It is assumed 
that the latter totally disappears at action level. In other words, an action only 
depends on the plan on the higher level. 

In the model of [Suzić, 2005] there is a causal relation from plans to utility. A 
natural, rational, assumption is that an agent wants to maximize its utility, i.e. 
maximizes its gain and minimizes its expected loss. However, we are not certain 
if we can model utility functions that reflect the agent’s real utility function(s). 
Additionally, we are not certain if the agent will maximize its utility in all 
situations. We argue that it is hard to measure utility, especially in military 
situations. In contrast to the utility approach, the EBO concept is focused on 
reaching end state and (sub) goals by achieving a series of effects. Utility is more 
abstract in this manner and trying to guess adversaries’ utility could be difficult, 
hence approaches such as [Brynielsson, 2006] could be cumbersome to model in 
practice. The further advantage of our approach is that by using response curves 
we take into account emotional factors (e.g., stress and fear) that may have 
influence on adversary’s decision making.      

MEBN for plan recognition 

Bayesian networks can be used for modeling temporal dependencies. Temporal 
Bayesian Networks are called Dynamic Bayesian Networks (DBN). The 
structure of a DBN contains a number of copies of the same BN connected by 
causal relations that represent temporal dependency. Note that the DBN does 
not change its structure over time. Therefore a more convenient designation 
should be Temporal Bayesian Networks. However, by introducing MEBN 
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whose generation process is based on aggregation the structure of the network 
can be changed dynamically. The higher the abstraction level, the more 
influence plan estimates will have on previous steps on current plans. An agent 
of size battalion is represented at the higher level of abstraction and its plans do 
not change as fast as the actions (movement) of a single tank unit. A battalion 
agent’s size is the reason for this inertia over plan space. On the other hand 
simple actions of a tank unit agent could be assumed to have insignificant 
temporal dependency. 

      

 

Figure 29 MEBN ontology for tactical plan recognition 

 

 

In Figure 29 we show a more detailed ontology of aggregated node types 
(network fragments of type influenced state and plans), in the form of boxes, 
that are supposed to support our generic plan recognition model. It is intended 
that each part, like e.g. temporal data, can consist of one or several nodes. In 
[Das, Grey, and Gonsalves, 2002] a library of BNs is proposed. Here we can 
make use of our description when creating the library and using this library for 
MEBN construction. Our aim is to create this framework for several purposes. 
Firstly, it would facilitate the process of combining of different MEBN 
fragments in a consistent manner. Secondly, we can apply rules on MEBN 
specified on ontological level. The rules support process of connecting between 
levels. This process depends on plan nodes and current context. For example,  
by using the superior of rule we discern agents on different decision 
(abstraction) levels in the tactical plan recognition problem. 

State description can be represented by using suitable network fragments. We 
classify those fragments as temporal, spatial and pattern dependent. Conditioned on 
type, different network fragments containing nodes that represent patterns, 
temporal and spatial data are used for plan recognition. In that manner 

:Temporal 
Data 

:Spatial data :Pattern data

               :Plans (attr1, attr2, ..)  

 :Plan Space 
{P1,..Pi,.Pm} 

: Abstract-
action 
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knowledge is reused and combined in a flexible manner. Different network 
fragments (classes) can have their validity depending on abstraction level.  

For each abstraction level we combine different BN fragments conditioned on 
agents’ type, e.g. platoon type. This combination of fragments has to be 
extended by introducing the context. It depends on various attributes and their 
relations. In our tactical plan recognition problem we use different fragments 
depending on relations between the (hostile) agent and:  

1) environment 

2) own force attributes (positions, lethality)   

3) user of plan recognition  

Considering the first case, environment contains in our case representation of 
terrain and weather. Spatial pattern recognition of tactical maneuvers 
representing grass field doctrines is not of use if our observations state that the 
agent is moving along a road. The second case considers the own force versus 
enemy relation.  Depending on distance, i.e. depending on own force positions 
we use different MEBN models. If the distance to reach us is long we use a 
fragment that takes the temporal aspect into account such as value of expected 
time to impact and its first derivative with respect to time. In the third case 
there are different kinds of users on different decision levels. More complex, 
accurate and slower MEBN models can be used by an analyst than by a 
company commander who needs timely information in the first place. The user 
should be allowed to choose which data and/or patterns are to be taken into 
account. 

When constructing a large-scale network from fragments the problem of 
combining different conditional probability tables (CPTs) may occur, i.e. we are 
in a situation where we have to model large CPTs from scratch. Such a situation 
occurs when there are many new parents to one child node.  Instead of defining 
a whole new CPT, we can define relative influence that we represent as relative 
weights. The assumption of coherent knowledge frame has to be satisfied [Das, 
2004].  

Let us say that we have a CPT, P(Y| X1), of a child node Y given parent node 
X1 and another CPT , P(Y| X2). When we want combine X2 the first CPT we 
can use relative weights on relative influence.  

 

  P(Y| X1, X2) = w1*P(Y| X1) + w2*P(Y| X2)     where w1 + w2 = 1,  

w1, w2  ≥0 

Consequently, we do not need to define all possible CPTs for all possible 
combinations of Bayesian network fragments. Instead, we can define relative 
weights. Such an approach could be valuable for the MEBN concept and, in the 
next step, useful for tactical plan recognition. 
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The other problem when constructing CPTs is that they may change over time. 
Some kind of automatic process is required to support automatic construction 
of CPTs. In Chapter 6 we show how embedded simulations can be used to 
repetitively fill in CPT with new probabilities over predicted effects.  

EXAMPLE MODELS OF NETWORK FRAGMENTS 

We see a description of a network fragment in Figure 30. It consists of two 
parts, spatial and temporal data. Nodes that represent temporal data are the time 
to impact node and its change. The spatial data part is represented by the 
Direction node. A number of attributes can be used to describe this particular 
network fragment. We can define applicability of BN-fragment models by 
defining their validity property. It spans the range of abstraction levels, n to n+2 
in this example, for which our ontology type :State with name bfName  is valid 
(useful).   

 

 

 

  

 

               

 

Figure 30 An example of state class network fragment 

 

 

 

 

 

 

 

 

 

: State (name: bfName, validity range: [n, n+2])    

: Temporal Data : Spatial Data 
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Figure 31 Network fragment describing plan structure in an organization 

 

 

In Figure 31 a network fragment containing plan alternatives is presented at 
different decision (abstraction) levels. At the top in this model is company. 
Plans on company level have influence on all decision levels. We say that a 
company is superior to platoon and group level. By defining the rule “superior 
to” we underline that causal influence in the class plan is the same as the 
“superior to” relation. We can define restrictions. In the multi-agent instance 
case a node on a certain decision (abstraction) level n is parent to several lower 
level nodes on level n-1, see Section 5.4. In Figure 17, a company that consists 
of three platoons is represented in DBN as Company (parent) node pointing to 
three platoon (child) nodes.  

5.9  Bayesian Robust Plan recognition 

A problem in Bayesian analysis is its sensitivity to priors. In Robust Bayesian 
Analysis [Ríos Insua and Ruggeri, 2000], a single prior distribution is replaced by 
a set of priors resulting in a set of posteriors. Such an approach is also called global 

Superior of: allCausally  

Abstraction level  = 1 

Abstraction level  = 3 

Abstraction level = 2
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Robust Bayesian Analysis, see [Ríos Insua and Ruggeri, 2000, pp. 1-32]. In this 
section, we introduce multi-agent stochastic Bayesian robust plan recognition 
(RPlR), which extends multi-agent stochastic plan recognition by robustly dealing 
with uncertainty in state estimates and lack of observations. In Section 5.4,  
multi-agent stochastic plan recognition, we assumed that a unique, uni-modal, 
qualified guess on agents’ states, containing agents’ positions and velocities, 
could be obtained at each time step. Later we relaxed the problem by dropping 
the assumption of continual observations [Suzić and Johansson, 2004]. The new 
approach was to infer plans only in cases when observations were received; 
between observations we assumed that the latest plan alternative was valid.  In 
Figure 32 we depict the most likely position estimate that was the center of the 
circle. As time goes by and no new observations arrive the estimate of the 
agents’ position is the latest observation. This approach implies that when new 
observations arrive, the new plan estimate could differ greatly from the previous 
plan estimate.  

 

 

Figure 32 Uni-modal state estimate (left) and multi-modal state estimate (right) 

 

The rough uncertainty representation provided by the circle would have 
produced poor estimates, since samples within the circle could have been drawn 
from highly unlikely positions in the environment. 

The particle filter (PF) [Doucet, Freitas, and Gordon, 2001, p. 11] state estimate 
has the ability to represent multi-modal distributions. PF from our point of view 
has several advantages: 

1) the position uncertainty representation is more expressive (more 
distributions may be represented);  

2)  the state estimate becomes less sensitive to spurious observations, and 

3) Monte-Carlo simulated threat estimation can be performed by simply 
drawing particles from the particle set. 

    Particle filter state estimate Circular state estimate 
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In the particle filter algorithm, the state probability is inferred and approximately 
represented by a set of N particles {x )(i

t } N
i 1= .  The inference at each time step is 

generally performed in two steps: sampling and selection. In the sampling step, for 
each particle a sample x i

t 1+  is drawn from the state transition distribution 
p(Xt+1|x )(i

t ). The purpose of the state transition distribution is to predict the 
future agent state distribution. Each sample is, furthermore, associated with a 
weight related to its likelihood given a new observation zt+1. The weights are then 
normalized. In the subsequent selection step, N particles are drawn (with 
replacement) from the weighted set of samples. This set is the posterior at time t 
+ 1 and will be the prior in the next time step. 

The PF algorithm we use is the one in [Doucet, Freitas, and Gordon, 2001, pp. 
11] slightly modified. The reason we chose to modify it is because observations 
may sometimes be infrequent. As a consequence, the particles will drift 
randomly (possibly away from the area of interest) and also, if a new 
observation is made it may have little effect since the closest particle may be far 
away from the observation (i.e., in that case even the most likely particle is 
unlikely). To counter these problems, we add two modifications to the original 
algorithm:  

1) we let the particles (through the transition model used in the prediction 
step) be attracted to presumptive targets, and  

2) the PF is reinitialized whenever observations are too far away from the 
nearest particle (i.e., a fraction of the particles are relocated to the 
vicinity of the observation). The rationale behind these modifications is 
that we use some extra a priori information (i.e., a generic estimation of 
the opponents’ intentions and that a correct observation should be 
reflected in the configuration of the particle set). 

State transition model 

Here, we introduce a particle filter [Doucet, Freitas, and Gordon, 2001] that 
maintains a state estimate, even when observations are lacking, by using our 
state transition model, i.e., p(Xt|xt−1), see Figure 32.  We describe the state of 
each particle x )(i

t    by four values. The first two values represent the position of 
the particle in x and y-coordinates. The following two are direction, ψ,  and 
speed, |v|. 

x )(i
t  = [ x y ψ |v| ]  

Each particle, in this case, represents a hypothesis (mode) of the corresponding 
(hostile) agent’s state. Therefore we say that the particle set is a representation of 
a multi-modal statistical distribution. Additionally, by using our state transition 
model we can make a (short time) prediction depending on the sensors’ mobility 
and distance to particles. The agent is influenced by physical and doctrinal 
properties. Our transition model takes the following factors into account: 
previous state x )(i

t , terrain properties, strategic sites (such as own forces). The 
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samples{x )(
1
i
t+ } N

i 1=   from the state transition distribution are drawn in the 
following way: 

 

               

 

We run our state transition algorithm for each time step, i.e., we propagate 
particles for each time step with respect to strategic sites (attractors), particles’ 
previous state x )(

1
i
t−  and local terrain properties. Each particle propagation is 

independent of other particles, but is influenced by a global property that we call 
gravity. In our military scenario, we say that particles are attracted to strategically 
important places (lines 2-4), e.g., the consumers. To calculate the gravity vector, gê , 
we calculate the shortest terrain path. Therefore gê  is not in the direction of the 
straight line between the particle and the consumer. Instead, gê  is calculated 
based on positions of the particle, terrain and strategic site. Our shortest path is 
the shortest distance between the particle and the randomly chosen strategic 
site, given terrain restrictions. The shortest path consists of a number of terrain 
nodes and the traversability costs associated with edges between nodes. After 
calculation of the shortest path, the gravity vector is pointing in the direction of 
the shortest path’s first node. In the next step of the algorithm (lines 5 and 6), a 
direction vector, vê , is added to gê . This calculation gives us a resulting vector, 

rê . Given the resulting vector’s direction and speed, the new position of the 
particle is calculated in line 7. The new position of the particle is adjusted to 
local terrain properties.  

Each particle position in our discrete terrain representation can be associated 
with a traversability cost. We specify the size of the local surrounding as a 
parameter. We place a particle at the position of minimum cost in the specified 
surrounding (line 8). In line 9 we add white noise to the particle state. Finally, 
particles that end up outside the area of interest are replaced by copies of other 
predicted particles, where the selection probability over predicted particles is 
uniform. 
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Likelihood model 

Inspired by [Lichtenauer et al., 2004], we propose the following likelihood 
function for sensor observations given a particle 

                            

Here zt  is the observation at time t. ds and σs are sensor specific and related to 
the accuracy of the sensor, and d is the Euclidean distance between the particle 
and the observation. Therefore, all particles within a circular distance with radius 
ds of the observation will receive the same weight. For instance, in our 
experiments, we use two sensors with different levels of accuracy.  

The small 0 <ε << 1 improves the PF’s ability to recover a track when 
observations are scarce, see Figure 33. 

  

 

 

                               

 

Figure 33. Likelihood model. 
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Particle Filter and Robust Plan Recognition 

The particle filter produces a multi-modal state representation with each particle 
as a mode. This representation cannot be used directly with our plan recognition 
model. One way would be to take the average of particle sets and take that state 
estimate into our plan recognition model. However, bearing in mind that 
particles could spread in different directions, we do not consider such an 
approach to be sufficiently robust. The centers of particle sets could represent 
places with no particles, i.e., unlikely states; and the expressiveness of the 
particle set is largely ignored.  

Here, we propose reconstruction of the multi-modal state representation into a 
set of priors Θt = St ×Πt−1 (for the DBN) instead of one single prior, θ. St is the 
set of state priors, i.e., {x )(i

t } N
i 1=  at time t. Πt−1  are the plans inferred at time t−1. 

In the following step, we use each prior separately and evaluate the plan 
recognition network, achieving a set of posterior plan estimates (Πt). We call 
this approach RPlR where plan estimates are P(Πt|Θt), i.e., instead of one 
posterior, π, we get a family of posteriors, Πt. The reconstruction of priors could 
be performed in several manners. Each prior distribution, θi,j ∈Θt, consists of 
two parts that are the current state prior, i = 1,…,|St|, and the previous plan’s prior,        
j = 1, …, |Πt−1|. The state prior si ∈St is one of the hypotheses of the agent’s 
state. A set of plan priors estimated from the previous time step, 
{π ji

t
,
1− }i=1...,|St|, j=1,...,|Πt−1|, is required since we use the DBN for PlR, i.e., 

estimates of plans at the previous time step has influence on plan estimates at 
the current time step. Our plan distribution estimate for one state prior with this 
notation could then be written as P(π ji

t
, |si ∈St, πj,t−1∈Πt−1).  

When reconstructing state priors, a straightforward approach is to select all of 
the N particles. We construct state priors S where each si is assigned the value of 
the particle state x )(i

t  , for i = 1,. . ., n. We consider each of the selected particles 
x )(i
t  to be equal to si of the state priors S. The |Πt−1| previous plan alternatives 

have to be combined with the state prior. The result is a set of posteriors where, 
at the next time step, the previous plan distributions are replaced by N·|Πt−1| 
plan distributions where each plan distribution corresponds to a combination of 
a certain state and a previous plan alternative. The number of particles and the 
number of state priors are constant (N). However, the number of plan 
distributions, |Πt|, will grow exponentially (N·|Π0|)Nt-1. Hence, calculations 
will soon become intractable. A more convenient way is to assume that our 
priors are the convex hull of the previous posteriors and take only perimeter 
values of the previous plan alternatives into account, i.e., P(π ji

t
, |si ∈St, πj,t−1∈ 

convexHull(Πt−1)). 

Here, we test two other approaches for the estimation of a single summarized 
prior plan distribution, πt−1. The first approach is to use the average value of 
each plan alternative that we denote π cgt 1−  and the second approach is to find an 
estimate based on maximum entropy, π entt 1− . Due to the large number of particles 
used in our experiment, for both approaches we construct the state priors from 
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a set of randomly drawn particles. The cardinality of the state priors is therefore 
typically lower than the number of the particles, i.e., |S|≤N. 

The first approach is based on finding the average value (center of gravity) of 
probability for each plan alternative, h, given all plan distributions (Πt−1), with L 
= |Πt−1|, 

                                        

where π ht 1− (h) is the probability of plan alternative h for π ht 1− ∈Πt−1. The second 
approach is based choosing the estimate that has the maximum entropy 
compared to the other distributions, see [Jaynes, 2003], 

                                

where,  

                               

 

A way to depict results of RPlR is presented in Figure 34, where total number of 
particles chosen to represent states that enter plan recognition is M.  
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Figure 34. Robust Plan Recognition. 

 

 

In Figure 34, for each particle pi, we depict a distribution over plan alternatives 
resulting in a family of distributions. Experimental results from simulations with 
RPlR approach are presented in Section 7.2.    

5.10  Conclusions and Contributions 

In this chapter we introduce several new approaches to plan recognition.  
 
In this work we have extended the case of the single agent [Bui, Venkatesh, and 
West, 2002], to the on-line multi-agent stochastic plan recognition problem, 
using a network structure. By using knowledge of agents’ interrelations we can 
create a plan structure that is compatible with that of a hostile military 
organisation. Using this approach we make use of existing knowledge about the 
military organisation and thereby strongly reduce the size of the hypothesis 
space. In this way we are able to bring down the problem complexity to a level 
that is tractable. Also, by using statistical models in plan recognition we are able 
to deal with uncertainty in a consistent way. For the information fusion purpose, 
we show with our plan recognition model that it is possible to integrate the pre-
processed uncertain dynamical sensor data such as the adversaries’ positions and 
combine this knowledge with terrain data and uncertain a priori knowledge, 
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such as doctrine knowledge, to infer multi-agent plans in a robust and 
statistically sound manner.  
 
A more difficult way of inferring plans is to look at what kind of equipment and 
resources the agents are carrying. This will impose limits on what they are 
capable of doing. The method that infers plans based on the observed capability 
of the agents is introduced as capabilities-based plan recognition; it could be 
used in cases where prior knowledge about agents is vaguely known.  
 
In this chapter we also introduced effects-based plan recognition that is focused 
on finding plan distribution given the effects; the reactive part and frame of 
opportunity in effect based plan recognition DBN is assumed to be calculated 
by using ES; modeling pro-active type of reasoning and influence of stress in 
decision making is explained by using microeconomics terminology.      
 
Generic plan recognition is a model that combines methods introduced in a 
framework that is represented by an aggregated DBN. 
 
RPlR is a new approach within the plan recognition research field. It is an 
efficient way to go when one has multi-modal state estimates about agents and 
plan recognition DBNs that have discrete state descriptions. The consequence 
of using a particle filter for plan recognition is that we obtain more reliable 
results for agent plan estimates than a uniform state uncertainty representation 
approach, by introducing RPlR, see Section 7.2. The reason is basically that the 
particle filter better represents the uncertainty in the state estimates and that the 
plan recognition manages the particle filter state representation in a useful 
manner. 
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Chapter 6  
Situation Management by 
using embedded simulations  

 

The focus of EBO is on causal explanations (models of mechanisms) that 
represent relations between actions and effect, see Chapter 4. Embedded 
simulations (ES) is a methodology that is aimed to facilitate a real time EBO 
process by several means and thereby enhance decision makers’ predictive 
situation awareness. ES are used to support a tactical commander’s decision 
making by modeling the context dependent causes between different own 
actions, hostile agents actions and (local) effects. The second benefit is in online 
what-if analyses to make automatic (routine) decisions in a system such as NBD. 
The third advantage is that ES simulations can compensate for some missing 
data in data bases (simulation of data); such simulations may run even without 
user knowing and would transform data from one database to another given 
relevant simulation models and data that describe the current context. Also the 
use of embedded simulation to support decision-making has been discussed in 
Section 5.6 (effect based plan recognition). 

There are numerous potential benefits of using ES in network based defence 
(NBD). Considering the recent shift in the role of Swedish armed forces we 
have focused in this chapter on military operations other than war (MOOTW).  
The MOOTW case used here is a riot control case in a foreign country where 
Swedish military has (UN) mandate to keep public order. In this chapter we 
explain and exemplify the potential use of ES to support an MOOTW operation 
of enforcing security.  

The research presented in this chapter is a product of cooperation with 
Embedded Simulation project member Martin Jerberyd (Sungard Front 
Arena/formerly FOI) and Klas Wallenius (Saab Systems). The reference persons 
have been Stefan Arnborg (KTH) and Michael Malm (FOI). 

In this chapter, we show here a concept of real-time EBO support for a 
commander involved in riot control to evaluate different strategies in real-time 
against conflicting goals; see [Suzić and Wallenius, 2005]. We will describe some 
of its functionality. Moreover, we describe how Bayesian Networks (BNs) are 
applied; BNs are combined with embedded simulation to facilitate a continuous 
reevaluation of the situation in order to optimize the actions performed by own 
units. Here, we also give an example of how the suggested approach will appear 
from an operational point of view. 
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6.1 Decision support in riot control 

Riots put important societal values at risk. We assume a generic scenario where 
at a summit (top level meeting) in a city, thousands of protesters from different 
countries are expected to show up to exercise their rights to demonstrate for or 
against different issues. It is also expected that some of these protesters will be 
trouble-makers intending to disturb the meeting. In the case of a domestic 
event, the police forces are responsible for the security at the summit, while in 
the case of an international peace-keeping operation, military units may be 
responsible. Anyhow, the overall security goals are to protect the meeting and 
its participants, and to defend public and private property from being damaged. 
At the same time, the police or the military must be very cautious neither to 
interfere with the integrity of the protesters and their rights to free speech, nor 
to unnecessarily provoke potential trouble-makers to cause further harm. In the 
case of riot control at a summit, effects include the rights of societal institutions 
to meet and to make decisions, as well as the right of the people to protest 
against these decisions. Here, we propose a concept for a commander involved 
in riot control to evaluate different strategies in real-time against these 
conflicting effects (higher-order goals). 

The concepts of effects based analyses may facilitate this consideration of 
conflicting effects see Chapter 4. EBO emphasizes actions performed to achieve 
effects beyond the most obvious tactical goals, i.e., in this case not just to 
prevent protesters from disturbing the meeting, but to maintain the rights of 
societal institutions to meet and to make decisions, as well as to maintain the 
rights of the people to protest against these decisions. Actions performed by 
units belonging to the police or the military need to be carefully synchronized to 
achieve these effects. 

ES supports the cumbersome work of quantifying the uncertain causal relations 
represented by the BNs. By utilizing an agent-based approach to this simulation, 
the problem of designing a complex simulation model of the whole situation is 
reduced to the problem of designing less complex performance models of the 
interacting agents. Furthermore, some sort of risk management is required, as 
there are uncertainties in the predicted development of the situation due to both 
uncertainties in the knowledge of the current situation and uncertainties in the 
agents’ performance models. To address this issue, we apply a stochastic 
approach to agent-based simulation, resulting in probability distributions of the 
causal relations between actions and effects, which in turn are used to maintain 
the BNs. 

Included in the concept are the different services and types of information used 
by the commander. These are presented in Figure 35, in which by an arc relation 
we mean “uses”. Hence, the tactical commander is considering alternative 
tactical orders to the subordinated units in order to comply with the strategic 
priorities from the strategic commander. To facilitate this assessment, the 
commander gets information about the situation by means of the tactical 
situation picture, depicting the locations and activities of own units as well as of 
demonstrators. The tactical picture is based on information from field reports, 
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being processed by a data fusion service as described in for example [Bergman 
and Wallenius, 2001].  

 

 

 

Figure 35. Services and types of information used by the commander in the 
proposed concept. The arrows depict agents using services and services using 

other services. [Wallenius, 2005] 

  

 

However, the main emphasis in the proposed concept is on how the tactical 
commander can make use of services dedicated to generate and maintain BNs 
and get a “feeling” of how a situation might develop. By this model, the 
uncertain effects of different actions on the tactical level can be analyzed by the 
commander, in order to optimize decisions on how to utilize subordinated 
units. The resulting model can also be the basis for computer based 
optimization. Hence, this chapter will describe how, conceptually, the different 
embedded simulation techniques need to be applied in order to implement this 
functionality. The example that we represent in this chapter deals with effects-
based riot control, but the approach could be useful for other types of security 
activities as well, such as other police work, disaster relief, and other types of 
military operations. 
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6.2 Riot Control Simulator (RCS): an 
embedded simulation prototype  

 

Within the Embedded Simulation project at FOI we have developed a proof-of-
concept model that is aimed to exemplify and give new research findings of 
embedded simulations. Here, concept [Suzić and Wallenius, 2005] has been to a 
certain extent exemplified. This proof of concept simulation model we called 
Riot Control Simulator (RCS). It consists of interface, stochastic agent models, 
embedded simulations and results (predicted effects). In the following 
subsections we describe some of the features of the RCS.  

RCSs interface 

The RCS has an interface with several functions concerning setting up the 
scenario and simulating own and protesters decisions. Here follows a list of 
those functions:  

Environmental specification (Map) It enables the user to build an environment 
or to import and modify a certain type of environment. In future applications an 
environment should be able to be directly imported from some C4I system 
containing geographic information and a common operation picture (COP).  

Rioters function. It involves placing agent models that represent groups of 
protesters and setting a probabilistic estimate of their internal state that is level 
of anger (hostile aggressive behaviour) in our example scenario. In future this 
functionality should be integrated with COP.  

Inserting counter-measures at different places (Peace keeping force). Here, the 
user can insert peace keeping force barriers with different strengths at various 
places; our own plan alternative “barrier” can as well be interpreted as a military 
force with shields.  

Attraction points (A-point function). The A-point function consists of several 
alternative places to which the simulated protesters (agents) can be attracted. The 
attraction point can be places of meeting/meetings, a car, or building/buildings. 
The degree/strength of attraction can also be specified in the interface.  

Repetitive simulation in simulation  

Given a specific scenario and combination of own decisions and assumed 
protesters’ decision, an embedded simulation can be performed. Since each 
simulation is a stochastic-agent based simulation, different results (effects) may 
occur. In the repetitive simulation interface, see Figure 36, there are several 
parameters that can be set by the user.   
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In the field number of simulations the user is able to specify how many times an 
embedded simulation will run. By specifying a number in the range [0, 1] the 
user can enter its own belief of the average value for the statistical distribution 
of people aggressiveness (anger levels). The stop time determines for how long 
the prediction of situation evolution will be simulated.    

 

 

 

Figure 36. Scenario (situation) repeat function. 

 

 

Behaviour of agent model that are used in RCS 

The behaviour of agent models of rioters and peaceful demonstrators has three 
parts.  

The first part is the crowd dynamics part. The research of professor Dirk 
Helbing [Helbing and Molnar, 1995] has been a guideline for describing how a 
group of agents moves through an environment and interact with each other. 
According to Helbing, the motion of pedestrians can be described as if they 
were subject to “social forces”. The social force is according to [Helbing and 
Molnar, 1995], [Helbing, Illes, and Vicsek, 2000] a sum of inertial, repelling and 
attracting forces. Repelling force between agents is modeled in RCS as an 
exponential function as described in [Helbing and Molnar, 1995]. The attraction 
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force in our case is dependent on distance to places of interest. Those places 
include meeting points, key buildings and places where own (police or military) 
forces are located. In the RCS, inertial forces have not been used. Helbing’s 
computer simulations of interacting pedestrians show that the social force 
model is capable of describing the self-organization of several observed 
collective effects of pedestrian behavior very realistically. In other words, 
Helbings results have been submitted to verification and were shown to have 
high accuracy in crowd modeling [Helbing and Molnar, 1995]. 

The second part of the behaviour model is about interaction between different 
agents and objects. It is modeled mainly in a heuristic manner and additional 
studies are needed. The summary study of [Grieger, 2003] of riot modeling 
approaches has been studied as well. The interaction between rioters and own 
force is a matter of force balance, i.e. number of own forces and (angry) rioters. 
If the own forces are stronger than the rioters then the own force barrier is not 
broken and there are no casualties. In the other case a broken barrier is related 
to the number of own force casualties.  

The third and final part is the statistical sampling part. It is limited here to 
sampling just one property of each agent. For each simulation iteration agents’ 
anger estimates are sampled from an initial distribution of demonstrators’ anger. 
This leads to different behaviours of agents that are manifested depending on 
level of anger; as a result, different outcomes (effects) occur at each iteration of 
the embedded simulation.  

Results of RCS 

The results of embedded simulations are written in a log file of simulated 
occurrences of effects, see Figure 37.  

 

                    

Figure 37. Result file of embedded simulation. 
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In our case the effects are the negative effects of damaged key buildings and 
broken (police/military) barriers. This file is a description of events and it 
enables efficient analyses and decision refinement, improving and making 
decisions. Next, we will describe transforming the results of embedded 
simulation into CPTs of BNs. 

6.3 Embedded simulations and Bayesian 
Networks  

By deploying BNs, the situation can be separated into tractable pieces, see 
Figure 38. The CPTs represent the probability of a certain effect to occur, given 
that a potential combination of actions is executed. Consequently, a rich and 
transparent model can be expressed, greatly facilitating predictive situation 
awareness. The representation power of BNs can be further extended by 
introducing utility nodes by which the utility of a certain state distribution can 
be measured. Since the situation evolves over time, there is a need for changing 
the mechanisms that explain the uncertain causal relations between actions and 
effects in real time.  

To support the continuous re-evaluation of the joint probability distribution 
(JPD), P(Decisions, Local Effects,  Aggregated Effects),  we need adaptive and context-
dependent BNs. The work of defining the JPDs is, however, very cumbersome 
and time consuming. In [Das, 2004] a mental simulation is proposed when 
assessing CPTs. Instead, in [Suzić, and Wallenius, 2005] we propose the use of 
agent based embedded simulations to model the mechanisms, and thereby to 
adapt the predicted effects as time passes. Hence, the BNs are used to represent 
the whole tactical situation in order to synchronize the actions of all own units 
involved in the operation. In turn, the JPDs of the BNs are calculated by 
embedded simulations predicting the effects given possible actions performed 
by separate own units and groups of protesters on the sub-tactical level. 

ES uses the computer based representation of the current situation to run a 
number of predictive simulations with different outcomes. In the next step, the 
results of outcomes are used for calculation of the local effects’ conditional 
probabilities; i.e., the probability of an effect given pairs of measures (e.g., 
restrict and separate) and countermeasures (e.g., Move close to X and Attach 
unit 1), see Table 3. A possible effect could be the destruction of an object of 
importance, X, given that rioters will take the action to move closer to X and 
our own forces will take the action to rope off the area nearby: 
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Table 3. Conditional probabilities of an effect. 

Local effect Building 
X damaged  

             Restrict            Separate 

  Move close to X P(Building X damaged| 
Restrict movement , Move 

close to X ) 

P(Building X damaged | 
Separate, Move close to X ) 

   Attack unit 1 P(Building X damaged | 
Restrict movement , Attack 

unit 1 ) 

P(Building X |Separate, 
Attack unit 1 ) 

 

 

Hence, the probability of local effects is the statistical average of simulations 
running N times, each testing whether the effect has occurred or not, given a 
particular combination of measures and countermeasures. Let us denote a 
variable effT, representing the total number of times that an object has been 
destroyed given a certain measure A and a certain countermeasure R. We then 
define the simulated conditional probability according to the Laplace estimator 
[Wang, 2003] as: 

 

By running the embedded simulation several times, the resulting CPTs for the 
BNs are constructed, and thereby a context dependent JPD is being modeled. 
The simulations performed at a certain decision point in time are repeated to get 
a successively better estimation of the JPD. This continues as long as the time 
available for making the decision allows, and as long as it is considered 
meaningful depending on whether additional simulations are expected to 
improve the estimation.  

The simulation introduced here is a combination of two simulation concepts. 
The first one is the non-homogeneous agent-based simulation. The second 
property is that the simulation is stochastic, having its analogy to Monte-Carlo 
simulations, by which sampling is used to represent prior knowledge; i.e. the 
agents’ properties are sampled from prior distributions. In RCS as mentioned 
the only distribution that we sample is level of anger.  

Each member of the crowd or a smaller group of crowd members can be 
represented in the computer simulation. In [Jager et al., 2001] the use of non-
homogeneous simulation agents is recommended. They also suggest a prior 
distribution of 1 % of “hard core” (aggressive agents), 10 % of “hangers-on” 
(potentially aggressive agents), while the rest of the agents are “bystanders”. The 
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prior distribution could be valuable when we, without having any prior 
knowledge about participants, instantiate simulation agents by sampling their 
properties. For example, depending on prior knowledge, values of properties 
such as fatigue can be sampled from a distribution and assigned to agents. 

 

 

Figure 38. An example of a BN aimed to support mission planning and risk 
assessment [Wallenius, 2005]. 

 

 

We conclude this section by providing an example of a BN representing a 
subset of a riot situation. To this end, Figure 38 illustrates a small part of the 
BN that underlies the user example presented in Figure 42. On the left (in the 
first column) in Figure 38, the action nodes represent the plan alternatives that are 
to be evaluated. By the embedded simulation, as described in Section 3, the 
CPTs for combinations of own forces and rioting group actions are calculated. 
Those CPTs describe uncertain causal relations between the action nodes and 
partial assessment nodes (in the second column) representing predicted local effects. 
The local effects of interest could be about particular objects of importance 
(such as buildings), the number of casualties of own units and of civilians in a 
certain area. Such effect could be the summit area in Figure 42. The end effects (in 
the third column), i.e. the aggregated effects for whole area of interest depicted 
in Figure 42 are obtained given the states of the local effects. Uncertain causal 
relations between partial effects and end effects, i.e. their corresponding CPTs 
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are assumed to be possible to model before a riot has occurred. For example, 
given that several buildings (objects of importance) are going to suffer severe 
damage, the end effect on the damaged infrastructure would also be considered 
as severely damaged. The utility node on the right of Figure 38 represents the 
overall assessment of the predicted end effects considering the strategic 
priorities, stated by the superior commander. The superior commander can use 
the BN network to examine causalities between different effects. For example, 
the superior commander can set different requirements using probabars (see 
[Wallenius, 2005] and Section 6.5) and get a “feeling” for how the effects would 
be related. 

When context-dependent BN is built it could be complemented with plan 
recognition. By using plan recognition we would gain prior information about 
rioting group’s activities, i.e. plan (riot) nodes get a prior. This would even 
further enhance BNs context dependent representation and subsequently 
commander’s predictive situation awareness. 

6.4 Experimental results with RCT’s and 
BNs 

We used RCS to assess the local effects in an ongoing situation. In the next step 
we used the output of the RCS, see Figure 37, to automatically construct a 
situation-relevant (context-dependent) BN.    

Here we explain an experiment where we used RCS to swiftly construct and test 
different what-if cases that are a combination of different decisions.  In an 
ongoing situation it is possible to test a limited number of cases (plans) where the 
human capacity is used to make judgment about cases that the user wants to 
test. The simulation took significantly shorter time than real time and we 
showed that even in complex scenarios embedded simulations can be used.  

We applied four different cases for the same COP, see Figure 39. The user, a 
tactical commander in this case, can test different strategies for placing own 
forces (dark blue line), responsible for keeping security. The light blue squares 
represent buildings of importance while black square boxes represent ordinary 
buildings and restrictions on moving in the environment.  

The goals set by the strategic commander are: protecting the summit, right to 
demonstrate, protect private property and minimize number of casualties.  To 
evaluate  (see C2 model in [Wallenius, 2005]) different alternatives (plans) by 
using the embedded simulation that satisfies the goals, the tactical commander 
in his turn tests two strategies “Plan A” and “Plan B”. The “Plan A” is a strategy 
of separation. The separation means to place own forces in a place where 
protesters pass by and where only “angry” (troublemakers) attack own forces 
and peaceful protesters pass by; here, the peaceful protesters are separated from 
the angry protesters. “Plan B” is the blocking alternative where protesters are 
deprived of their right to protest but this alternative provides increased security 
for the summit. However, if pressed into a small area the peaceful protesters 
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may turn into angry protesters and a peaceful demonstration may turn into riot. 
Those angry protesters can act against own forces in much larger proportions 
than initially and with much higher motivation. They could eventually break 
down commanders’ forces and threaten the summit seriously. We can also 
assume that the protesters have some alternative plan(s) too, beside the plan, 
denoted here as “Plan One”, to protest outside the summit building. The “Plan 
Two” is a plan of some of the protesters (troublemakers) to demolish private 
property in a shopping street. 

 

 

Figure 39. Four What-if cases with different combinations of plan alternatives. 

 

 

All events during the embedded simulation runs are reported in a form of the 
(text) output file, see Figure 37. The RCS’s file is machine-interpreted and 
converted by a C++ program that calculates probabilities according to Laplace 
estimator for different effects given different combinations of plans. Given the 
tables of probabilities, CPTs, for local effects; depending on the number of 
effects and their type, the end effect tables are automatically generated. In the 
next step, an XML file is also automatically generated by the C++ program. The 
XML file is opened by the C++ program call and interpreted by the open 
source tool Genie® (http://www2.sis.pitt.edu/~genie/) as a BN, see Figure 40.  
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Figure 40. A context-relevant BN in Genie that is aimed to support assessment 
of effects given different plan alternatives. 

 

 

By elaborating the context-relevant BN, the analyst or the tactical commander 
can use the network to get a “feeling” how a situation can evolve;  e.g. to get an 
answer to the question which decisions may lead to disastrous outcomes. 

6.5 The tactical commander’s operational 
view by using probabars  

In this subsection, we summarize the concept of probabars introduced by 
[Wallenius, 2005]. A probabar is an alternative way of graphical representation 
of probability distribution(s).  

Let us look closer at a chance (Bayesian network) node with the name “Goal: 
No Casualties” in Figure 41.  

 

 

 

Action/Plan nodes |    Local effects   |    End Effects  
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Figure 41. From chance node to a single probabar [Wallenius, 2005]. 

 

The representation on the left is a Bayesian node with bars and probabilities 
while the probabar on the right side contains one bar without any numbers. 
However, the user can visually assess the proportion of state “OK” contra other 
states.  

We believe that this concept is a practical way of mapping BN’s probabilistic 
representation to a more convenient representation that is suited for users not 
familiar with large probabilistic models. Moreover, probabars aim at facilitating 
the generation of predictive situation awareness by a brief glance at the user’s 
interface. 

As a part of setting the strategic priorities, all potential outcomes need to be 
classified in advance according to this scheme. Thus, since the probabilities will 
always sum up to 1, it is possible to present a rough indication of the relations 
between the probabilities by use of the probabars.  

Figure 42 suggests how a BN resulting from the simulations could be used by a 
tactical commander. On the left in the figure, the situation picture is depicted 
with positions of, e.g., important objects, protesters and own units. On the 
right, the assessed outcome is presented, given the current tasks assigned to the 
own units. For each of the strategic goals, the probabilities of that  

o the outcome will be in accordance with the goals (Ok),  

o the goals will not be fulfilled (Compromised), 

o the outcome will be disastrous (Severe), 

are presented. 

 

OK (Casualties = 0) 

Compromised (0 < 

Severe (100 ≤ Casualties)  

52 % 

38 % 

10 % 

Goal: No Casualties 

Goal: No 
Casualties 
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Figure 42. An example of a tactical commander’s interface service presenting 
the assessed consequences of current actions, along with the situation picture 

[Wallenius, 2005]. 

 

 

By right-clicking on any of the own units, as depicted in Figure 42, new 
assignments could be given to them. As a first step, this could be made 
tentatively to test out new strategies for dealing with the threatening situation. 
Changing the assignments will give new information to be processed by the 
Influence Diagram and the Monte Carlo simulations. Possibly a strategy can be 
using decision alternative that reduces the probability for severe consequences, 
which then will be indicated by the probabars. If so, the tentative assignments 
could be changed to definite assignments thus ordering the subordinated units 
to perform according to the new strategy. Please note that the user interface 
presented in Figure 42 is designed merely to give an indication of how it might 
look from a commander’s point of view. However, to ensure the usability of the 
final design, iterative user studies will be essential for future development. 

6.6 Error estimation 

There are two different types of errors in our model. The first one is the 
simulation model error that occurs due to lacking knowledge or model 
approximation of reality. This error is hard to estimate. Tests that compare 
reality and the simulation model output would be a first step towards the 
verification of the model. However, even if a verification process would be 
applied it is hard to obtain a quantitative estimate. 

The second type of error is the noise estimate, which can be calculated. It is 
dependent on the number of embedded stochastic simulations. In the scenario 
where embedded simulations are used, the assumption is made that the effects 
are conditionally independent. The output of each simulation loop during an 
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embedded simulation tells whether a local effect has occurred or not. After 
running repetitive simulations let us say M times we obtain a result as a beta-
distribution.  The noise error estimate becomes a standard deviation of a beta-
distribution, see [Råde and Westergren, 1990, p. 376].   
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Chapter 7  
Plan Recognition and Sensor 
Management    

 

In Chapter 5, we described plan recognition and here we present a bridge 
between plan recognition and the sensor management process [Johansson, 
2006] that feeds an information fusion (IF) process, and thereby plan 
recognition, with sensor data. The research work presented in this chapter is a 
result of cooperation with Ronnie Johansson (HiS/formerly KTH) whose main 
field of study was sensor management for IF.   

Plan recognition requires relevant and timely information to produce useful 
results. Sensor resources that are part of sensor management are typically 
limited.  Sensor management supplies IF with sensor data and cannot satisfy all 
information needs in all cases. To date (state) uncertainty in sensor observations 
has been a most important control parameter when controlling sensors and 
collecting data. Such control does not take tactical importance, a kind of high-
level information, into account. Here, we reuse high-level information obtained 
from plan recognition for focusing sensor resources on the most relevant tasks.  
By focusing sensor resources on the most relevant tasks we achieve improved 
predictive situation awareness [Phister, 2003], [Piccerillo and Brumbaugh, 2004]. 

 

 

Figure 43. Sensor Management and Plan Recognition.  

 

      Plan 
Recognition  

  MSDF/Aggregation  

       Sensor 
Management    <plan estimates >   

<positions, uncertainty,  id >

<observations> 
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Plan recognition produces plan estimates that are used in sensor management to 
prioritize sensor tasks, see Figure 43. Sensor management does its best given the 
guidelines it receives from plan recognition. New observations are made by the 
sensors which are fed back to the plan recognition process through multi-sensor 
data fusion and aggregation processes. 

The main purpose of the work presented here is to connect high-level 
information, in our case the outcome of plan recognition, to the control of the 
sensors that are intended to acquire most important information. Here, we 
introduce [Johansson and Suzić, 2004] and explore parts (aspects) of a 
framework in implementations [Suzić and Johansson, 2004] and [Johansson and 
Suzić, 2005] for expressing transition from information need to sensor control.  

7.1 Framework for bridging the gap 
between high level information need 
and information acquisition 

The general structure of the framework, depicted in Figure 44, involves two 
types of entities: space and function. The four space entities: task origin, task, service 
and resource are containers of structured information. The structure of 
information of each space entity should suit the intersecting function entities: 
task creation and management, allocation scheme, and service management and resource 
allocation.  

 

 

 

Figure 44. The Framework [Johansson, 2006]. 
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The framework prescribes that information need (contained within the task 
origin space) is formulated as information tasks with assigned properties (e.g., 
priority or time horizon depending on what properties the system is designed to 
handle). Such tasks belong to the task space in our framework. The 
materialization of tasks to satisfy a certain information need could be the 
responsibility of the task creation and management function. The service space 
contains services that the sensors in the resource space (independently or 
jointly) can perform. The allocation scheme describes how tasks are connected 
to feasible services, i.e. services that are suitable for handling the tasks.  

Plan recognition here belongs to the “Fused information” box in the task origin 
space. Plan recognition produces plan estimates of agents' acting in the 
environment. We label this high-level information since it is inferred (from 
sensor data) and explanatory. In contrast, "low-level" information typically 
originates directly from sensors and simply estimates observable properties of 
the environment (such as position, feature, etc.).  

Plan recognition’s results are in our framework used to prioritize sensor tasks. 
This is performed in the “Task creation/management” step of the framework. 
To automatically assign the priority of a task (e.g. monitoring/tracking an 
(hostile) agent) we use plan recognition results, estimates, with its 
variance/sensitivity. An additional advantage of our framework concept is that 
in such prioritization we do not need to take into account available resources at 
the “Task creation/management” step. Available resources are encapsulated by 
services that are an interface to sensor tasks. In the allocation scheme we take 
into account resources but via services. At this step we reprioritize sensor tasks 
concerning availability of services (joint or individual sensor resources 
capabilities). We propose bridging the gap between plan recognition, i.e. high-
level information, and information acquisition as a stepwise process cued by our 
framework description.  

However, the prioritization of tasks should not ultimately depend only on 
estimated plans. It should depend on information uncertainty as well. We 
propose an approach of measuring how sensitive inferred information is to 
changes of underlying information. In other words, we pose an issue: is the 
underlying information considering its uncertainty reliable and sufficient to infer 
a robust conclusion? If large changes in uncertainty have little effect on threat 
level then we can say that even large uncertainty is acceptable in this case.  

On the other hand, there are cases where large dispersion in inferred results is 
obtained from information with low uncertainty. Consequently, we say that this 
kind of underlying information which for small changes causes significant 
changes in result is more sensitive. To measure sensitivity, we propose to use a 
method that samples and estimates the standard deviation of inferred plans. If it 
turns out that the estimation of plans for a particular unit is very sensitive to 
uncertainty of data for a unit in a particular situation then information about this 
unit should get higher priority.  
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Finally, we state that prioritization of tasks is conditioned on both activity 
(subsequently expected impact; further discussed in [Arnborg and Brynielsson, 
2004]) and information sensitivity. The solution to automatic task prioritization 
can be obtained by using some soft computing method, e.g., fuzzy membership 
functions or  BN, see [Johansson and Suzić, 2004]. 

7.2 Realisation of a Bridge between High-
Level Information Need and Sensor 
Management 

 

In this chapter we discuss an implementation of the framework. The bridge 
between sensor management and plan recognition presented here is that we 
reuse plan recognition estimates to prioritize sensor tasks.  

Our aim was to demonstrate that our implementation gives reasonable results in 
a scenario, see Figure 45. Here we consider an extensive geographic 
environment including two information consumers (agents) located in the 
middle of the view (a1 and a2).  

          

        

Figure 45. Decision Support Context. 

   UAV 

   UAV 
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The purpose of plan recognition is here to support some information consumers’ 
decision making. They perform plan recognition based on information about 
agent states. In the scenario there are nine (hostile) agents, i.e., platoons. Groups 
of three platoons belong to a company. There are two companies near the north 
perimeter (labelled CN1 and CN2 respectively) and one in the far south of the 
view (CS). There are two types of resources modeled. One type is the UAV 
observer which can travel quickly but can only give state estimates from a 
distance (to ensure its own security). The other one is the ground soldier who is 
limited in speed but who can hide himself close to the road and make 
comparatively precise state estimates of a passing vehicle. The sensor 
management has duties such as collecting measurements to track hostile agents, 
and to configure and engage sensors in tasks. The objectives of the consumers 
are to know as much as possible about plan recognition estimates of the hostile 
agents. 

In the following subsection we present results where a uniform state uncertainty 
representation, that produces one plan distribution, is used as well as robust 
plan recognition where a family of distributions is used when prioritizing sensor 
tasks. The basic difference between those approaches is that the approach that 
uses particle filter in conjunction with robust plan recognition (RPlR); it gives 
more accurate results but on the other hand it is more computationally 
expensive.    

Information acquisition using results from plan 
recognition: a uniform state uncertainty 
representation approach  

To achieve purposeful sensor management, task management prioritizes 
(orders) tasks. We introduce the notion of threat and the idea that the higher 
threat posed by an enemy unit the higher the priority of the corresponding task 
should be. The threat calculation integrates estimated plans (ep). We introduce 
threat weights (wj) whose magnitude is dependent on the danger (threat) 
corresponding to each plan alternative xj. The probability for a plan alternative 
xj is p(xj | obs) given observations.  For example, the weight corresponding to a 
plan alternative attack has greater magnitude than a weight for alternative march.   

Where, 

                                                
)|( obsxpwep jj

j
∑ ⋅=

 

is a summarized threat value of the plan distribution. The threat estimate (T) 
becomes: 

T = ep  
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We cannot be entirely satisfied with this calculation of threat estimation for task 
prioritization. It does not fully reflect the sensitivity caused by the uncertainty 
properties such as position of the enemy units. Ideally, we want to find the 
expected threat and threat variance of each enemy unit given estimated 
properties and uncertainties. In general, the expected threat and threat variance 
cannot be calculated analytically. In this subsection a position uncertainty model 
is simply an uncertainty radius (ur) that grows with time when no observations 
are made. Unfortunately, the model is at present ignorant of terrain 
characteristics but is computationally less expensive than the sampling approach 
(see next subsection). 

For prioritization of tasks, additional factors can be considered. The expected 
impact (ei) of the enemy unit attacking one of our units or essential resources 
could be explicitly represented. The priority could also depend on the time 
duration (td) before a particular enemy unit can engage in an operation against 
our resources; longer duration gives lower threat. We also motivate the use of td 
due to sensors limited velocity that may result in a considerable difference in 
time delay for different observations.  

Hence in principle, the task priority becomes: 

Priority  = f(T, ur , ei , td) 

Finally, focus of attention for sensor management is maintained by the allocation 
scheme which has to consider both task priorities and the availability of services.  

In Figure 46, we illustrate how our implementation changes its focus of 
attention to the three companies CS, CN1, and CN2, by changing tasks for 
sensors. The calculated task priority of the three companies varies during 35 
simulation time steps. Initially, CS (the solid line in Fig. 17) is the greatest and it 
increases as long as the company has not been observed. The UAV sensor is 
accordingly allocated to CS. It is moving north along the road in the beginning 
of the scenario (while the companies in Rn remain stationary). After a short 
while (about time step 7), before the UAV has a chance to observe CS, CS is 
spotted by one of the ground observers in region. Since the uncertainty of the 
whereabouts of CS has been lowered, the priority decreases. At this point 
priorities of CN1 and CN2 (the dashed lines) exceed that of CS and the UAV 
starts to look for CN2 instead. 
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 Figure 46. Task priorities and focus of attention. 

 

Around time step 20, the UAV observes CN2, but also CN1 which is in the 
vicinity. The threat levels of both CN1 and CN2 drop rapidly and CS has once 
again the highest threat level. The UAV changes its selected target back to CS as 
expected. This result suggests that the automatic management of sensors 
presented in this article agrees with an intuitive sensor control.   

Here, we also introduce a definition of plan estimate loss. It is a quantitative 
measure of how well plan recognition estimates a particular, critical, plan 
alternative given a sensor configuration and a control method. In our 
implementation the results of plan recognition are dependent on a limited 
number of sensors(i) and tracking is performed by some sensor resource 
method Mr(i). In order to quantify how critical each plan alternative is we define 
the following penalty loss function. It assigns penalty measure Pen(xj) over plan 
space (χ) for each plan alternative (xj). Then we calculate I(Mr(i), xj), 
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which is the area between plan estimate for the case of unlimited number of 
sensors p∞(xj) and for the case of limited number of sensors pi(xj) in relevant 
surrounding. Finally, we define plan estimate loss  

                           
∑
∈

⋅=
χxj

r jj xiMIxPeniLoss )),(()()(
 



 

 

103

during a time period: [tstart, tend]. 

In our experiment, we vary the number of sensors in region North. These 
sensors are of type “Markus” (futuristic ground troop soldier) and are assumed 
to observe objects (agents). We focus on one of the enemy companies in the 
north and estimate the probability that this agent (company) will attack the 
consumer (our force). We perform four simulations of 160 time steps. Each of 
them returns the probability for attack given a varying number of sensors. In the 
first simulation we assume that we are able to observe the enemy at all time 
steps. This is equivalent to using an infinite or sufficient number of sensors in 
the simulation.  The attacking probability estimate for an infinite number of 
sensors is used as a reference when comparing to other attacking probability 
estimates with a limited number of sensors (observations).   

In Figure 47, all attacking probabilities are equal while the enemy company is 
not moving. In other words, estimated position is the real position. The CN2 
starts moving and we observe first divergence of the plan estimate for an 
unlimited number of sensors (red line in Figure 47). In the case of three sensors 
we get a result that underestimates the attacking probability in a time interval 
(blue line), in other words the lack of (important) information in this case delays 
discovery of threat.   

 

 

 

                      

 

Figure 47. Attacking probability estimate over time given sensor configurations 
with one, three and infinitely many sensors. 
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Sensor Management Design when using Results from 
Robust Plan Recognition   

Sensor management, i.e., the active control of sensor parameters (such as 
viewing angles, position, on/off, etc) to acquire information about the mission-
relevant environment, is an important support for RPlR. 

To deal with the aforementioned scenario features, we make a number of design 
choices within the framework (described in Section 7.1) for our current 
implementation. Here we describe our current design of task management, 
allocation scheme and service management. The approach we use here is a 
terrain-aware particle filter [Arulampalam et al., 2002] that represents the 
position uncertainty. 

Task management 

Tasks are generated by members of the task origin space, e.g., the consumers a1 
and a2 who require information about the observed agents for their current 
mission. In the current work, each consumer maintains an estimate of the plans 
of each known agent. The consumers formulate tasks themselves, one for each 
opponent platoon. Typically, the consumers never have enough information 
about agents and would like to know more about each one of them. Still for the 
network (system) to perform efficiently, with its limited sensing resources, the 
consumers need to prioritize their tasks. 

We decompose this mission-related prioritization into three elements: (level of) 
hostility, time-separation and impact. The first one concerns to what degree the 
agent’s plan is hostile towards the consumer, the second to what degree the 
agent is separated in time from the consumer (all other properties equal, closer 
agents should have higher priority), and the third concerns to what degree the 
agent can cause harm to the consumer’s mission. 

One way to try to capture this is to use fuzzy set theory, see Chapter 2, where 
the membership of an element to a set is not a binary condition (in or not in). 
We tentatively propose a “high threat” fuzzy set, HT, expressing the 
membership degree of an agent state x )(i

t  (estimate from particle filter, see 
Section 5.9)to the fuzzy set. The fuzzy set HT is now a conjunction of the three 
parts, i.e., 

 

where Hostp is the “hostile platoon” fuzzy set and Hostc is the “hostile 
company” fuzzy set. The underpinning explanation of the disjunction of the 
two hostility degrees is that the hostility of a platoon should not be less than the 
hostility inferred on the superior company. Hostp and Hostc are calculated as 
normalized and weighted linear combinations of the associated plan 
distributions, denoted π(x )(i

t ), making the membership degree one when the 
probability of the plan alternative with the highest weight is one, i.e., 
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where wp is a column vector of weights for platoon plan alternatives. The 
calculation of Hostc is analogous except for the change of weights. 

STimeS expresses the degree to which the separation in time between the 
consumer and agent is small. This value is based on a function that calculates 
the agent’s least expensive (in terms of traversability) route from its current 
position to the consumer. 

Finally, the GI fuzzy set expresses to what degree the agent can have a great 
impact on the consumer’s mission. In this work, we do not distinguish between 
the impact of the hostile agents and always use GI(x )(i

t ) = 1.  

Using the standard fuzzy set operators, HT, mathematically conforms to  

  

A calculation of HT is based on a single sample x )(i
t . What we also want to do is 

to capture the statistical properties (i.e., expected value and standard deviation) 
of the HT membership degree given the state uncertainty expressed by the 
particle set. Calculating the HT membership degree for each of the particles of 
the state uncertainty representation of an agent is computationally costly (as the 
number of particles is typically high). To alleviate this problem, we perform a 
Monte-Carlo simulation estimation of the expected membership degree of HT, 
µHT, and its standard deviation, σHT, by drawing M (typically much less than N) 
samples from the particle set, {x )(i

t } N
i 1=  we obtain new (smaller particle set) 

{x j
t } M

j 1=  . The calculations are then the following basic estimates 

 

The estimates µ̂ HT and σ̂ HT are calculated by each consumer for each mission-
relevant agent, and stored in a task structure, τ = (α, prio), where prio = ( µ̂ HT, 
σ̂ HT). In our current implementation, we leave it up to the allocation scheme 
(Section V-B) to order the tasks by comparison. For the comparison to be fair 
and make sense, we require that all consumers use the same threat calculation 
(HT) and statistical estimates ( µ̂ HT and σ̂ HT). The task management performed 
for each consumer can be summarized in the following algorithm 
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The only line in the algorithm that requires an explanation is line 4. It checks 
whether there is already a task τ concerning agent α. If so, line 5, updates its 
priority (i.e., the priority of a task is allowed to change over time). 

Allocation scheme 

The allocation scheme maintains a set of prioritized tasks T, the services S, and 
connections between tasks and services, i.e., allocations. Some of the tasks 
concern the same hostile agent; this is because several consumers may be 
interested in information about the same agent. In this implementation, the 
allocation scheme merely considers the maximum value over all tasks that 
concern the same agent. 
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Line 1 in the algorithm orders the presented tasks according to the selected 
preference relation (which will be described below in this section). The task with 
the highest priority will be served first. Line 3 finds the current allocation of τ if 
there is one (thus, we allow for a task to change to a more beneficial service). 
Line 4 finds the best (most beneficial) allocation for τt, i.e., the allocation that 
gets the best payoff based on a calculation of utility and cost. The utility here is 
based on the quality of the expected observation and the time it is anticipated to 
take before the observation can be made. The cost is based on the cost of 
initiating and running the sensor (e.g., in terms of fuel to transport the UAV). 

If the cost for the service is too high, the service might reject τ . Line 5 checks 
whether τ is already connected to its most preferred service. If so, it continues 
with the next task. Line 10 finds the current allocation cur_alloc’ of the service s 
in best_alloc if it exists. If s is occupied in another allocation and if τt has a lower 
priority than the task of s’s current allocation cur_alloc’, the program continues 
on line 21 where the next best allocation is found (if any). Otherwise best_alloc is 
employed. Line 13 realizes the preemption property of the algorithm, i.e., that 
an allocation may be removed if there is a task that is in more need of a service 
than the one currently allocated. 

Optionally, we could have combined < µ̂ HT, σ̂ HT> into a summarized value by 
a weighted sum in the task management function. Here, instead, we allow the 
consumers in the network to decide what is more important, expected threat or 
standard deviation. To do so, we tentatively introduce two preference relations 
PRµ and PRσ, that represent both desires, respectively. PRσ, e.g., is constructed to 
prefer tasks with a high associated threat variance, i.e., tasks for which the 
sensors can improve the predictive situation awareness by lowering the threat 
variance through observations. 

Formally, PRσ is defined to prefer a task τ1 to another τ2 (denoted τ1PRστ2), if 
τ1.prio.σ − τ2.prio.σ > δ. If 0 ≤ τ1.prio.σ − τ2.prio.σ ≤ δ, τ1PRστ2 only if τ1.prio.µ > 
τ2.prio.µ. PRµ is defined symmetrically. 

Service management and resource deployment 

The resource deployment part of our implementation performs a simple path 
planning for the UAV sensors and sends them on their way. The path planning 
we choose reuses the particle set approximation of the state uncertainty for an 
agent by applying the state transition algorithm, Section 5.9,  to predict the 
configuration of the particles when the UAV is likely to be able to make an 
observation. A path for the UAV is then constructed by drawing path nodes 
from the predicted particle set. An evaluation of the efficiency of this heuristic is 
beyond the scope of this thesis. It is the responsibility of the service 
management to check whether services have completed or reached the end of 
its path and if so make the service available (even to tasks with low priority). 

Note that, although not implemented here, some of the responsibilities of 
service management and resource deployment (such as path planning) could be 
deferred to the resources themselves. 



 108 

Experiments  

Evaluating the proposed framework and implementation of the scenario 
described in Section 7.1 is difficult because its complexity (i.e., it involves a 
multitude of parameters concerning plan recognition, sensor management, and 
their connection). The proposed problem space is also uncommon and there is 
little to compare to in the literature.  

Figure 48 shows a comparison between the best possible estimates  of the attack 
probability (probably the most interesting plan alternative for a decision-maker) 
and two of our RPlR estimates (for theoretical basis of RPlR see Section 5.9); 
with best possible we mean the estimation with perfect sensor observations and 
it is shown as a reference for comparison with other estimates.  CS stands for 
the company that advances from south in the scenario in Section 7.1. The first 
RPlR estimate represents our center of gravity (cg) attack estimate from the set 
of posteriors (π cgt  ).  

Here, we represent uncertainty intervals (dashed), [minΠ attack
t ; maxΠ attack

t ], of 
the posteriors as well. We also show the maximum entropy estimate π met from 
Section 5.9 (dash and dot in the figure). Both estimates are dependent on the 
implemented information acquisition based on particle filter and RPlR, 
described in this subsection, using the PRµ preference relation. 

 

 

Figure 48.Attack probability estimate for agent CS for predictive situation 
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In Figure 48, initially CS is observed by both UAVs and ground observers and 
the estimated attack probability is close to best possible and the uncertainty 
interval is small. The increasing attack probability attracts the interest of the 
sensors and the uncertainty interval is kept relatively small. By the end of the 
scenario, near time step 80, the attack probability has decreased (because CS is 
moving away from the consumers) and the interest of the sensors has been 
lowered. This, together with the bias of the state transition model (which pulls 
particles towards the consumers), explains why the uncertainty interval fails to 
cover the best possible estimate in the last time steps; in other words the state 
transition model according to our algorithm  causes overestimation of threat. 
For this experiment, the cg rather appears to better approximate best possible 
than me. The cg approximation considers the whole set of distributions unlike 
the me estimate. 
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Chapter 8  
Conclusions and further 
development  

Parts of conclusions and discussions have been presented in Section 2.5 and 
Section 5.10.  

In this thesis we have investigated and introduced new methodologies for 
supporting decision maker’s predictive situation awareness. In particular we 
used plan recognition and simulations as our main approaches; here we have 
introduced several new approaches to plan recognition, see sections 5.4-5.9, and 
demonstrated some of those with simulations. Moreover, we deal with agent 
based stochastic simulations, see Chapter 6, that can be used both as a direct 
decision support tool for tactical commanders but also as a tool to fill 
conditional probability tables (CPTs) for Bayesian networks that can be used in 
next turn for plan recognition, see Section 5.6. Finally, in Chapter 7 we 
demonstrated how plan recognition can be used for pro-active sensor control.      

One of the issues we address here is the future challenge of how to 
automatically build a BN from the UML class diagram. As a first step we create 
a BN representing a military unit, a company model in our case. The structure 
of the UML military unit and planning model facilitated the work of creating a 
(D)BN representing a hostile company but no formalism has yet been applied.  

When we implemented the DBN we realised that we cannot use the principle of 
reuse/generalisation other than performing copy and paste of the DBN 
fragments. Therefore we need a structured framework/ontology of Bayesian 
network fragments, such as MEBN, for representing opponent behaviours. The 
concept of generic plan recognition that incorporates MEBN is explained in 
Chapter 4.  By using MEBN we improve reusability and achieve better flexibility 
of plan recognition. However, the future challenge here is how we deal with 
context (which BN-fragments have to be combined) and computational 
complexity.  

Furthermore, we proposed an approach that takes agents’ (simulated) 
capabilities into account; this approach has to be evaluated. An embedded agent 
based simulation that supports plan recognition with situation based knowledge, 
where conditional probability tables are changed on-line, has to be put in 
perspective of trade offs between simulation model validity [Brade, 2004], 
computational resources (requirement on simulation runs that are faster than 
real time), composability [Petty, 2004] and interoperability (between C2 and 
M&S services, [Daly and Tolk, 2003]).  
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Goal lattices [Hintz and McIntyre, 1999] describe the prioritization structure 
between sensor actions and user goals; the edges in the goal lattice are weighted 
and priorities from higher order goals are propagated down to sensor actions. 
An issue for future research of plan recognition would be to connect plan 
recognition with goal lattices representing agents’ doctrinal (behavior) 
knowledge. In the MOOTW case such doctrines are very hard to describe. 
Machine learning of different (behavior) models where both agent’s goals and 
priorities are represented by goal lattices could greatly utilize efficient plan 
recognition. 
 
In Section 5.7, we discuss prediction of adversary’s behavior using multi-agent 
modeling techniques. Our goal is to develop a method that automates the 
construction of conditional probability tables that estimate adversaries’ response 
to own force plans according to Figure 28. The actual integration into a full-
fledged automated system is, however, still on our research agenda. 
 
A simple opportunity for future work in this area would be to integrate the idea 
of mixed initiative reasoning [Allen, 1999], [Blasch and Plano, 2002] with the 
current method. The human operator could for instance influence in real-time 
the ontologies that describe how capabilities relate to plans, or the Bayesian 
networks and fragments that are used in the actual plan recognition. 
 
If we are given several different estimates of the enemy’s future actions, it is 
useful to compare them and see in what way the outputs of the different 
methods differ [Sidenbladh, Svenson, and Schubert (a), 2004], [Sidenbladh, 
Svenson, and Schubert (b), 2004]. Doing this gives us more confidence in the 
results of the plan recognition method and also allows us to concentrate on 
those plan alternatives for which the methods produce significantly different 
probabilities. The comparison could also be used to guide information gathering 
resources, so that the dissimilarity between the outputs is minimized. 
 
The state transition model of the particle filter can be exploited to predict (the 
most likely) future agent states to proactively control sensors. The particle filter 
in conjunction with the RPlR is used here to estimate the expected threat and 
variance for sensor task prioritization. In terms of the proposed framework, we 
have started to explore in practice parts of its domain. Our implementation 
integrates, e.g., multiple objectives, heterogeneous sensors, long-term sensing 
actions, sensor preemption, and mission-relevant sensor management. We have, 
however, yet to explore, e.g., decentralized allocation schemes, dependencies 
among services and tasks, and how to efficiently manage services. In the future, 
we would like to enrich the state transition model by conditioning particle 
behavior on plan distributions, and introduce other agent-like properties.  

Concerning RPlR its potential should be investigated; for example the trade-offs 
between completeness and tractability should be evaluated.  
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