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The Lady or the Tiger?
A young Prince and Princess had fallen in love, but the girl’s father, a bitter old King, opposed the

marriage. So the King contrived to lure the Prince into a trap. In front of his entire court, he

challenged the Prince to prove his love in a highly unusual and dangerous game.

”The Princess,” said the King, ”is behind one of these three doors I have placed in front of you.

Behind the other two are hungry tigers who will most certainly eat you. If you prove your love by

picking the correct door, you may marry my daughter!”

”And just to demonstrate that I’m not a bitter old man,”  said the King ” I will help you. Once you

make your choice, I will show you a tiger behind one of the other doors. And then,” intoned the

King, ”you may pick again!”.  The King smiled, convinced that the Prince would not be man

enough to take the challenge.

Now the Prince knew that if he walked away he would never to see his love again. So he swallowed

hard, uttered a short prayer for luck, and then picked a door at random.  ”I choose this door,” said

the Prince.

”Wait!” commanded the King. ”I am as good as my word. Now I will show you a tiger. Guards!”

Three of the Kings guards cautiously walked over to one of the other doors, opened it. A huge

hungry tiger had been crouching behind it!

”Now,” said the King, ”Make your choice!” And, glancing to his court, he added, ”Unless of course

you wish to give up now and walk away...”

What should the Prince do?
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Introduction

• Bayesian decision theory much older than decision tree
learning, neural networks etc. Studied in the field of
statistical learning theory, specifically pattern recognition.

• Invented by reverend and

mathematician Thomas Bayes
(1702 - 1761).

• Basis for learning schemes such
as the naive Bayes classifier,
Bayesian belief networks, and

the EM algorithm.

• Framework within which many
non-Bayesian methods can be
studied (Mitchell, sections
6.3-6.6).
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Bayesian Basics
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Discrete Random Variables

• A is a Boolean-valued random variable if it denotes an
event (a hypothesis) and there is some degree of
uncertainty as to whether A occurs.

• Examples:

A = The SK1001 pilot is a male

A = Tomorrow will be a sunny day

A = You will enjoy today’s lecture
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Probabilities

• P(A) - ”fraction of all possible worlds in which A is true”

• P(A) - area of cyan rectangle
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Conditional Probabilities

• P(A|B) - ”fraction of worlds where B is true in which A is
also true”

T = have a toothache

C = have a cavity

P(T) = 1/10

P(C) = 1/30

P(T|C) = 1/2

Toothache is rare and cavity even rarer, but if you already have a

cavity there is a 50-50 risk that you will get a toothache.
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Conditional Probabilities

• P(T|C) - ”fraction of ’cavity’ worlds in which you also have
a toothache”

=         # worlds with cavity and toothache
                     # worlds with cavity

=                     Area of C " T

                          Area of C

=                           P(C,T)
                              P(C)
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Bayes Theorem

• P(h) = prior probability of hypothesis h - PRIOR

• P(D) = prior probability of training data D - EVIDENCE

• P(D|h) = probability of D given h - LIKELIHOOD

• P(h|D) = probability of h given D - POSTERIOR

              P(D|h) P(h)
P(h|D) = !!!!!!

             P(D)
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Bayes Theorem

• Goal: To determine most probable hypothesis h given
data D and background knowledge about the different
hypotheses h # H.

• Observing data D: converting prior probability P(h) to
posterior probability P(h|D).

              P(D|h) P(h)
P(h|D) = !!!!!!

             P(D)
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Bayes Theorem

• Prior probability of h, P(h): reflects background
knowledge about the chance that h is a correct hypothesis
(before observing data D).

• Prior probability of D, P(D): reflects the probability that

data D will be observed (given no knowledge about
hypotheses). MOST OFTEN UNIFORM - can be viewed as a
scale factor that makes the posterior sum to 1.

              P(D|h) P(h)
P(h|D) = !!!!!!

             P(D)
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Bayes Theorem

• Conditional probability of D given h, P(D|h): probability of
observing data D given a world in which h is true.

• Posterior probability of h, P(h|D): probability that h is
true after data D has been observed.

• Difference Bayesian vs. frequentist reasoning (see your
2nd year probability theory course):
In Bayesian learning, prior knowledge about the different

hypotheses in H is included in a formal way. A frequentist
makes no prior assumptions, just look at the data D.

              P(D|h) P(h)
P(h|D) = !!!!!!

             P(D)
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Example: Which Gender?

• Given: classes (A = men, B = women), distributions over
hair length

• Task: Given a object person with known hair length,
which class does it belong to?
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Example: Which Gender?

• What if we are in a boys’ school? Priors become important.
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Terminology

• Maximum A Posteriori (MAP) and Maximum Likelihood
(ML) hypotheses:
MAP: hypothesis with highest conditional probability given

observations (data).

ML: hypothesis with highest likelihood of generating the
observed data.

• Bayesian Inference: computing conditional probabilities in
a Bayesian model.
That is: using a model to find the most probable hypothesis h

given some data D.

• Bayesian Learning: Searching model (hypothesis) space
using conditional probabilities.
That is: building a model using training data - probability

density functions (or samples [D, h] from these) that have
been observed.
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Evolution of Posterior
Probabilities
• Start with uniform prior (equal probabilities assigned to

each hypothesis):

• Evidential inference:

Introduce data D1: Belief revision occurs. (Here, inconsistent
hypotheses are eliminated, but can be less digital)

Add more data, D2: Further belief revision.
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Choosing Hypotheses - MAP

• MAP estimate hMAP most commonly used:

hMAP = arg maxhi#H P(hi|D)

                           P(D|hi) P(hi)
       = arg maxhi#H !!!!!!

                            P(D)

       = arg maxhi#H P(D|hi) P(h)

              P(D|h) P(h)
P(h|D) = !!!!!!

             P(D)
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Choosing Hypotheses - ML

• If we assume P(hi) = P(hj) we can simplify and choose ML
estimate hML:

                     hML = arg maxhi#H P(D|hi)



19

Example: Cancer or Not?

Hypotheses:                   disease                  ¬disease

Priors:                  P(disease) = 0.008   P(¬disease) = 0.992

Likelihoods:        P(+|disease) = 0.98  P(+|¬disease) = 0.03

                          P($|disease) = 0.02   P(-|¬disease) = 0.97

A patient takes a lab test and the result comes back positive.  The test returns a correct

positive result in only 98% of the cases in which the disease is actually present, and a correct

negative result in only 97% of the cases in which the disease is not present.  Furthermore,

0.8% of the entire population have cancer.
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Example: Cancer or Not?

Find MAP estimate hMAP = arg maxhi#H P(hi|D):

P(disease|+) ~ P(+|disease) P(disease) = 0.0078

P(¬disease|+) ~ P(+|¬disease) P(¬disease) = 0.0298

hMAP = ¬disease

P(disease|+) = 0.0078/(0.0078 + 0.0298) = 0.21

P(¬disease|+) = 0.0298/(0.0078 + 0.0298) = 0.79
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Back To the Lady or the Tiger

• Now we have the tools to formulate the problem in a
Bayesian way:

3 doors: A, B and C

WLOG, assume that the Prince chooses door A, and that the

King opens door B

Prior probability that the Princess is behind door X, P(X) = 1/3

Likelihood that the King opens door B if the Princess was behind

A, P(King|A) = 1/2

Likelihood that the King opens door B if the Princess was behind
B, P(King|B) = 0

Likelihood that the King opens door B if the Princess was behind
C, P(King|C) = 1

MAP estimate: Should the Prince choose A or C?

P(A|King) ~ P(King|A) P(A) = 1/6

P(C|King) ~ P(King|C) P(C) = 1/3

hMAP = C, the Prince should switch to the third, unselected door!
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Classification and 

Pattern Recognition
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Computer Vision

Problem: Learning a classifier:
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Statistical Pattern Recognition
Learning

Learning: Inference:
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Example 1
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Example 2
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Example 3 (Laptev et al 2004)
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Pattern Recognition Tasks

• Clustering: find natural groups of samples in unlabeled
data

• Classification: find functions separating the classes

• Regression: fit functions (e.g. lines) to the data

• Density estimation: make statistical models of the data
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Bayesian Learning

• A training example can increase/decrease the probability
that a hypothesis is correct (no elimination)

• Incorporation of prior knowledge

• Accommodation of hypotheses with probabilistic
predictions

• Classification of new instances based on combined
prediction of multiple hypotheses

• Provides standard for optimal decision making - other
methods can be formulated in a Bayesian framework
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Relation to Pattern Recognition

• Given a set of measurements represented by pattern
vector x (instance), assign the pattern to one of the
classes h # H.

• Decision rule partitions the measurement space in |H|
regions %i corresponding to the respective hi.

• If x # %i it is of class hi.

• The boundaries between regions %i called decision

boundaries or decision surfaces.
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Bayes Decision Rule:
Two Class Problem
• Classify D as hj if:

P(hj|D) > P(hk|D), k = 1…|H|, k ! j

• Using Bayes rule for minimum error:
P(D|hj) P(hj) > P(D|hk) P(hk), k = 1…|H|, k ! j

• Decision rule (using likelihood ratio):  
       P(D|hj)        P(hk)
Lr(D) = !!!!  >  !!!    implies D of class hj

P(D|hk)        P(hj)
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Example

• Two classes with P(h1) = 2/3 and P(h2) = 1/3

• Using Bayes rule:
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Example

• Decision rule using likelihood ratio:
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Discriminant Functions

• Discriminant function f(D):
f(D) > k  &  D # h1

f(D) < k  &  D # h2

• Simplification: instead of making assumptions about
P(D| hi), make assumptions about the form of f(D).

• Two class problem:       
          P(D|hj) 
f(D) = !!!!  

             P(D|hk) 
with k = P(hk)/P(hj)
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Discriminant Functions

• Decision surfaces between classes i and j for minimum
error classification can equivalently be defined as

 P(hi|D) - P(hj|D) = 0

On one side positive difference, on the other negative

• May be more convenient to use

gi(D) = f(P(hi|D))

where f is any monotonically increasing function
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Sometimes Densities Useful
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Sometimes Densities Useful
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Normal Density

• Multivariate normal (Gaussian) density good model for
many applications - and easy to analyze

• Univariate (one variable) normal pdf:

             1          /   1   0x - µ122
 N(µ,)2) ~ p(x) = !!  exp 3- !  4 !! 5 6

           +,2,- )       7   2   8   )   9 :   
with mean µ and variance )2

• Multivariate l-dimensional normal pdf:

                1              /   1                           2
 N(µ,') ~ p(x) = !!!!!  exp 3- ! (x - µ)T '-1 (x - µ)6
          (2-)l/2|'|l/2        7   2                                               :

with mean vector µ = E[x] and covariance matrix ':

 
' = E[(x - µ) (x - µ)T ]
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Normal Density

• If i:th and j:th dimensions statistically independent then

 E(xixj) = E(xi)E(xj) and )ij = 0

• If all dimensions statistically independent, then
)ij = 0 . i!j, and covariance matrix ' is diagonal

• Thus, if the density is Gaussian and ' is diagonal, the

dimensions are statistically independent and

p(x) = *i p(xi)
p(xi) ~ N(µi,)ii)
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Bayes Decision Rule with
Normal Densities
• Assume two classes c1 and c2 with Gaussian distribution

and diagonal ': 
               1                

 P(x|ci) = P(x|µi, 'i) = *j  !!! exp [-(xj - µij)
2/2)ij

2]
                       +,2,- )ij

• Bayes decision rule (maximum posterior probability):

If P(c1|x) > P(c2|x) decide c1 else c2

• If P(c1) = P(c2) use maximum likelihood

• Else use Bayes rule: P(ci|x) ~ P(x|ci)P(ci)
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Bayes Decision Rule with
Normal Densities
• Formulate as discriminant function: if g(x) > 0 then c1

else c2. Remember, gi(D) = f(P(hi|D)) where f is
monotonically increasing.

      

  g(x) = ln(P(c1|x)) - ln(P(c2|x))  
          = ln(P(x|c1)P(c1)) - ln(P(x|c2)P(c2))    

          = ln(P(x|c1)/P(x|c1)) - ln(P(c1)/P(c2))

• If identical ', scale factor in front of exponent is constant:

       
  g(x) = -(j(xj - µ1j)

2/2)j
2 + (j(xj - µ2j)

2/2)j
2  + 

            ln(P(c1)) - ln(P(c2)) 

Decision surface is a line/hyperplane
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Bayes Decision Rule with
Normal Densities
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Bayes Decision Rule with
Normal Densities
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Bayes Decision Rule with
Normal Densities
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Joint, Marginal and Conditional
Densities
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Parameter Estimation
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Distributions Known?

• So far, we assumed likelihood and prior distributions
known.

• Never happens in reality!

• Have to estimate from training data:

Most often, make assumptions about analytic form of pdf.

Estimate parameters from data.

• Maximum likelihood estimation (frequentist view)

• Bayesian estimation
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ML vs Bayesian Estimation

• ML:

No prior bias.

Parameters are quantities with unknown but fixed values.

The best estimate maximizes the probability of obtaining the
observed samples.

• Bayesian:

Expectations about parameter values.

Parameters are random variables with some prior distribution.

Observations of outcomes from the distributions give additional

information about these, revising our belief about the
parameter values.
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Summary

• Bayesian theory: Combines prior knowledge and observed
data to find the most probable hypothesis.

• MAP and ML hypotheses

• Bayesian theory and Pattern recognition: decision

functions estimated in a mathematically principled way.

• Parameter estimaton: ML and Bayesian estimation


