
Exam in Machine Learning
DD2431

2010-05-25, kl 14.00 – 19.00

Aids allowed: calculator, language dictionary.

A Questions for pass or fail
Only one alternative is correct for each question.

Note: To pass the exam you must give the correct answer on almost all questions
in this section. Only one error will be accepted, so be very careful not to make any
unnecessary mistakes here.

A-1 Decision Trees
What principle is used for selecting attributes when building decision trees using the
ID3-algorithm (the one you used in the lab)?

a) Select attributes which minimize the tree height

b) Select attributes which maximizes the hypothesis space size

c) Select attributes which have few possible values

d) Select attributes which gives the best information gain

A-2 Boosting
What is boosting?

a) A process where new elements are explicitly added to the hypothesis space

b) An undesirable effect of having a learner with too many degrees-of-freedom

c) A technique for combining multiple learners to form a more capable learner

d) A desirable effect of increasing the learning rate

A-3 Kernels
What is the advantage of using kernels in support vector machines?

a) They tend to maximize the margins

b) They will reduce the number of support vectors

c) They reduce the risk of getting stuck in local minima

d) They make it possible to do non-linear separations
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A-4 Q-Learning
What is represented by the Q-function in the Q-learning algorithm?

a) The expected total future reward for a state-action pair

b) The amount of surprise (positive or negative)

c) The next state when a specific action is taken in a given state

d) The sum of the reward received from the start

A-5 Crossover
What is the purpose of using the crossover operation in genetic algorithms?

a) Bad candidates are removed from the population

b) Partially good solutions have a chance of being combined

c) It allows the fitness to be computed from pairs of candidates

d) Good candidates are preserved from generation to generation

A-6 Multi-Layer Perceptrons
What happens when the number of nodes in the hidden layer of a two-layer perceptron
is increased?

a) It will be capable of representing more complicated decision boundaries

b) It will be less prone to overfitting

c) It will generalize better

d) It will converge faster
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B Questions for higher grades
Preliminary number of points required for different grades:

20 ≤ p ≤ 24 → A

16 ≤ p < 20 → B

12 ≤ p < 16 → C

6 ≤ p < 12 → D

0 ≤ p < 6 → E

B-1 Decision Tree
(3p)

Draw a decision tree which implements the following concept:

(a ∧ b ∧ c) ∨ (¬a ∧ ¬c)

where a, b, and c are binary (boolean) attributes.

B-2 Information Gain
(3p)

The table below describes a training dataset where each sample has four attributes (a1,
a2, a3, and a4) and a corresponding class (c).

a) What is the entropy for this dataset?

b) What is the expected information
gain from measuring a1?

a1 a2 a3 a4 c
0 0 1 0 +
0 1 1 1 +
0 0 0 0 −
1 1 0 0 −

B-3 Neural Network
(3p)

Manually set up the connection weights and thresholds for a minimal two-layer thresh-
olded neural network such that any input (x1, x2) is classified according to the figure.
Points in the dark area should give a high output, points outside should give a low
output.
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B-4 Support Vector Machine
(3p)

Given the training data illustrated in the figure. Filled circles are positive examples,
unfilled are negative.
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a) What will the support vectors be for a corresponding (linear) support vector ma-
chine?

b) Estimate the α values for each support vector when a linear kernel

K(~x, ~y) = ~xT · ~y + 1

is used.

Hint: Do not attempt to solve the optimization problem! Make use of the fact
that you already know the support vectors and that you know what the value of
the indicator function must be at these points.

B-5 Genetic Algorithm
(3p)

You want a program to learn a mapping x, y, z → f(x, y, z) from a number of samples.
You assume that the mapping can be approximated well enough by an expression on
the form a + bx + cy + dz and you choose to use a genetic algorithm to find the best
approximation on that form.

Specifically describe:

a) What constitutes the individuals in the population?

b) How do you represent each individual?

c) How do you compute their fitness?

4



B-6 MAP
(3p)

A company intends to reduce it service costs by switching from the old rule-of-thumb
that “the customer is always right” to a Maximum-a-Posteriori (MAP) argumentation.
The company knows that their product X has a 0.8 % probability of being faulty.

By interviews with potential customers they know that when a customer has actu-
ally received a faulty product (s)he will contact the service department in 98 % of the
cases. They also know that 3 % of customers with non-faulty products will contact the
service department, claiming there is something wrong.

What should the service departments attitude be, according to their new MAP pol-
icy, when a customer complains?

Make sure you describe what the hypotheses, prior probabilities, and likelihoods
are in this example.

B-7 State Values
(3p)

In the Grid World illustrated in the figure, all actions (up, down, left, and right) result
in a reward of −1. The actions take you to neighboring positions (states) unless the
route is blocked by a wall (thick line). The session ends when reaching the goal state
(marked G).

a) Show one optimal policy by drawing arrows
in the figure (make a copy on your solutions
paper).

b) Calculate the value (V -function) for each
state when the discount value (γ) is 0.9.

G

B-8 Most Likely State Path
(3p)

Given a two-state system (off and on) which can be regarded as a Markov decision
process with the transition probability matrix:

A =

[
0.8 0.2
0.5 0.5

]
This means that, for example, the probability to switch from off to on is 0.2.

The states are only observed indirectly through the observations red, green, and
blue. The emmission probabilities are:

B =

[
0.5 0.3 0.2
0.2 0.3 0.5

]
If we know that the system starts up in the off state, what is the most likely sequence

of states to have generated the observed sequence: green, blue, blue?
The states and observations are numbered in the order they are listed here.

Good Luck!
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