
Exam in Machine Learning
DD2431

2010-10-21, kl 14.00 – 19.00
Aids allowed: calculator, language dictionary.

A Questions for pass or fail
Only one alternative is correct for each question.

Note: To pass the exam you must give the correct answer on almost all questions
in this section. Only one error will be accepted, so be very careful not to make any
unnecessary mistakes here.

A-1 Hypothesis Space
What does the hypothesis space contain when the learner is a decision tree learning
algorithm?

a) All possible decision trees

b) Tuples of attribute values

c) The leaf nodes of the tree

d) All positive examples

A-2 Error Back-Propagation
Error Back-Propagation (BackProp for short) is an algorithm for training multi-layered
feedforward networks. Hos does it work?

a) Weights are replaced to match one training sample at a time

b) Weights are gradually changed to minimize the error over the training data

c) Nodes in the hidden layers are added or removed to improve generalizeation

d) Margins are maximized by using non-linear kernels

A-3 Support Vector Machines
Why does a Support Vector Machine generalize better than a normal single layer neural
network?

a) The selected support vectors tend to be very typical samples

b) By supporting vectors it is not restricted to scalar input

c) The requirement of maximal margins reduces the arbitrariness

d) The support vector machine will have access to more training data
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A-4 Boosting
What is the general idea behind boosting?

a) The answer from multiple hypotheses are combined

b) The best learning algorithm is selected automatically

c) Large step-sizes are used initially to speed up learning

d) Weights are adjusted to suppress noisy data

A-5 Genetic Algorithms
What step in a genetic algorithm allows it to combine good solutions to parts of the
problem into something that may solve the whole problem better?

a) Fitness evaluation

b) Mutations

c) Crossovers

d) Selections

A-6 Reinforcement Learning
In the Q-learning algorithm, what will the Q-function represent after successful train-
ing?

a) The optimal action a for each state s

b) The accumulated reward up to reaching state s

c) The difference between expected and received reward in state s when doing ac-
tion a

d) The expected total future reward from a given starting point s and first action a
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B Questions for higher grades
Preliminary number of points required for different grades:

20 ≤ p ≤ 24 → A

16 ≤ p < 20 → B

12 ≤ p < 16 → C

6 ≤ p < 12 → D

0 ≤ p < 6 → E

B-1 Terminology
(4p)

For each term (a–h) in the left list, find the explanation from the right list which best
describes how the term in used in machine learning.

a) Linearly separable data

b) Concept learning

c) Temporal difference

d) Credit assignment

e) Hypothesis

f) Entropy

g) Preference bias

h) Negative example

1) Estimate of the number of training examples
needed

2) Learning of boolean functions from examples

3) Learning when the examples change over time

4) Measures the surprise when receiving the result of
an action

5) Assumptions about the distribution of the input
data points

6) A training example which provides no additional
information

7) Concept which can be learned by a one-layered
neural network

8) The role of terminology for the learning

9) An uneven distribution of data points

10) Training data point, not part of the concept

11) The amount of information needed to predict an
experiment

12) The learning algorithms influence on the result

13) Possible result from the learning

14) The problem of enforcing the right parts of a com-
pound behaviour

15) Data point which should not be linearly approxi-
mated

16) Taking into account the cost of each data point
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B-2 Decision Tree
(3p)

a) Draw a decision tree, consistent with the
training data in the table.

b) Formulate a boolean expression which
defines the same concept as your tree.
(Treat both ’0’ and ’−’ as FALSE; and ’1’
and ’+’ as TRUE)

a1 a2 a3 a4 c
0 0 0 0 −
0 0 1 1 +
0 1 0 1 −
0 1 1 0 +
1 0 0 0 +
1 0 1 1 +
1 1 1 0 −
1 1 1 1 −

B-3 Information Gain
(3p)

Arne is worried that the subway system might not operate properly when he goes home
one evening. There are two causes for his worries: it is really cold outside, and they
may be working on the construction of “Citybanan”.

He estimates that the risk of failure due to the cold weather is 20%. Independently,
they may shut down traffic due to the construction of “Citybanan” with a probability of
50%.

a) How unpredictable is it that Arne may not be able to take the subway home,
i.e. that the trains are cancelled, either because of the cold weather or due to the
construction work (or both)? Answer in terms of entropy, measured in bits.

b) Arne realizes that he can use the subway website to check if they are planning to
shut the traffic down due to construction work. Assuming that the information
on the website is accurate, what is the expected information gain from checking
the website?

B-4 Neural Network
(3p)

Manually set up the connection
weights and thresholds for a minimal
two-layer thresholded neural network
such that any input (x1, x2) is clas-
sified according to the figure. Points
in the dark area should give a high
output, points outside should give a
low output.
Note that it is not ok to reverse the
threshold; units always give a high out-
put when above the threshold.
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B-5 Support Vector Machine
(3p)

Given the training data illustrated in the figure. Filled circles are positive examples,
unfilled are negative.
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a) Suggest a suitable kernel function which should make it possible to classify these
(and similar) datasets correctly without being unnecessarily complicated. Be
precise when describing your kernel function (i.e. use a formula). Your must
motivate why you choose that particular function.

b) Draw a copy of the diagram and indicate where the decision boundary will be
(approximately) with your choice of kernel function.

c) Indicate in your drawing where the support vectors are.

B-6 VC-dimension
(3p)

Consider a concept learning situation where the data points are points on the unit circle.
The hyporheses are defined by sectors, i.e. they define concepts consisting of the points
between two specified angles.

a) How large is the hypothesis set?

b) How large is the VC-dimension?

The correct answers alone gives no points. You have to motivate your answer!
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B-7 Q-Learning
(3p)

Suppose that you have implemented a program for reinforcement learning using the
Q-learning algorithm. You have a suspicion that there might be an error in the program
and therefore decide to try it out with a small test example.

You create a small test example where the environment can be in four different
states (s1, s2, s3 and s4), and the agent in each timestep chooses one out of three
actions (a1, a2 and a3).

The Q-function is stored as a table in the program, and you initialize it with these
values:

s = s1 s = s2 s = s3 s = s4
a = a1 0.1 0.2 0.3 0.4
a = a2 0.5 0.6 0.7 0.8
a = a3 0.9 1.0 1.1 1.2

The system starts in state s3 and there the agent decides to make action a1. The
environment responds by giving a reward of 1 and moves to state s2. There, the agent
chooses action a2 which turns out not to give any reward, but moves you to state s4.

By hand compute how the Q-values in the table should have changed if your pro-
gram was correct. State which Q-values have changed and how much when the agent
made each of these two steps. The discount of future rewards (γ) is set to 0.9. The
update step η is 0.2 (i.e. the Q-value is changed by 20% of the temporal difference
value).

B-8 Hidden Markov Model
(2p)

You have a process which can be in either of two states, UP or DOWN. The process
switches randomly to the opposite state with a probability of 10 % at each time step.

When the process is in the UP-state, this can be observed with 100 % confidence.
However, when the process is in the DOWN-state it is impossible to tell, i.e. it looks
equally often as an UP or a DOWN.

a) What is the transition matrix for this problem?

b) What is the emission matrx for this problem?

Good Luck!
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