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Exercise 1 Show that (5) follows from (3) if the di are independently drawn
from a common distribution

If the di are drawn independently from a common distribution, then f(Dt) =
Πf(di). Let a hypothesis for di be f(di|λ). The corresponding parameterized
hypthesis forDt is f(Dt|λ) = Πf(di|λ). In particular, f(Dt|λ) = f(dt|λ)f(Dt−1|λ)
for t > 0. By the equation for parameter inference, f(λ|Dt) ∝ f(Dt|λ)f(λ) =
f(dt|λ)f(λ|Dt−1), the first part of the recursive equation follows. The second
part should be obvious, since D0 is an empty observation sequence.

Exercise 2 A cheap test is available for a serious disease. Assume that this
test is cheap in the sense of having 5% probability of giving negative result if
you have the disease, and 10% probability of giving positive result if you do not
have it. Moreover, in a population of individuals similar to you, 0.1% have the
disease. How would you compute your probability of having the disease when the
test gives

a) positive result?
b) negative result?
c) Can the precision be improved by repeating the test? What assumptions

are reasonable for answering this question?
d) Do there seem to be systematic errors in your analysis when applied in a

practical setting?

Let D denote disease and P a positive test. The information given is:
P (P̄ |D) = 0.05;
P (P |D̄) = 0.1;
P (D) = 0.001.
From this information we can also deduce P (P |D) = 1 − P (P̄ |D) = 0.95;
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P (P̄ |D̄) = 1 − P (P |D̄) = 0.9; P (D̄) = 1 − P (D) = 0.999. We also have
P (P ) = P (P |D)P (D) + P (P |D̄)P (D̄) = 0.10085 and P (P̄ ) = 0.89915.

a) asks for P (D|P ) = P (P |D)P (D)/P (P ) ≈ 0.0094.
b) asks for P (D|P̄ ) = P (P̄ |D)P (D)/P (P̄ ) ≈ 0.000556.
c) The test probably measures some physiological condition that is correlated

with the disease, and it may measure it unreliably. If the uncertainty lies mainly
in the first part, it does not help much to repeat the test, since the physiological
condition probably does not change much.

d) Not in the description of the problem, but for a disease with very spe-
cific mechanism of spread (like HIV or bilharzia) a person may only take the
test when there is a concrete and significant possibility that he/she attracted
the disease. In this case the population mean is not necessarily a good prior
estimate, from the point of view of the person concerned.

Exercise 3 The assumption that an unfair coin has a uniform distribution for p
is not very convincing if the coin is physical and we have had a chance to look at
it without actually tossing it. Assume that we instead assign a prior distribution
for p by saying that the coin is well expected to be balanced in a series of 10 trials.
This can be formalized as stating the prior to be be proportional to p5(1− p)5 in
the unbalanced case. Assume that the sample used in this way to characterize
prior information is just added to the observed sample, so that a count (s, f) is
replaced by (s+ 5, f + 5). How would such an assumption change the posterior
and interpretation of the example (with three successes and nine failures)? Can
you find the posterior probability of p > 0.5 in the parametrized model for the
two cases uniform and Beta(6,6) distributed prior?

***

Exercise 4 Assume that we use equation (1) to choose between two models
stating respectively probability a and b for heads in a coin tossing series. Assume
also that the true probability of heads is c. For which values of c will the Bayes
factor in favor of a against b go to zero when the number of tosses increases?

In a tossing test the data D is a binary string we summarize with number of
successes and failures, s and f , with n = s+f = |D|. Now P (Ha|D) = as(1−a)f

and P (Hb|D) = bs(1 − b)f . If a true success probability is c, then we would
expect s ≈ cn and f ≈ (1 − c)n. Assuming the prior odds to be one (no
preference for Ha or Hb), compute the Bayes factor in preference for Ha:

P (D|Ha)
P (D|Hb)

=
acn(1 − a)n−cn

bcn(1 − b)n−cn
=

(a/b)cn((1 − a)/(1 − b))n−cn = (
ac(1 − a)1−c

bc(1 − b)1−c
)n

If the quantity ac(1−a)1−c

bc(1−b)1−c is less than 1, the Bayes factor goes to zero, otherwise
to infinity. This is true even though we used the approximation s = cn and
f = n− cn, since the quotient s/(s+ f) goes to c with probability one.

Exercise 5 (*) Two points are selected uniformly and independently on the
surface of a 3D sphere of radius 1.
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(i)(*) Show that the distribution of the (3D Euclidean) distance between the
points is given by a linear density function f(d) = d/2, 0 ≤ d ≤ 2.
(ii)(+) Find the maximum probability, mean and median distances between the
points.
(iii)(+) What are the MAP, mean and median estimates for the squared dis-
tance? Hint: use a pdf over a variable which is the squared distance.

i) (Hint: Draw a figure to visualize the text below.) Without loss of gener-
allity, assume the sphere has its centre in the origin C : (0, 0, 0) and that one of
the two points is the North pole N : (0, 0, 1). Introduce a point on the surface
P : (0, y, z) and its projection on the axis of the sphere, M : (0, 0, z >). Let Θ
be the latitude of P , i.e., z = sinΘ and y = cosΘ.

Two applications of the Pythagorean theorem (triangles NMP and CPM)
give:

d2 = (1 − z)2 + y2

1 = z2 + y2

simplifying to d2 = 2(1 − z) and z = 1 − d2/2.
The sphere area in the band between Θ and Θ + dΘ is
dA = 2π cosΘdΘ.
Differentiate relations between d and z, and between Θ and z:

ddd = −dz
cosΘdΘ = dz

Simplify to:
dA = −2πddd
Since the probability of the second point falling in the differential segment

is proportional to dA, we find that the normalized density with variable d is
f(d) = d/2, 0 ≤ d ≤ 2. In other words, the pdf increases linearly in d from 0 at
d = 0 to 1 at d = 2.

ii) -This part is homework (and easier than i)).
iii) Let s = d2. f(d)dd = f(s)ds, i.e., f(s) ∝ f(d)dd

ds = d/2
d ∝ c = 1/4 In

other words, the square distance has a uniform distribution from 0 to 4.

Exercise 6 Find the optimal estimator of λ from the posterior when the loss
function is

+a) L(λ, λ̂) = |λ− λ̂|;
+b) L(λ, λ̂) = −δ(λ− λ̂); where δ is Dirac’s delta function.
c) Which of the three estimates (mean, median, mode) are scale-invariant

when applied to a real valued variable (Scale invariance: if the variable is trans-
formed by u = g(x), and thus the distribution to f(x)/g′(x), then û = g(x̂),
where the hat denotes one of the three estimators).

c) The cumulative distribution, F (x) =
∫ x

−∞ f(t)dt is scale invariant in
the sense that the corresponding function after transformation, Fu, satisfies
Fu(u) = F (x) if u = g(x) and x is in the support of a ’regular’ density function
f . Therefore the median estimator is scale invariant. However, it is easy to
see that the mean estimator is not, e.g., by considering a transformation that
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changes only coordinates to the right (or left) of the mean, and that the MAP
estimator is not, e.g., by considering a transformation that ’shrinks’ and thus
increases the density at an arbitrary point in the support of f , and ’dilates’
the variable and makes the density function smaller in all other points. Thus,
variable transformations can place the MAP and mean estimators at any point
in the support of f , and there is a corresponding rule of thumb held by some
Bayesian statisticians that only median estimators are scientifically defensible.
In most applied work, however, the mean estimator is used because of conve-
nience for high-dimensional parameter spaces and MAP is used in other types
of spaces like discrete spaces with complex structure (clustering, multiple target
applications, etc.)

Exercise 7 Find the optimal estimator from the posterior when the estimated
quantity is a probability distribution and we know that this distribution will only
be used for maximum expected utility decision making.

Assume we have a discrete probability distribution p̄ = (p1 . . . , pd), and a
decision function ui(a) giving utility of decision a in case of the ith outcome.
The expected utility for decision a with distribution f(p) for the probability
distribution is

∫ ∑
i ui(a)pif(p̄)dp̄ =

∑
i

∫
ui(a)pif(p̄)dp̄ =

∑
i ui(a)p̄i, where

p̄i is the expected value of pi.
In other words, the maximum expected utility decision making use of a

probability distribution makes it necessary to estimate probabilities as expected
values (like the Laplace estimator).

Exercise 8 In investigations of attitudes towards the extermination of whole
ethnic groups during wars, there is always an embarrasing percentage of subjects
who cross the alternatives that they have not heard about the events, or believe
they are fabricated. Which plausible conclusions can you draw from this?

It is either the case that the subjects tell the truth, or that they do not.
The psychology of lying is difficult to get at. The details of the study design
are important, such as the total number of questions for which an answer is
recorded, and the emotions built up by other questions in the study. It is
in general not obviously the case that subjects give their carefully considered
answers to all questions they are asked.

Exercise 9 In a famous TV quiz show, the contestant has to guess in which of
three boxes a valuable prize can be found and obtained. After the contestant’s
first selection of a box, the host sometimes opens one unselected box and shows
that it is empty. The contestant is given the opportunity to switch his guess to
the unselected remaining box. It is a popular quiz in probability courses to prove
that this switch is indeed advantageous and the offer should be accepted.

Analyze and advice on the decision under the following assumptions:
i) The host is forced by the protocol to show one empty box and allow the

contestant to change selection.
ii) (+) The opening is voluntary for the host, and he will try to make you

fail.
iii) (+) The opening is voluntary for the host, and he will try to make you

win
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iv) (+) The opening is voluntary for the host, and you do not know the
desire, if any, of the host.(Hint: You should assume that the host is as clever
as you are. Is there a randomized optimal choice wich performs well regardless
of the intent of the host?).

i) With the information given, the prize as well as the first choice by the
contestant can be assumed uniformly random, and the probability of right guess
will be 1/3.

Opening an empty non-selected box does not change this probability, since
there is at least one such box and the host knows where it is.

But the contestant gets the information that one specific unselected box is
empty. This means that the remaining unselected box has probability 2/3 of
containing the prize (the previously chosen box has probability 1/3 and the
opened ons has probability 0), so it is advantageouos to switch IF THE CON-
TESTANT BELIEVES IN THE FAIR EXECUTION OF THE PROTOCOL.
If you do not beleive in this analysis, a good way to convince yourself is to
simulate the contest in Matlab usin pseudo-random numbers..

Exercise 10 The file x33.mat contains three traces with different proposal dis-
tributions similar to those in figure 7). Assume that the target distribution is
a mixture of two normal distributions. Estimate the mixing coefficients, mean
and variance for the two distributions using each of the three traces.

Exercise 11 (+) Five different gene variants where determined for a popula-
tion of 200 normal subjects and 300 subjects diagnosed with schizophrenia. Each
subject is classified with a genotype of five components, one for each gene, and
the component is 11, 12 or 22, showing which variant the subject has in his/her
two genes of this type. Using a standard test to decide if there is an associa-
tion between gene and diagnosis, five p-values were computed related to the null
hypothesis of no association (when the two subject classes have the same distri-
bution over gene varants). These were 1.1%, 1.1% 2.3%, 2.4% and 20%. With
the Bonferroni correction it is not possible to reject any null hypothesis on the
5% level. Make an FDR analysis of the situation, finding a set of hypotheses of
which on the average 95% are true.

Exercise 12 A not so reputable person claims to have discovered an event with
exact probability 0.5, and he wants to support his claim with an experiment where
the event happened in exactly 40 of 80 occasions. Do you think he cheated? By
cheating we mean reporting a score too balanced even under the assumption that
the event has indeed probability 0.5. Quantify and motivate your judgment!
What if it happened in 4000 of 8000 occasions?

The question is if an observed frequency of exactly 0.5 is ’too good to be ex-
pected’. In this case it is reasonable to put a rejection interval around exact
frequency 0.5. The following simulation program samples the probabilities for
different success counts given that tot experiments are made:

r=rand(tot,N);
r=r>0.5;
rs=sum(r)’;
o=rs;
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o(:)=1;
ct=sparse(rs,o,o);
ct=ct/N;
cct=cumsum(ct);
ix=find((cct>0.25)&(cct<0.75));
[full(ct(ix)) ix/N]

For tot=80, it gives frequencies around 8 − 9%. So in this case it is not
remarkable to have exactly 0.5 frequency if p = 0.5. But for tot=8000, the p-
value for 4000 successes is only around 1%, so the hypothesis that the experiment
is a balanced random trial with iid events and probability 0.5 can be rejected
at the 1% level, indicating that the person might be cheating. For considering
the plausibility that the person is cheating with observed frequency 4000+d, the
p-values will be 0.01, 0.03, 0.05, etc for |d| = 0, 1, 2. a deviation of two units
from the exact expected value 4000 is thus not remarkable (p-value 5%)

Exercise 13 The US Air Force has several target classification systems that
give their output as a DS-structure. One such system outputs at some time its
belief that an incoming target is either an Attack(Fighter), Bomber or Civilian
aircraft. The parameter set is thus A,B,C. The output on one occasion is:
m(A) = 0.2,m(B) = 0.050,m(C) = 0.083,m({A,C}) = 0.022,m({B,C}) =
0.534,m({A,B,C}) = 0.111.

Represent the capacity corresponding to m as a polygon in the plane contain-
ing possible combinations of P (A) and P (B).

The probability distributions are obtained by reallocating the mass of a non-
singleton focal element to its members, e.g., the mass 0.111 given to {A,B,C}
is split in three parts that are added to m(A), m(B) and m(C), etc. It suffices
to consider extrem allocations, where the entire mass 0.111 is allocated either
to A, to B or to C. In this way we obtain ’corners’ of the uncertainty polytope,
and the capacity is the convex closure of these corners.

focal corners
{A,C} 0.022 A A A A A A
{B, C} 0.534 B B B C C C
{A,B,C} 0.111 A B C A B C
A 0.200 0.333 0.222 0.222 0.333 0.222 0.222
B 0.050 0.584 0.695 0.584 0.050 0.161 0.050
C 0.083 0.083 0.083 0.194 0.617 0.617 0.728

focal more corners
{A,C} 0.022 C C C C C C
{B, C} 0.534 B B B C C C
{A,B,C} 0.111 A B C A B C
A 0.200 0.311 0.200 0.200 0.311 0.200 0.200
B 0.050 0.584 0.695 0.584 0.050 0.161 0.050
C 0.083 0.105 0.105 0.116 0.639 0.639 0.750

The three top entries in each column shows where the mass of the correspond-
ing focal element goes. Plotting the 12 potential corners in the P (A),P (B), we
notice that only five of them (indexed 1, 2, 4, 8 and 12) lie on the convex hull
– the others are interior points. The following figure shows the capacity in the
forms of potential corners of a polytope of probability vectors.
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Exercise 14 (+) Consider again the USAF classifier of the previous exercise
and the mass assignment given there.

i)Find the relative plausibility, pignistic and Maximum Entropy estimates
for the target class from m, as three probability distributions over the parameter
set.

ii) Draw the points from i) in the polygon from the previous exercise . Con-
clusion or comment?

Exercise 15 Derive the normalization constant for the Dirichlet distribution
(i) with αi = 1, all i;
(ii) with integer parameters αi.

(i)
It is best to try the case d = 4 to get a feeling for what an induction proof

may look like, using several times the identity
∫ a

0
(a− x)pdx =

∫ a

0
xpdx:

∫ 1

0

∫ 1−x1

0

∫ 1−x1−x2

0

dx3dx2dx1 =
∫ 1

0

∫ 1−x1

0

(1 − x1 − x2)dx2dx1 =
∫ 1

0

∫ 1−x1

0

x2dx2dx1 =
∫ 1

0

[
x2

2/2
]1−x1

0
dx1 =

∫ 1

0

(1 − x1)2/2dx1 =
∫ 1

0

x2
1/2dx1 =

1/6

Introduce the quantity

f(d, p) =
∫ 1

0

∫ 1−x1

0

. . .

∫ 1−x1...−xd−2

0

xp
d−2dxd−1dxd−2 . . . dx2dx1

It is now straightforward to prove the inductive rule

f(d, p) = f(d− 1, p+ 1)/(p+ 1),

which terminates with f(0, p) = 1, so that the normalization constant c =
f(d, 0) = 1/(d+ 1)! = 1/Γ(d).

(ii) Use same procedure. Instead of the integrals of powers of xi, you get
integrals of the type

∫ a

0 x
s(a−x)fdx, which are solved using the known integral∫ 1

0 x
s(1 − x)fdx = s!f !/(s+ f + 1)! of section 2.1.9.

Exercise 16 A sample y1, . . . , yn of real numbers has been obtained. It is known
to consist of independent variables with a common normal distribution. This
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distribution has known variance σ2 and the mean is known to be either 1 or 2
(hypotheses H1 and H2, both cases considered equally plausible).
(i) Which is the data probability function P (D|Hi)?
(ii) Describe a reasonable Bayesian method for deciding the mean value.
(iii) Characterize the power of the suggested procedure as a function of σ2, as-
suming that the sample consists of a single point.

Exercise 17 Show that the posterior for inference of normal distribution vari-
ance under the standard assumption is a gamma distribution, and find its pa-
rameters.

Exercise 18 (+) We tested above the hypothesis that the coal-mining disaster
density is in fact constant. Is it possible to also test the hypothesis that the
intensity is piece-wise constant? Can we test the hypothesis that there is exactly
one breakpoint, and at 1888? How?

Exercise 19 Show that the data probability for a component in a mixture is

Γ(n/2)
(2πs)n

,

where n is the number of points and s = (
∑
x2

i − 2µ
∑
xi +nµ), sums being

taken over the xi of the component. Hint: with the substitution t = 1/σ2, the
integral can be pattern matched with a constant times an integral of the gamma
distribution. The integral can be solved using the normalization constant for the
gamma distribution obtained from a table of distributions.

Exercise 20 For deriving the data probability in the independence model it was
crucial to observe that

dA,dB∏
i,j=1

(xA
i x

B
j )nij =

dA∏
i=1

(xA
i )ni.

dB∏
j=1

(xB
j )n.j .

Convince yourself that this is true.

Indeed,

dA,dB∏
i,j=1

(xA
i x

B
j )nij =

dA,dB∏
i,j=1

(xA
i )nij (xB

j )nij

=
dA∏
i=1

dB∏
j=1

(xA
i )nij (xB

j )nij =
dA∏
i=1

dB∏
j=1

(xA
i )nij

dB∏
j=1

dA∏
i=1

(xB
j )nij

=
dA∏
i=1

(xA
i )ni.

dB∏
j=1

(xB
j )n.j .

Exercise 21 Design a method to decide whether or not a set of data triplets
is generated as three independent variables. For domain size dA, dB , dC, and
contingency table nijk introduce notation similar to above equation (30).
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Exercise 22 (+) In Pediatrics 2005;116;1506-1512, a study on hospital orga-
nization is reported were in one case the mortality of admitted patients was 39
out of 1394, and in another case 36 out of 548. Can this result be explained by
random variation, the underlying mortality rate being the same in both cases?
Quantify your conclusion!

Exercise 23 The multivariate normal distribution has the following nice recur-
sive characterization: A distribution over d-dimensional space is normal if and
only if either, d = 1 and it is the univariate normal distribution, or, d > 1 and
both all marginals and all conditionals of it are multivariate normal distributions
over d − 1-dimensional space. Show that this is true! Hint: A conditional of a
multivariate distribution is obtained by conditioning on one of its variables. A
marginal is obtained by integrating out one of its variables.

It is easy to see from equation 31 that a multivariate Gaussian distribution
with d ≥ 2 has both all marginals and all conditionals Gaussian: If a variable xi

is set to a constant (conditional) and the result normalized, or when integrat-
ing out xi, the result is an exponential of a (negative definite) quadratic form
in the remaining variables with a factor independent of the xi. Normalizing
will thus give a Gaussian over Rd−1. Moreover, an arbitrary (non-singular) lin-
ear transformation of coordinates will also take the exponent in the expression
for the multivariate Gaussian into another quadratic form and thus take the
distribution into another Gaussian distribution.

***
eq:Gausslkh

Exercise 24
Derive a formula similar to (37) for the directed case, p(M ′

4|D)/p(M ′
3|D)

Exercise 25 We believe that a sequence of real numbers, (yi)N
i=1 was generated

from the mixture of two normal distributions, f(y) =
∑2

i=1 λiN (µi, σi) where
λ1 + λ2 = 1.

Design an MCMC procedure to make inference about the parameters of the
normal distributions and the source (1 or 2) of each yi. Check out what happens
when the sample is too small for reliable inference.

In the mixtmod subdirectory in the course directory contains both EM (em-gm.m)
and MCMC (mm-gm.m) routines for mixture modeling. Some experimentation
shows that the EM can declare mixtures that are not significant (e.g., find a
mixture division of a non-mixture data set), and that MCMC sometimes fails
to find a true mixture because the majority of data points drift into one of
the components, which can give an isolated maximum far away from the global
maximum.
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Figure 1: The capacity is the set of probility vectors inside the polygon shown.
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