
Master’s test 4 for course DD2447, grades A-C

The solution turned in must be correct at least in some sense. It is advisable
to solve it in two ways (e.g., analytically and numerically) and check that results
agree. Cooperation is not allowed, see code of honour.

You are allowed to use material found on the web, BUT IF YOU DO YOU
MUST REFER TO IT IN A STANDARD ACADEMIC WAY. In any case, you
must yourself formulate the entire solution in a professional style, like in a (very
short) research paper.

Recommender System
A Recommender System tries to predict which items a user will appreciate

based on previous ratings or choices made by this user and other users. The
technique is particularly common in web-based applications because of the ease
of collecting large amounts of data in click-streams.

There are two related ways to borrow strength from existing prediction base:

(i) Cluster users and items, assuming that a user will like items in clusters liked
by users in his own cluster;

(ii) Derive latent features of items and users in such a way that the rating of
an item by a user can be found from the scalar product of the user’s and
the item’s ’feature vector’.

This lab is concerned with the second approach. In singular value decom-
position, one operation available is to approximate a matrix R as the product
of two low-rank matrices. A user × items ratings matrix R as above is thus
expressed as the product of a u × f matrix U and a f × i matrix V , where
dimensions are number of users u, features f and items i. The approach can
work because there are many sources of variation in ranking that are not at all
available to the recommender system. In this test you should implement some
parts of the Bayesian Probabilistic Matrix Factorization by Salakhutdinov and
Mnih, with link in the course package, and it can be useful to read that paper.

A matrix R of users and their ratings of items is available as a sparse u × i
matrix, i.e., only a small part of the matrix is known. Two matrices, U which is
u×f and V which is f×i, are to be estimated using MCMC. We want estimates
of U and V such that the matrix product UV is a good predictor for the part
of R that is unknown. This problem is normally under- or over-determined, so
a ’best’ approximation in the sense of approximating the known values of R is
either non-unique or overfits the data and gives bad predictions since it adapts
too much to the exact values known in R. A suitable probabilistic model can be
written( Salakhutdinov, Mnih, 2008), where N(µ, σ2) is the normal distribution:

Ujk ∼ N(0, σ2
U )

Vjk ∼ N(0, σ2
V )

Rjk ∼ N(Uj· · V·k, σ2
R),

and Uj· · V·k is the scalar product of row j of U with column k of V . The code
is preferrably written in Matlab, and a proposal is a change of an element of U
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or V . Still, it may be desirable to keep a sparse representation for R to prevent
wasting space for the large number of missing values in this matrix.

This task is quite open-ended, and an ambitious solution can count as two
master’s tests (Giving grade A on DD2447, or counted as project in DD3342).
The Matlab call interface should be compatible with the HMM MCMC code in
the course code library, returning estimates of U and V with error estimate, or
optionally traces of U and V . The Ratings matrix should be a sparse matrix,
and you should have a way to distinguish a missing value from a zero value. You
should not compute the matrix product UV in full, but only the parts needed
to evaluate a proposal or produce a new predicted rating. One needed value in
the product UV can be found as a scalar product of a row in U and a column
in V , and a row in the product can be obtained as the product of a row in U
with V , and similarly for a column of the product.

The variances should be supplied in the call, and optionally you may include
some way to estimate the variances too (improving initial values supplied in the
call). The number of features considered (number of columns in U) should also
be a parameter in the call.

You should document how you selected test data, and the resulting perfor-
mance tests. Deliverables are Matlab code, a description of how MCMC was
implemented, test data and a description of the testing stage. It is OK if the
performance is less than expected, but you should try to find out why.
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