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ABSTRACT

The transition from laminar to turbulent flow is a long-standing
research subject in the field of fluid mechanics. A basic necessity
for such studies is a distinction between laminar and turbulent flow.
In particular, a binary segmentation is desired where laminar and
turbulent regions behave consistently over time. Previous works
in this regard yield inconsistent results, or are restricted to 2D
manifolds thereby neglecting the three-dimensional nature of the
problem. In this paper, we present a novel use of feature-based
methods to segmenting a 3D time-dependent flow into regions of
laminar and turbulent behavior. It is based on the extraction of local
extrema from a scalar field such as spanwise velocity. It turns out
that the existence of many extrema in a region is a good indicator
for turbulence. We derive a density function from the extracted
extrema using a Kernel Density Estimate (KDE) and threshold it to
achieve a binary segmentation into laminar and turbulent regions.
We use an in-situ processing approach for data analysis during the
simulation run. The two core components of our method exhibit
drastically different performance characteristics: the extraction of
extrema is embarrassingly parallel, while the KDE is more time-
consuming. Hence, we decouple our algorithmic components to
achieve a better overall system performance. Our method shows
consistent results and enables the domain scientists to study the
three-dimensional aspects of the laminar-turbulent transition that
were difficult to assess before.
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1 INTRODUCTION

The transport of people and goods is exponentially increasing on a
global scale [1]. It is estimated that roughly half of the energy spent
worldwide in such transport activities is dissipated by the turbulent
motion in the immediate vicinity of the moving object, e.g., near
the surface of a vehicle or plane. Understanding the turbulence
close to these surfaces is of paramount importance to lower energy
consumption.

We distinguish between two flow regimes: turbulent and laminar
flow. In loose terms, turbulence is characterized by chaotic motion,
that is to say, irregular and unpredictable flow behavior. Turbulent
areas in a flow contain an abundance of vortices and other features.
Laminar flow, on the other hand, is characterized by its smoothness
and clear direction of flow. Laminar flow consumes less energy than
turbulent flow. Hence, it is often desirable to increase laminar flow
regions and decrease turbulent ones.

The process of laminar flow transforming into turbulent flow is
known as the laminar-turbulent transition. This transition can often
be observed when the fluid is close to a surface; the thin layer of
fluid near the surface is called a boundary layer. The fluid moving
near the surface creates skin friction, which in turn creates drag,
i.e., a force hindering the movement of a body through fluid. We
can exemplify these concepts with a flow around the wing of an
airplane: The flow in the boundary layer of the wing starts in the
laminar regime and follows the profile of the wing smoothly until it
breaks down and transitions to turbulent flow. To conserve energy,
one aims to have as much area of the wing as possible surrounded
by laminar flow.

It is of interest to engineers to create a binary segmentation of the
domain of a boundary layer flow into laminar and turbulent regions.
This enables subsequent statistical analyses about the transition.
To see this, one has to realize that the transition does not happen
at a static position, but its location is dynamic. Hence, the binary
segmentation into laminar and turbulent flow has to be obtained
for every time step, and statistical analyses over all time steps can
then characterize the transition for the examined flow. For example,
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one could determine the average transition point and an amount of
fluctuation around that point. These statistical moments can then
be used to compare different flow setups with each other, e.g., two
differently designed wings.

Existing methods for vortex identification such as Okubo-Weiss
[7] or A, [8] will reveal the abundance of vortices in a turbulent
region, but not yield a binary segmentation into laminar and tur-
bulent flow. As discussed by Rehill et al. [20], most methods used
in fluid dynamics are based on thresholding scalar quantities such
as the ones above to obtain a segmentation, but rely on additional,
often unspecified filtering and generally suffer from inconsistent re-
sults, i.e., areas in the fully-developed turbulent region are marked
as laminar, and vice versa. Kreilos et al. [10] propose a method for
a binary segmentation based on wall-shear stress for the same flow
regime that we also target in this paper. The method works only in
2D and the important 3D effects of the transition cannot be studied.
We provide more details about related work in Section 2.

We present a method to compute a binary segmentation of a
flow domain into laminar and turbulent flow. It is based on the
observation that turbulent regions contain much more features
than laminar regions. We start by extracting all local minima and
maxima of the spanwise velocity component. Then we compute
the density of these extrema using a Kernel Density Estimate (KDE)
in 3D. An appropriate thresholding of the resulting scalar field
yields the desired binary segmentation. Since the algorithmic com-
ponents of our method have vastly different scaling characteristics
when parallelized, we decouple them such that the highly scalable
parts run in-situ on the simulation’s memory, and the other parts
are offloaded to a separate compute node. We give the following
contributions:

e We present a novel use of feature-based flow analysis meth-
ods to compute a binary segmentation of a boundary layer
into laminar and turbulent regions.

e We present an efficient algorithmic design suitable for in-situ
data analysis with minimal interruption to the simulation.

e We provide a data abstraction and task analysis to make this
work reproducible and make it easier to apply it to other
data sets.

o We carefully evaluate our approach, discuss its parameters,
and compare it to previous work.

This application paper is the result of a multi-disciplinary collab-
oration between computer scientists (HPC and Visualization) and
physicists. Following the design study methodology of Sedlmair et
al. [21], we provide a data and task abstraction in Section 3. Our
method is described in Sections 4 and 5, and evaluated in Section 6.
We summarize and conclude in Section 7.

2 RELATED WORK AND BACKGROUND
2.1 Vortex Identification

Work on identifying and visualizing vortices in flow data is exten-
sive, covering a variety of methods for both 2D and 3D flows [5, 18].
A common approach is to use scalar quantities to define a vortex as
a spatial region where the quantity exhibits a certain value range.
These quantities are often derived from the first derivative of the
flow velocity field, the so-called Jacobian J. Examples of this are re-
gions of high vorticity magnitude, regions with negative A,-values
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[8], or regions with positive values of the Q-criterion of Hunt [7],
also known as the Okubo-Weiss criterion.

The goal of these quantities is not to distinguish between lami-
nar and turbulent regions, but to identify vortices. Since turbulent
regions contain many vortices and laminar regions do not, these
quantities are a good starting point for showing turbulence, but
thresholding them does not provide a suitable binary segmenta-
tion as desired in this work, since this results in a very fractured
segmentation (see Section 3.3).

2.2 Distinguishing between Laminar and
Turbulent Flow

The need to distinguish between laminar and turbulent flow ex-
isted before numerical flow simulations were commonplace. Hedley
and Keffer [6] discussed the difficulties of performing this distinc-
tion for wind tunnel experiments already in 1974 and summarized
the approaches used by different researchers. About 30 years later,
Fransson et al. [4] state that “there is no accepted universal pro-
cedure” for this undertaking, and they adapt their own method
suitable for their wind tunnel experiments to study the initial en-
ergy growth of streamwise-oriented disturbances in the boundary
layer.

Numerical flow simulations provide more readily available in-
formation than wind tunnel experiments and a higher agreement
between the methods can be observed: most methods use a specifi-
cally derived detector function that works well for their case and
filter it with several algorithms before thresholding it. For exam-
ple, the laminar—turbulent discrimination of Nolan and Zaki [15] is
based on the sum of the absolute values of the wall-normal and span-
wise fluctuation fields, which is filtered with several algorithms
before it is thresholded using Otsu’s method [16]. The result is
overall satisfying for their application, but it does contains false
negatives, i.e., areas in the fully-developed turbulent region are
marked as laminar, and vice versa. Similar statements can be made
about Lee et al. [11], Bisset et al. [2], and Kreilos et al. [10].

Rehill et al. [20] compare six different detector functions, namely
the vertical and spanwise velocity, turbulent dissipation, A, the
Okubo-Weiss criterion, and the finite time Lyapunov exponent
(FTLE). They simulated a single turbulent spot in an otherwise lam-
inar flow as a test case. All detector functions required filtering and
smoothing besides thresholding in order to recover the turbulent
spot from the data.

Kreilos et al. [10] separate laminar from turbulent regions based
on a two-dimensional subset of the flow field. To avoid ambiguity
related to the choice of a specific wall-normal position to perform
the segmentation, and to remove any bias, they focused on the
spanwise wall-shear stress as the quantity to base the identification
upon. The resulting binary fields were thus only two-dimensional,
and it would not be straightforward to extend that methodology
to 3D. We will compare the 2D version of our results to theirs in
Section 6.3.

2.3 Kernel Density Estimation

Consider sample points sy, ..., s, € R? randomly taken from a con-
tinuous and univariate density f, i.e., more samples are taken where
f is high. If f is unknown, we can estimate it using Kernel Density
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Figure 1: Univariate KDE using the normal (Gaussian) kernel.
Red dots are the data samples, the red lines denote the kernels
centered around the samples, and the blue line is the final
density estimate. The two plots show different bandwidths h
for the same input data.

Estimation (KDE) based on the distribution of the samples s; as
follows:

~ 1 " X —S;
fhy=— ZK( - ) M

where K(x) represents a kernel of bandwidth A, and f is the esti-
mation of f. The normal (Gaussian) kernel is often chosen, here in
its multivariate form:

1

d
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In loose terms, we place small Gaussian “blobs” around each sample
point and sum them up.

The bandwidth h is often referred to as the smoothing parameter,
as this variable determines how the probability mass of the kernel
is distributed. For small A, the kernels will be narrow and tall. For
large h, the kernels will be flatter and wider. Figure 1 illustrates this
for the 1D case. We use KDE in our method and perform an analysis
of this parameter in Section 6.5. Furthermore, note that the kernel
has less influence over the final estimation than the bandwidth [22,
p- 13]. We refer the interested reader to [22] for more details.

Several studies have explored parallel implementations of KDE
to address its computational challenges. For instance, Michailidis et
al. [13] proposed a parallel CUDA-based algorithm for KDE, lever-
aging the massive parallelism of GPUs to accelerate computation.
The study from Zhang et al. [23] introduces optimizations that
significantly reduce the bandwidth determination workload, and
employs GPU parallel processing to boost performance further.
Similarly, Michailidis et al. [14] investigated the use of multi-core
platforms and various programming frameworks such as Pthreads,
OpenMP, and Intel TBB for parallelizing KDE computation. Further-
more, the work by Racine [19] brings KDE to distributed memory
architectures, and Lukasik [12] expands on this with a different
parallelization scheme.

3 DATA AND TASKS

We describe the details of our data set in Section 3.1. In order to
make this work reproducible and make it easier to apply it to other
data sets, we provide a data abstraction in Section 3.2 as well as a
task analysis in Section 3.3.
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3.1 Data Description

Studying laminar-turbulent transition induced by the free-stream
turbulence (FST) is of great relevance due to its occurrence in many
practical situations. Here, we are developing a model for the spatial
development of turbulent spots in the transitional boundary layer
over a flat plate. This type of transition under the influence of FST
is characterized by streamwise elongated streaky structures inside
the boundary layer. As these streaks travel downstream, they break
down into turbulent spots due to their secondary instability, grow
and merge until the flow is fully turbulent. After their breakdown,
the flow shows strong vortical motion, which is evident in Figure 4a
where we show the spanwise velocity.

To accurately simulate the wide range of temporal scales in the
flow, a high-order numerical method is necessary. The chosen code
is Nek5000, developed by Fischer et al. [3], and based on the spectral
element method (SEM) [17]. This method combines the geometrical
flexibility of finite elements with the accuracy of spectral methods.
Nek5000 is written in Fortran 77 and C and parallelized with MPL
Parallel I/O is supported both through MPI1/O and a custom parallel
I/O implementation. The code has a checkpoint implementation
which allows a large simulation to be divided into several smaller
simulations which can be successively restarted without loss of
information.

The mesh is structured and orthogonal close to the plate and
the node distribution is optimized following Kolmogorov scale
distributions. The mesh consists of 707 525 000 grid points, running
with polynomial order of 9. The simulation is run on 8192 cores and
requires approximately 25 million core-hours, which in wall-clock
time translates into 1 year of running (queuing time on the clusters
included). If we were to observe this flow in the real world, our
observation would last 0.4 seconds.

Our in-situ analysis code produces a uniform grid with a resolu-
tion of 1400 X 160 X 300, which we consider reasonable for analysis
purposes.

3.2 Data Abstraction

Since the data set described above is rather specific, we provide a
data abstraction here to make application to other setups easier.
We consider flow simulations that contain a laminar-turbulent
transition. Flow data contains many different variables, not just the
flow velocity. The variables available in our flow simulations are:

o the flow velocity v, a vector field consisting of the following
individual components:
— u-component: the streamwise velocity u (scalar field)
— v-component: the vertical velocity v (scalar field)
- w-component: the spanwise velocity w (scalar field)
o turbulent kinetic energy Ej (scalar field)
e pressure p, (scalar field)

Many useful variables can be derived from this data, specifically
using the first derivative of the flow velocity, the so-called Jacobian
J, which is a 3 X 3 matrix. Derived quantities include the span-
wise wall-shear stress 7., ,, which is used in Kreilos et al. [10] to
characterize the laminar-turbulent transition. The vortex quantities
Okubo-Weiss and A; are also directly computable from the Jacobian.

Out of all those variables, the spanwise velocity w is a good
indicator of unsteady turbulent fluctuations. To understand this,
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Figure 2: The domain experts were asked to perform a manual segmentation of the Flat Plate data set by drawing a black line.
They characterized laminar regions as having few features, and turbulent regions as having many features, which informed the
development of the algorithm. Nucleation spots are closely related to the emergence of turbulence: they are small pockets of
turbulence that have just been created. Being able to identify them is important to the domain experts. Note that this exercise

has only been performed on a 2D slice, the actual problem is three-dimensional.

we need to remember that turbulence is characterized by three-
dimensional, unsteady velocity fluctuations around a mean flow
(u =U + v, also known as the Reynolds decomposition into mean
and fluctuations). Therefore, any velocity component could be
equally selected to identify turbulence. Since the flows in ques-
tion are spatially developing over a boundary layer (e.g., the flat
plate), both the streamwise and the wall-normal velocity have a
mean component, which is a-priori unknown. The spanwise compo-
nent, however, has zero mean, thus the measured signal is directly
the fluctuation around the mean in the sense of the Reynolds decom-
position. Due to this simplifying aspect, the spanwise component is
commonly chosen to characterize turbulence. Unfortunately, thresh-
olding spanwise velocity directly does not lead to the desired binary
segmentation into laminar and turbulent regions. We detail this in
the next section.

Our experiments have shown that any scalar field can be used
as input to our method as long as it characterizes turbulent regions
with an abundance of features.

3.3 Task Analysis

Our task is to separate laminar and turbulent regions in the flow
with important side conditions as detailed in the following.

The method needs to be tailored to an HPC context. Turbulence
simulations require supercomputers to run. The conventional ap-
proach of writing the simulation results to disk for later analysis
and visualization is not suitable, since frequent read and write op-
erations to storage restrict the overall system performance of a
supercomputer too much. The IO speed of hard drives is simply
to slow. With an in-situ approach, we pause the simulation for a
brief period and analyze the data while it is still resident in memory.
This is significantly faster than writing the data to disk.

The method needs to work for 3D data. Previous work on sepa-
rating laminar from turbulent flow in the same flow regime [10]
was implemented as a post-processing step and only works on a
2D subset of the domain, since the 3D analysis was considered
computationally too expensive. The third dimension is orthogonal
to the wall and provides important information about the thickness
of the boundary layer.

The method should not use temporal information, e.g., smooth
in time. The data is time dependent. We shall refrain from using
temporal information in our segmentation method, since the sub-
sequent statistical analysis is using a form of time-tracking on the
segmented data and our method should not interfere with that.

How to characterize turbulence? Since there is no directly ap-
plicable definition of turbulence, we asked our domain scientists
(co-authors of this paper) to manually segment a time step of the
Flat Plate data set. Interestingly, it is a rather easy task for a person
to distinguish between laminar and turbulent regions based on a
simple color coding visualization, but it is a rather difficult task
for a machine as the previous literature shows [20]. The result can
be seen in Figure 2 where the domain experts drew a black line to
separate these regions. Together with the domain experts, we made
the following observations from this exercise:

e Putting it in simple terms, turbulent regions are characterized
by having many features, whereas laminar regions have few
features.

e This time step contains a turbulent “island”, a so-called nucle-
ation spot, which is a new turbulent area that will merge into
the large turbulent region in a number of time steps. Hence,
the turbulent region is not necessarily a single connected
component, but it could consist of several components.

Our domain experts elaborated on the nature of turbulence as
follows: even though there is no clear definition of what a turbulent
state exactly is, some characteristics are however clear: turbulence
is always unsteady, three-dimensional, and dissipative; leading to
a cascade of smaller excited states. The laminar flow, on the other
hand, may potentially be unsteady as well, but does not show the
progression towards smaller spatial and temporal scales. Therefore,
the distinction between laminar and turbulent flow needs to be
based on amplitude and scales of velocity fluctuations. In other
words, we can expect a large amount of velocity fluctuations in a
turbulent region.

Can we use spanwise velocity directly? Unfortunately, we cannot
use spanwise velocity directly. This is evident from Figure 3 where
the spanwise velocity of the Flat Plate data set is visualized with
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(a) Regions where |w| > 0.2. (b) Regions where |w| > 0.5.

Figure 3: The spanwise velocity w of the Flat Plate data set cannot be used directly to separate laminar from turbulent flow,
since no threshold can be found where the voxels on either side are correctly classified. Lower thresholds as in (a) classify too
many voxels as turbulent, higher thresholds as in (b) too few. There is no good compromise in between. For these renderings,
we define a threshold t and use a volume rendering with a transfer function where |w| > t is opaquely rendered, and red/blue

denote the sign of w.

different thresholds (note the histograms above the volume render-
ings). No threshold can be found where the voxels in both regions
are correctly classified as laminar/turbulent. For lower thresholds
as in Figure 3a, the voxels in the turbulent region are well classified,
but significantly too many voxels in the laminar region are mis-
classified as turbulent. The situation is flipped in Figure 3b, where
too many holes are present in the segmentation of the turbulent
region.

4 FEATURE-BASED DISTINCTION OF
LAMINAR AND TURBULENT FLOW

We describe the algorithmic components of our method here, and
show how to tailor them to an HPC context in the next section.

4.1 Method Overview

The input to our method is a 3D scalar field s(x). Technically, it could
be any scalar that indicates turbulence through an abundance of
features. We focus on the spanwise velocity as it is directly obtained
from the simulation without any further processing needs.

We assume s(x) is given on a grid for which we can query the
neighborhood of every vertex. Both structured and unstructured
grids fulfill this criterion. We have a mild assumption in our first
step that a linear, bi-linear, or tri-linear interpolation is suitable for
the data.

Our method consists of three steps:

e We extract the locations of minima and maxima of s(x) (Sec-
tion 4.2).

e We compute a new scalar field g(x, h) indicating the density
of the extrema (Section 4.3).

e We convert the density field g(x, h) into a binary segmenta-
tion. (Section 4.4).

Figure 4 illustrates these steps and we describe them in detail in
the following sections.

4.2 Extraction of Minima and Maxima

Our goal is to distinguish between laminar and turbulent regions.
We rest upon the idea that the quantity of features differs strongly

(a) The scalar input data to our method, spanwise velocity, is visualized using
a slice and two isosurfaces. Red colors indicate negative values, blue colors
indicate positive values.

(b) The minima and maxima of the input data have been extracted and are
visualized as black dots. There are around 130 000 extrema in this time step,
the overwhelming majority within the turbulent region. See Section 4.2.

(c) The density of the extrema has been computed using a Kernel Density Esti-
mate and is volume rendered with a transfer function whose opacity increases
with increasing density. See Section 4.3.

=

(d) The binary segmentation into laminar and turbulent regions has been
obtained by thresholding the extrema density. The visualization shows the
turbulent region in blue and leaves the laminar part transparent. See Section 4.4.

Figure 4: Overview of our method.

between these regions. This became clear during the data and task
analyses (see previous section) and is also observable in Figure 2.

A plethora of features are defined for scalar fields. We choose to
use the minima and maxima (extrema) of the scalar field for these
reasons:

e Their definition and extraction is virtually identical in 2D
and 3D.

o They are easy and fast to extract by iterating over all vertices.

e They are point-like features, which fits well with the subse-
quent density estimation.
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We do not consider saddle points, since their precise localization
requires more involved algorithms, e.g., saddle points can live any-
where in a tri-linearly interpolated field, not just at the vertices.
Furthermore, the appearance of saddle points is directly linked to
the existence of extrema: a saddle creates the separatrices between
two extrema and cannot appear on its own. Hence, considering
saddle points would not give us more information than what we
already get from the extrema. Other typical scalar field features
include ridges and valleys, but their extraction is involved and quite
different in 2D and 3D.

Using the mild assumption that our input scalar field s(x) can
be interpolated in a linear, bi-linear, or tri-linear fashion, we make
the following observation: minima and maxima of s(x) can only be
attained at the vertices of the underlying grid. Hence, our extraction
scheme is as follows: We iterate over all grid vertices and a vertex
is considered a minimum/maximum if all its neighboring vertices
have larger/smaller values of s(x).

The vertex neighborhood of a vertex p can be differently defined.
For unstructured grids, we consider those vertices a neighbor which
are directly connected to p. For structured grids, one can consider
three different choices: the edge, face and voxel neighborhoods, also
referred to as the Ng-, Nig- and Nyg-neighborhoods, respectively,
based on the number of vertices in the neighborhood. The edge
neighborhood consists of the 6 vertices sharing an edge with p, the
18 vertices of the face neighborhood share a face with p, and the
26 vertices in the voxel neighborhood share a voxel with p. We
tested all three neighborhoods and did not see qualitatively different
results. All presented results in this paper have been computed
using the Ny voxel neighborhood.

The list of extrema locations is then passed on to the next stage
in our method.

4.3 Estimation of Extrema Density

We calculate the density of the extrema using a multivariate KDE in
3D (see Section 2.3). We use the normal (Gaussian) kernel (2). This
kernel has spherical level sets, i.e., K(x) decreases with increasing
radius from an extrema location x.

In 3D, the bandwidth for a KDE can be a 3 X 3, symmetric and
positive-definite matrix H. This essentially describes an arbitrarily
oriented ellipsoid, which allows to apply different levels of smooth-
ing in different directions. After careful deliberation with the do-
main experts, it was determined that no dimension shall be favored
in this step and smoothing shall be applied equally in each dimen-
sion. Hence, we restrict H to the set of scalar bandwidths A > 0.
Now only a single parameter h must be decided. Changing h es-
sentially adjusts the radius of the spherical kernel. For example, a
small h results in the estimator applying most of the kernel weight
inside a sphere with a small radius around each extremum.

Given the locations of the extrema e;, the kernel density estimate
can now be computed as the scalar field

A 1 L X—€;
f(x’h):WZK( - ) 3)

where n refers to the number of extrema. This classic kernel density
estimate creates an undesired effect in a time-dependent setting
that can be explained by considering two adjacent time steps t;
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Figure 5: In-situ application design. Each row represents a
compute process. The KDE process (bottom) runs parallel to
the multiple simulation processes (top). They communicate
via MPI every fixed number of time steps. Decoupling the
KDE computation in this way minimizes the interruption
for the simulation.

and t;41: given n; extrema in t;, we obtain a certain density scalar
field ﬁ for the first time step. Assume now that the number of
extrema decreases in the next time step, n;+; < n;, because some
extrema vanish in some limited area of the domain, but all other
extrema in all other areas remain identical. Since n;;; appears in
the denominator of (3), the influence of each kernel increases and
the density ﬁ-+1 will attain higher values in those regions where the
extrema did not change. While this makes sense for applications
in statistics, it is not in line with our application in physics. The
density estimate for a region needs to be unaffected by changes
elsewhere in the domain.

Our modification to (3) is as simple as it is effective: we remove
the normalization term and arrive at our extrema density function

1 v X —€;
oo = 5 2 k(557 @

We evaluate this function over a suitable grid to obtain a sampled
scalar field for further processing. The computation of the extrema
density comes with a number of parameters which we discuss and
evaluate in Section 6.

4.4 Binary Segmentation

Our domain experts require a binary segmentation of the domain
into laminar and turbulent regions in order to apply a statistical
analysis of the laminar-turbulent transition similar to Kreilos et
al. [10]. We achieve this by thresholding g(x, h) with a parameter
A such that A < g(x, h) refers to laminar regions, and A > g(x, h)
refers to turbulent regions. How to choose the parameter A is dis-
cussed in Section 6.6.

5 IN-SITU APPROACH

Due to the sheer size of turbulence simulations alone, our method
needs to run on a high-performance computing (HPC) system. It is
highly beneficial to run it alongside the simulation (in-situ) as this
eliminates the need to save the simulation data to disk.



In-Situ Binary Segmentation of 3D time-dependent Flows into Laminar and Turbulent Regions

The simulation of the Flat Plate data set takes place on 8192 cores,
i.e., the data is distributed over many nodes. Our in-situ method
will need some level of communication and synchronization to deal
with this. This poses a challenge, since the KDE part of our method
relies on non-local information. The following design solves this
problem.

We decouple extrema extraction and KDE computation as il-
lustrated in Figure 5 and let them run in separate processes. The
extrema extraction is coupled to the simulation program and reads
its memory directly. We use ParaView Catalyst to connect to the
simulation and extract the extrema. This part is very fast since
it only requires access to the local data of neighboring vertices
and can be further accelerated via fine-grained parallelization tech-
niques such as threads. In addition, extracting extrema at this stage
will significantly reduce the data size that must be communicated,
thereby reducing the communication overheads. The extrema are
subsequently sent via MPI non-blocking communication to a sepa-
rate node where the KDE process is executed, then the simulation
program immediately resumes.

In the second component, the KDE algorithm is executed on a
single node with shared memory parallelization through OpenMP.
This separate process calculates the density based on the received
extrema from all simulation nodes and saves the results to disk.
Notably, the data volume for this part of our method is fairly small:
the list of extrema and the output grid easily fit on a single node.
Furthermore, the KDE process executes parallel to the simulation,
such that the computationally intensive KDE process will not halt
the simulation for a prolonged period.

The KDE kernel K is discretized over a uniform grid with the
same vertex spacing as the output grid. The size of the discretized
kernel is determined by the bandwidth h. We then iterate over all
extrema e; and center the discretized kernel at the vertex closest
to each extremum before adding its values to the output grid. In
pseudo code, it looks like this:

> Iterate over all extrema. Outer loop. <
for all e; € Extrema do
> Iterate over the kernel. Inner loops. <

fori=0,...,n—1do
for j=0,....,n—1do
L fork=0,....,n—1do
| output[...] += K[i, j, k]

Note that the elements in the output grid will be updated several
times by different extrema e;, which requires care when paral-
lelizing over the outer loop. We consider three different ways for
parallelizing the KDE method with OpenMP:

P1 using a parallel-for over the inner loops,

P2 using a parallel-for over the outer loop with atomic writes
to the output,

P3 using a parallel-for over the outer loop with private memory
for the output and subsequently summing them up.

We measure the performance and scaling characteristics of all three
versions in Section 6.1 and show that P1 performs best.
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Figure 6: Scaling characteristics for the extraction of extrema.
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Figure 7: Scaling characteristics for the KDE component.

6 EVALUATION AND DISCUSSION

We evaluate the performance of our method, revisit the task analy-
sis, compare our method to previous work, discuss our technical
choices in more detail, take a closer look at the parameters, and
discuss the science that is enabled through our method.

6.1 Performance Evaluation

The scaling tests are carried out on the same machine as the simu-
lation, an HPE Cray EX supercomputer. They were performed on
the nodes of the CPU partition. Each node is equipped with two
AMD EPYC Zen2 2.25 GHz 64-core processors and 256 GB of mem-
ory. Due to the necessity of executing scaling tests across varying
numbers of processes, they cannot be conducted along with the
actual flow simulations. However, we made sure that the character-
istics of the data remain consistent. Execution times are collected
from multiple runs to compute an average, thereby minimizing
measurement errors.

Extrema Extraction Component. In this component, the input
data for the strong scaling test is a 3D scalar field measuring 2800 X
320 X 600, which represent the fixed problem size for strong scaling
analyses. While for the weak scaling test, each MPI rank processes
a smaller scalar field with dimensions of 1400 X 160 X 300. The
recorded execution time includes both the duration of the extrema
extraction process and the time needed to send these extrema to the
node that will subsequently use them to compute the KDE. These
tests are conducted across 1 to 256 MPI ranks.

The results are demonstrated in Figure 6. They indicate that the
performance of this component is close to the ideal scaling due to
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Figure 8: The output of our method is a scalar field g(x, h) whose well-behaved histogram is shown on the top for a time step of
the Flat Plate data set. Thresholding with different A is remarkably stable and predictable, which makes it easy for the domain
scientists to decide on a particular threshold. The delineation between laminar and turbulent regions is easily achievable.

Compare this to thresholding the input scalar field, see Figure 3.

its embarrassingly parallel nature. This effective scalability allows
this component to be executed along with the flow simulation on
numerous cores without significantly pausing the simulation. In the
strong scaling test on 256 nodes, the execution time is approximately
0.12 seconds. To put this into perspective, the simulation is calling
the in-situ code every 10 minutes in wall-clock time. The minor
deviation from the ideal scaling can be attributed to two primary
factors: firstly, as the number of MPI ranks increases, there is a
corresponding rise in the total number of exchanged halo regions,
enlarging the actual problem size. Secondly, an increase in the
number of ranks extends the communication time and scheduling
overhead.

KDE Component. The input for this component is a list consisting
of 147 497 extrema, which is derived from the output of the previous
component. Scaling tests are conducted on an exclusive node with
1 to 128 OpenMP threads. The recorded times encompass both the
execution time of the KDE algorithm and the duration required to
save the output grid to disk.

The results of these scaling tests are presented in Figure 7. P1 ex-
hibited excellent performance in both tests and was straightforward
to implement, requiring only a single line of OpenMP directives.
Consequently, it was selected for use. The results for P2 and P3
however, showed an immediate decline in speedup and efficiency
at the beginning. This is primarily due to atomic operations, which
can force serial execution when there are numerous writing con-
flicts, and the use of private memory, which interferes with cache
prefetching. As the number of threads increases, parallelization
initially offers benefits. However, these advantages diminish with
increasing thread count due to greater initialization, scheduling, and
synchronization overheads. Additionally, uneven load balancing
contributes to these inefficiencies.

From the perspective of the entire project, the performance of
this component has fully met our expectations. For example, the
execution time of P1 in strong scaling is approximately 10 seconds
with 2° threads, ensuring the KDE component can complete its
execution before next simulation pause. Again, this is well within
the 10 minutes intervals that the simulation uses to call our analysis
code.

6.2 Task Evaluation

Looking at our task analysis from Section 3.3, our method meets
the desired conditions of working in 3D, not using temporal infor-
mation, and being tailored to an HPC context, where it performs
really well (see Section 6.1).

Most importantly, we set out to provide a stable binary segmen-
tation into laminar and turbulent flow. Figure 8 exemplifies this for
the Flat Plate data set. It shows the result of our method for two
different thresholds A, which range over a quarter of the entire data
range. Both images show a clear delineation between the laminar
and turbulent regions. Compare this to Figure 3, where we failed
to find such a suitable threshold for the input scalar field, spanwise
velocity.

Of course, choosing different thresholds A will lead to slightly
different results as we can already see in Figure 8. It is a task for
the domain scientists to decide on a specific A, and our method
makes this easier by providing a quite predictable output, i.e., the
segmentation changes slowly over a wide range of A.

6.3 Comparison to Kreilos et al. [10]

Kreilos et al. [10] analyzed the laminar-turbulent transition in the
same Flat Plate data set that we are using in this paper as well.
They created a binary segmentation based on spanwise wall-shear
stress, which is a 2D property (see also Section 2.2). Hence, our
comparison is restricted to the planar wall surface of the data set.

Figure 9 compares our result to that of [10] for the same data,
time step, and slice. First of all, it is noticeable that the result of
Kreilos et al. has a much lower spatial resolution. The resolution
has been deliberately decreased to suppress segmentation artifacts
to some degree, but the result in Figure 9 still contains artifacts that
reveal an inconsistent segmentation: on the far left side, a turbulent
area is detected despite this being clearly in the laminar area of the
flow. This artifact does not make sense from a physics perspective.
Similarly, a supposedly laminar spot is wrongly detected on the
bottom right. In fairness, these artifacts could easily be dealt with
by simply excluding these parts of the domain from any subsequent
analysis, but it is always better if such manual interventions can be
avoided.
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Figure 9: Comparison to Kreilos et al. [10] for the Flat Plate
data set. The result of Kreilos et al. [10] (top, black) shows two
wrongly classified artifacts: a turbulent area on the far left
and a laminar area on the bottom right. Our result (bottom,
blue, A = 0.2) does not exhibit these artifacts. Both images
show the same time step and same 2D slice in the data. The
comparison has to take place in 2D, since the method of
Kreilos et al. [10] is fundamentally limited to 2D.
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Figure 10: The number of extrema in the Flat Plate data set
for each time step is significantly over 100 000. The larger
fluctuations in this graph are due to the nucleation of new
turbulent spots. The smaller noise-like fluctuations have to
be attributed to the turbulent nature of the data.

Our result was obtained without manual intervention, it handles
the full resolution of the data, and agrees well with the goal shown
in Figure 2 that the domain scientists defined at the beginning of
the collaboration.

6.4 Number of Extrema over Time

Figure 10 shows an interesting statistics about the Flat Plate data
set: the number of extracted extrema over time. Note that the y-axis
starts at 130 000, so we clearly have an abundance of features in each
time step. This highlights the need for an efficient implementation
of the density estimation in our method, which gets these features as
input. Indeed, using OpenMP and a discretized kernel are important
to achieve fast computation times for the density estimation.

Figure 10 also reveals interesting fluctuations of the number of
extrema. While the smaller fluctuations are due to the turbulent
nature of the data, the larger fluctuations are correlated with the
appearance of new turbulent spots. It is an interesting topic for
future research whether this function (number of extrema over
time) can be of use in future turbulence studies as a form of detector
function for spot nucleation.
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Figure 11: The extrema density varies for different band-
widths of the kernel density estimation. The corresponding
Gaussian kernel is illustrated on the left side of each image
in the form of a black spot. The selected parameter value is
h =0.0045 and has been determined by the domain experts.

6.5 Kernel Bandwidth Parameter h

The kernel bandwidth h for the density estimation determines the
region of influence of each extremum. Figure 11 illustrates the effect
nicely: smaller bandwidths highlight local effects, whereas larger
bandwidths provide a more global view of the density.

In order to make an informed decision together with the domain
experts, we pre-rendered many images just like in Figure 11 for
many time steps and values of h. We then went through them in an
interactive manner, being able to manipulate time and bandwidth at
will. We finally decided on h = 0.0045, since it effectively smooths
over the local effects in the turbulent region, while still being small
enough to capture the intricate details in the transition area.

6.6 Thresholding Parameter A

We are thresholding the extrema density to obtain a binary segmen-
tation. In close collaboration with the domain experts, we specified
three guidelines to aid us in the process of finding a suitable value
for A:

e Avoid “noise” in the laminar regions of the flow.

e Achieve similar results in the transition as previous work.

e Avoid “holes” in the turbulent region.
We acknowledge that choosing a particular threshold A depends on
the data set and is firmly a domain-specific task taking into account
the specifics of the physical setup.
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Figure 12: The vertical dimension of the Flat Plate data set has
been stretched to highlight the three-dimensional growing
process of the turbulent structures in the transition zone,
indicated by the red rectangle.

The domain experts found it helpful to work on this in a joint
session where they could interactively change the threshold A and
the time step. This facilitated their discussions and lead them to
choosing 0.2 < A < 0.25 as a reasonable threshold interval, since
this fulfilled the above criteria best.

It was positively noted by the domain experts that changing A
changes the segmentation slowly. This is due to the flat histogram
curve of the extrema density observable in Figure 8.

6.7 Enabled Science

We want to highlight that our method enables new science: Fig-
ure 12 shows the Flat Plate data set from the side; the vertical
dimension has been stretched by a factor of 6 such that the three-
dimensionality of the data is highlighted. We can clearly see how
the turbulence develops near the wall, then grows downstream
until it engulfs most of the vertical domain. Such insights were not
obtainable with previous work [10] on similar data, since it was re-
stricted to 2D, not for mere technical reasons, but methodologically
(see Section 2.2). Being able to address the three-dimensionality of
the data gives us access to study the inclination of the turbulent
spots, their vertical growth rates and extent. This information is
relevant to assess the vertical momentum and scalar diffusion. Fur-
thermore, insight into the mechanisms of the turbulent breakdown
may be gained by understanding the three-dimensional structure
of the unstable turbulent streaks.

7 CONCLUSIONS AND FUTURE WORK

We combined classic methods of feature-based visualization and
data analysis to create a novel method for the binary segmentation
of aboundary layer into laminar and turbulent regions. The method
builds upon the extraction of extrema and the estimation of their
density. Our method supports a full 3D analysis, enabling the study
of the inclination of the turbulent spots, their vertical growth rates
and extent.

We are hopeful that our method is applicable for a wide range of
turbulent flow cases, including boundary-layer flows as presented
here, but also free flows such as mixing layers, jets, and isotropic
turbulence. We will explore this in future research.
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